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Abstract Based on experimental techniques of the type Chromosome
Conformation Capture (3c), several methods have been proposed in the
literature to estimate the structure of the nuclear dna in homogeneous
populations of cells. Many of these methods transform contact frequen-
cies into Euclidean distances between pairs of chromatin fragments, and
then reconstruct the structure by solving a distance-to-geometry prob-
lem. To avoid the drawbacks of this strategy, we propose to abandon the
frequency-distance translation and adopt a recursive multiscale proce-
dure, where the chromatin fibre is modelled by a new kind of modified
bead chain, the data are suitably partitioned at each scale, and the re-
sulting partial structures are estimated independently of each other and
then connected again to rebuild the whole chain.
We propose a new score function to generate the solution space: it in-
cludes a data-fit part that does not require target distances, and a penalty
part, which enforces soft geometric constraints on the solution, coherent
with known physical and biological constraints. The relative weights of
the two parts are balanced automatically at each scale and each subchain
treated. Since it is reasonable to expect that many different structures fit
any 3c-type data set, we sample the solution space by simulated anneal-
ing, with no search for an absolute optimum. A set of different solutions
with similar scores is thus generated. The procedure can be managed
through a minimum set of parameters, independent of both the scale
and the particular genomic segment being treated. The user is thus al-
lowed to control the solutions easily and effectively. The partition of the
fibre, along with several intrinsically parallel parts, make this method
computationally efficient.
We report some results obtained with the new method and code, tested
against real data, that support the reliability of our method and the
biological plausibility of our solutions.

Background

Chromosome Conformation Capture (3c, [1]) and a number of related techniques
(4c, [2], 5c, [3], hi-c, [4, 5]) provide high-throughput, high-resolution matrices
of contact frequencies between pairs of dna fragments in uniform populations of
cells. A number of strategies have been proposed in recent literature to use these
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data to estimate the spatial structures possibly assumed by the chromatin fibre
inside the cell nuclei. The proposed approaches vary in chromatin fibre modelling
and in the sampling strategy of the solution space. Irrespective of the type of
approach, some of the most recent proposals are in [6–9]. A more comprehensive
and reasoned panorama can be drawn, for example, from [10–14]. Many of these
methods use an explicit relationship between the contact frequencies and the
Euclidean distances between all the possible pairs of dna fragments. The sensible
motivation of this choice is that pairs of fragments that are frequently in contact
are likely to be spatially close, whereas pairs of fragments with a few contacts
are supposed to be farther apart.

After a critical analysis of the problem, we pose three main desirable re-
quirements for an estimation algorithm. First of all, as the number of possible
pairs in any real-world case is enormous, the algorithm must be computationally
efficient, allowing partitioning strategies and parallel processing to be applied.
Second, since the data are produced in experiments on millions of cells, very
different structures are likely to contribute in the contact frequency matrix, so
the algorithm must be capable of estimating different configurations compatible
with the data. For a discussion on this point, see [11] or [13]. Last, but not least,
translating contact frequencies into Euclidean distances does not seem appropri-
ate [14–16], since two fragments that are seldom in contact can well be spatially
close. Any target distance derived directly from the frequency data should thus
be avoided. Moreover, the algorithm should offer the possibility of incorporating
known geometrical constraints into the solutions.

The estimation method we propose is characterised by a multiresolution,
modified bead-chain model for the chromatin fibre. We motivate this choice
from the observation that the contact matrices typically highlight genomic re-
gions characterised by many internal contacts and poor interactions with the
rest of the genome. This feature is found practically at all the scales [11, 17]:
at 1-10 Mbp scale, the genomic compartments show this property; at smaller
scales (100 kbp and below), structures that behave similarly are referred to as
topological association domains (or tads).

Taking this recursive behaviour into account, our strategy is to identify high-
interaction diagonal blocks in the original data matrix. Since the related chro-
matin segments interact very weakly with the rest of the genome, their structures
can be estimated irrespective of the rest of the matrix. Then, each estimated
segment becomes part of a lower-resolution chain as a modified bead only char-
acterised by its endpoints and its centroid. After an appropriate binning of the
data matrix, the lower-resolution chain is further partitioned and reconstructed,
and its resolution is lowered, recursively, until the binned matrix cannot be par-
titioned anymore. In our approach, the fit to the data is not measured through
target distances, but through the closeness of the most frequently interacting
pairs of beads. All the other beads are free to follow the likely configurations
of the chromatin chain. A score function based on this measure is built to gen-
erate a solution space that is then sampled to estimate the likely structures at
the various scales, subject to adequate constraints so as to avoid the physically
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unfeasible solutions. A number of configurations is thus generated, compatible
with both the data and their expected geometrical features. Once the solutions
at all scales are available, a backward recursive procedure aligns the subchains
reconstructed with the corresponding lower-resolution beads, repeating until all
the subchains at full resolution are properly located and aligned.

An algorithm implementing this strategy is presented in [14], where the geo-
metric constraints consist in minimum allowed mutual distances between beads
and maximum allowed planar angles between consecutive triples of beads. These
constraints are imposed rigidly: any solution that violates them is simply dis-
carded from the sampling. The solution space is sampled by simulated annealing,
and the proposed structures are evolved through quaternion operators [18].

In this paper, we propose a method that follows the same general strategy,
but uses a new score function including implicit constraints and a unified bead
model at all the scales. Rather than simply rejecting the unfeasible solutions,
the implicit constraints penalise gradually the unlikely configurations, and the
data-fit term favours the configurations where the closest pairs of fragments are
those with the highest contact frequencies. The free parameters to be set are very
few, and this allows us to control the solutions easily and effectively. The code
implementing this method, now at its version 3.1, is written in Python and is
called ChromStruct, available online1 in its command-line and GUI versions,
with an example data set, a separate visualisation code and some explanatory
notes.

In the Methods section, we give the details of the solution model, the score
function, and the recursive procedure. In the Results and discussion section we
analyse the performance of ChromStruct 3.1, the geometrical features of a
set of results obtained using real data, and show how some of these features are
correlated with known biological properties. Final remarks on the current results
and possible future directions are given in the Conclusion section.

Methods

Chromatin model

As explained above, approximate diagonal blocks are extracted from the data
matrix by a method suggested in [11]. Each block maps the contacts within a
subchain, whose structure is then estimated. At the end of this process, each sub-
chain becomes a single bead in a lower-resolution chain, whose internal contacts
sum up to the total contacts in the corresponding block, and become a single
entry of the data matrix at the successive resolution. The bead is characterised
by its centroid, its endpoints, and its approximate size.

At the maximum available resolution, that is, at the first recursion level, the
bead structures are not known; in this framework, this means that the first-
level beads can only be modelled as spheres, whose radii can be approximated
from the number of their internal contacts. Indeed, intuitively, many internal

1 http://www1.isti.cnr.it/˜salerno/chromstruct folder.zip
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contacts mean that a fragment is packed tightly, whereas a few contacts mean
that it is relatively stretched out. The treatment, however, is unified: each first-
level spherical bead is modelled like the triples at the successive levels (endpoint
1; centroid; endpoint 2), but the three points are collinear, and the distances
between the centroid and the two endpoints are both equal to the estimated
radius. The size of a lower-resolution bead is estimated as a fraction of the max-
imum span of the related subchain, obtained as the strength of its first principal
component. The beads are linked respecting their biological order: the second

Figure1. Illustrative picture of the modified bead-chain model. Top: Four chromatin
fragments, represented as bead sequences (small red spheres), and as centroid-endpoints
triples (bigger blue spheres). The green sphere wireframes represent the assumed sizes
for the beads at the lower resolution. Bottom: Connected chain composed by the frag-
ments above, properly located and rotated. The sequence of green spheres represents
the lower-resolution chain.
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endpoint of each bead and the first endpoint of the successive bead coincide.
Figure 1 illustrates how four consecutive subchains are schematised as modified
beads and then connected to form a chain at a lower resolution. The lengths
of the segments joining the endpoints with the centroid, and the related angle,
are not changed during the evolution of the model. Conversely (see also [14]),
the planar and dihedral angles defining the position of each bead with respect
to the adjacent ones are perturbed at each iteration, subject to constraints that
establish chain flexibility and mutual distance ranges. Our score function allows
us to avoid special constraints on angles, as the bead sizes alone provide a good
control.

Score function

The solution space for each subchain to be estimated is generated by a function
of its configuration C, with the following form:

Ξ(C) = Φ(C) + λΨ(C) (1)

where Φ and Ψ are the data-fit and the constraint terms, respectively, and λ is
a parameter that balances their influence. The two terms are sums of positive
contributions, ϕij and ψij , intended to penalise unlikely interactions between
the beads indexed by i and j.

As far as data fit is concerned, in the light of the considerations exposed
in the Background section, we make ϕij proportional to the squared distance
between the i-th and the j-th beads, but we limit the summation to a suitably
chosen subset L of highly interacting pairs in C:

Φ(C) =
∑
i,j∈L

ϕij =
∑
i,j∈L

nij [dij − (ri + rj)]
2 (2)

where nij is the contact frequency of the i-th and j-th beads, dij is the distance
between their centroids, and ri and rj are their radii. To build L for each sub-
chain, ChromStruct 3.1 selects the pairs exceeding a pre-defined percentile of
the contact frequencies in the related block. Function Φ becomes small when the
centroid-centroid distances of the pairs in L nearly equal the sums of the radii
of the related beads, and grows quadratically as soon as they become smaller
or larger than that values. When any two beads in L interpenetrate, one of the
terms in brackets becomes negative. The maximum data-fit penalisation of this
situation occurs when dij = 0, and ϕij assumes the finite and unmodifiable value
nij(ri + rj)

2. The constraint term Ψ is needed to control this penalisation and
extend it to all the pairs in C. We set Ψ as

Ψ(C) =
∑
i,j∈C

ψij =
∑
i,j∈C

ri + rj
2dij

[
1− {c[dij − (ri + rj)]}b

1 + {c|dij − (ri + rj)|}b

]
(3)

where c is a scale factor that makes the terms in braces dimensionless, and
the exponent b is an odd natural. A plot of ψij is shown in Fig. 2. Note that,
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Figure2. Function ψij in (3), plotted for a few values of c and b. Increasing c narrows
the moderate-slope interval around di,j = ri + rj ; increasing b increases the slopes in
the two transition regions. The two thin lines represent the hyperbolas that bound the
significantly nonzero values of ψij .

for dij near zero, ψij behaves as (ri + rj)/dij , whereas in an interval around
(ri+rj) it behaves as (ri+rj)/(2dij) and, for dij sufficiently larger than (ri+rj),
it goes rapidly to zero. Approximately, c tunes the width of the intermediate
interval: increasing c means making it narrower. Parameter b, in turn, tunes the
slope of the transitions between the different zones; large values of b produce
abrupt transitions. Function (3) is thus intended to prevent any two beads from
interpenetrating more than some fraction of their sizes. Since the bead structures
are always known approximately, imposing this requirement rigidly could exclude
good configurations from the feasible solutions, besides making more difficult to
enforce the constraints coherently at the different scales. The position of each
bead in a pair is penalised gradually as a function of its distance from the
other bead. As moderate interpenetrations between adjacent beads are allowed,
provided that c and b are chosen wisely, constraining the mutual angles between
adjacent beads can become unnecessary.

As said, the role of λ in (1) is to balance the two terms so to obtain solutions
that are consistent with both the data and our prior knowledge. Its value is
chosen so that, statistically, the influence of the two penalty terms is fixed in
all the subchains being estimated. In our case, we have an additional difficulty
related to the multiresolution setting. The extracted diagonal blocks have dif-
ferent sizes and frequency values, so the values assumed by the data fit term
(2) for different blocks range in a very broad interval, and a unique value for
λ working well for all the blocks cannot be established. At different scales, the
situation is even worse: the orders of magnitude of nij are very diverse. To avoid
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the need of fixing different values a priori, for each block, we compute λ by en-
forcing a pre-defined ratio between the average values assumed by the two terms
in (1) during a dedicated random sampling (see the source codes in the material
available online).

Estimation strategy

The solution space is sampled through an approximate simulated annealing [19],
with a preliminary random sampling to estimate λ from the desired relative
influence of the two penalty terms, and a warm-up phase to determine the start
temperature for each block treated. A slow cooling schedule is then followed to
reach comparable final scores in different runs.

This high level, simplified pseudocode describes the overall recursive method:

chromstruct(matrix, chain, scale):

1. extract diagonal blocks from matrix

2. initialise lower-resolution chain
lo-res chain ← null

3. For all the blocks

a) populate set L;
b) set initial guess: C0=chain(block);
c) sample the penalty landscape:
Cblock=annealing(block,L,C0);

d) save Cblock
e) compute the equivalent low-resolution bead:

Beadblock ← beadify(Cblock)
f) Append Beadblock to lo-res chain

4. if # of extracted blocks = 1
C ← recursive composition of all saved Cblock
save C
leave

else
update scale

bin matrix to the new resolution
chromstruct(matrix, lo-res chain, scale)

Since, at each scale level, each subchain is estimated independently of the oth-
ers, steps 3a-e) can be performed in parallel for all the blocks. Moreover, sam-
pling low-dimensional spaces is much less expensive than sampling the entire
panorama at once. Thus, this strategy is computationally efficient. The above
procedure produces one final structure per run. Different runs normally produce
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different structures. As done in [14], we could also proceed by using all the sta-
ble subchain configurations up to some scale to produce the structures at the
subsequent scales. This strategy can further reduce the computing effort, and
provide a means to generate many configurations from limited sets of high-level
beads.

Results and discussion

ChromStruct 3.1 was tested against real Hi-C data from human lymphoblas-
toid cells, chromosome 1, q range [150.28 Mbp, 179.44 Mbp] [4]. The original
genomic resolution is 100 kbp. For these data, our code identifies two modelling
levels: the first includes 292 beads, each spanning 100 kbp, and the second in-
cludes 23 beads, with genomic sizes ranging from 0.7 to 2.2 Mbp.2 The structures
of the original and the binned matrices are visualised in Fig. 3.

Figure3. Heat maps of the contact matrix for the long arm of chromosome 1, from a hi-
c experiment on human lymphoblastoid cells (GM06990, [4]). Main diagonal removed
for visualisation convenience. Left: Original 292×292 matrix at a resolution of 100 kbp.
The 23 highlighted diagonal blocks mark the topological domains used for binning. The
two bigger blocks highlighted in blue (the leftmost one) and red, respectively, are related
to a high-expression and a low-expression regions identified in the sequence at hand
(see Biological plausibility). Right: 23 × 23 matrix obtained by binning the original in
accordance with the extracted blocks.

We performed a first series of experiments aimed at establishing the most
appropriate constraint parameters to obtain physically plausible results. All the
subsequent experiments were performed with a fixed set of geometrical param-
eters. Their values are reported as defaults in the code provided online.

We produced 200 different solutions, from which we have first checked the
reliability of the code. Next, we evaluated the relevant geometrical features of the

2 The genomic sizes of our second-level beads are as follows (in Mbp, 0.7 being the
minimum allowed size): 1.1; 2.2; 0.7; 2.1; 0.7; 1.8; 1.; 0.7; 0.7; 1.1; 2.; 1.6; 1.3; 0.7;
0.7; 1.8; 1.8; 1.7; 1.3; 0.8; 1.3; 0.9; 1.2.
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estimated structures and looked for a possible validation from known biological
properties. We report and comment these aspects in the following subsections.

Repeatability - Fit to the data

As mentioned above, there is no unique solution optimising the score function,
since the contact data come from millions of cells with different chromatin con-
figurations. At present, thus, the only way to check the repeatability of our
procedure is to ensure that the final values of the score function, for different so-
lutions, lie in a limited range around some average value. Of course, this cannot
be the same for different subchains, as their genomic sizes are different, and the
contact data for different pairs are diverse. Both for each subchain and for the
whole chain, however, we were able to get highly stable final scores. Through
Shapiro-Francia tests [20], we also observed that all these values are compatible
with Gaussian distributions.

Figure4. Heat map of the synthetic contact matrix built from 200 final configurations,
whole chain at 100 kbp resolution, to be compared to Fig. 3, left panel.

As the data are not related to a single configuration, the data fit for any indi-
vidual solution cannot be checked. However, all the single-configuration binary
contact matrices can be co-added to reconstruct a synthetic contact matrix, to
be compared to the input matrix. For any sufficiently numerous and diverse so-
lution set, thus, the data fit can be appreciated. As far as diversity is concerned,
we should be sure that the output structures are such that all the regions of
the contact matrix are sufficiently covered [13]. One way to increase diversity is
by tuning the tolerance of the annealing stop criterion. In our implementation,
annealing stops when the score relative variation in 500 consecutive cycles falls
below the required tolerance.

For the whole chain, our solution set was built by using tolerances of 10−5

and 10−2, obtaining normally distributed final scores with standard deviations

.CC-BY-NC-ND 4.0 International licenseunder a
not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It is made available 

The copyright holder for this preprint (which wasthis version posted September 14, 2016. ; https://doi.org/10.1101/075184doi: bioRxiv preprint 

https://doi.org/10.1101/075184
http://creativecommons.org/licenses/by-nc-nd/4.0/


of, respectively, 11% and 30% of the mean values. The resulting contact matrix,
assuming that two beads are in contact when their distance is 1.2 times the
sum of their radii,3 is shown in Fig. 4. From a comparison with the map in Fig.
3, it can be noted that most of the relevant structures in the original data are
captured by our solutions, despite the limited number of configurations used to
build the simulated matrix.

Geometrical features - Biological plausibility

We are interested to see whether a limited number of typical classes of con-
figurations can be identified among our estimated structures. To this end, we
clustered the results to find similarities and differences between the typical clus-
ter members. The clustering feature we chose is the mean-squared Euclidean
distance between pairs of beads as a function of their genomic distance [14, 21].
This can be indicative of the packing of each solution. The average plot of this
function, evaluated from all our whole-chain configurations, is reported in Fig. 5.
Considering that a fully stretched chain would produce a quadratic behaviour,

Figure5. M-S Euclidean (µm2) vs. Genomic distance plot. For each possible genomic
distance in our chain, the mean-square Euclidean distances are first computed for each
output configuration, and then averaged over all our 200 configurations.

this shows that most output configurations are tightly packed.
To cluster the plots resulting from all the output configurations, we used

the hierarchical clustering on principal components algorithm [22] (hcpc), a
hybrid technique combining principal components, hierarchical, and partitional

3 Note that this threshold distance corresponds approximately to the largest distance
penalised by the constraint term for the case c = 4, b = 5 in Fig. 2.
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clustering, capable of detecting the number of relevant clusters from intra- and
inter-cluster distance optimisation. A summary of the results of this clustering,
for the whole chain, is reported in Fig. 6. Some differences between the clusters
can already be detected by visual inspection.

Figure6. Summary of clustering results. Top: the classification tree produced by
HCPC, and the three clusters detected, projected onto the first two principal com-
ponents. Each of the three subsequent rows features the five configurations closest to
the centroid of each cluster. The black marks locate bead 1, and the purple marks locate
bead 292. Measurements in nm. The subchains highlighted in blue and red are, respec-
tively, the highly and poorly expressed regions identified to check biological plausibility
(see text, and the corresponding contact data in Fig. 3, left panel).
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To check the biological plausibility of our results, we first observe that the
overall size of our solutions is compatible with the biological knowledge. As this
depends on the sizes of the elementary beads and the degree of packing of the
chromatin fibre, this is a first index of reliability. Indeed, note that we do not
scale the results a posteriori, but our solutions come directly with their physical
dimensions.

Then, we rely on a further biological property: highly expressed or gene-
rich domains are much less packed than the domains poor in genes or with
low transcriptional activity [23]. Our experimental data were obtained from the
human lymphoblastoid cell line GM06990, belonging to the lineage of B cells.
From expression data relative to immature B cells,4 we identified two stretches
of about 3.5 Mbp as representative of, respectively, highly expressed and poorly
expressed genomic domains: dna from q = 151.5 Mbp to q = 155.1 Mbp, and
dna from q = 162 Mbp to q = 165.5 Mbp. Both these regions correspond
to 35 beads in our full-resolution model, and are also rich and poor in genes,
respectively.5 Their approximate locations are highlighted by different colours
in the final configurations of Fig. 6.
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Figure7. Boxplots of M-S Euclidean vs. Genomic distance, obtained from all our 200
solutions for the identified highly-expressed (blue) and poorly expressed (red) regions.

4 http://bioinfo.amc.uva.nl/HTMseq/controller (last accessed: 2016, June 15th).
5 http://www.ensembl.org/ Release 77 (last accessed: 2016, June 15th).
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To check the packing of the corresponding segments in our estimated chains,
we use again the mean-squared Euclidean distances as functions of the ge-
nomic distances between pairs of beads. In Fig. 7, we show the two boxplots
for the highly and poorly expressed regions. A different behaviour is apparent:
the poorly expressed region occupies less space than the highly expressed one,
although their genomic spans are nearly the same. We checked the statistical
significance of these features: by Kolmogorov-Smirnov tests, we can reject the
hypothesis that the values from the two regions, for each genomic distance, are
drawn from the same distributions. Interestingly, for genomic distances larger
than 1.1 Mbp, the distributions of the mean-squared Euclidean distances are
always leptokurtic. Moreover, beyond a genomic distance of 2 Mbp, the kur-
toses from the highly expressed region are always larger than the ones related
to the poorly-expressed region. This means that, statistically, the geometrical
behaviour of the two stretches is similar for limited genomic distances but, in its
entirety, the poorly expressed stretch is more folded than the other in most of
its feasible configurations. These features can also be seen by inspecting visually
our solutions, including the example configurations shown in Fig. 6, from which
we observe that, besides being folded less tightly than the other, the highly ex-
pressed region very often interferes less with the rest of the chain, and is located
at the periphery of the structure.

Conclusion

We propose a multiresolution 3d chromatin structure estimation method based
on sampling the solution space generated by a new score function made of a
balanced mix of data-fit and geometrical requirements. The recursive multires-
olution setting enables us to exploit the presence of nearly isolated genomic
domains typically recurring at different scales. The geometrical constraints intro-
duced implicitly in the score function allow our prior knowledge to be exploited
coherently and flexibly through a small set of tuneable parameters. The solution
space is sampled by simulated annealing, and the chromatin model is evolved
through quaternion operators. The successive levels of genomic resolution, as
well as the annealing parameters, are determined automatically.

The solutions obtained through an extensive experimentation performed on
real hi-c data proved to reproduce the main features of the original contact
frequency matrix, also avoiding excessive bending of the chromatin fibre and
interpenetrations between beads. Besides being consistent with the data and
physically plausible, our solutions show features that also suggest biological plau-
sibility. In particular, the structures of two regions identified as highly and poorly
expressed, respectively, are shown to possess the expected topological properties.
As this feature was not specifically introduced in the model,6 we consider this
result significant for a biological validation of our method, although this cannot
be considered conclusive, and further experiments are needed to validate our
algorithm biologically.

6 No geometrical requirement introduced is site-specific.
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In summary, this approach offers algorithmic advantages over other approaches,
as well as consistency and controllability features that make it a good candidate
to generate and analyse large populations of structures fitting the same data. As
a method, it is suitable to estimate the structure of any set of adjacent genomic
fragments as soon as enough contact data are available. We made available on-
line two versions of our code (one features a convenient GUI), written in Python
and including all the classes and functions needed to run autonomously. Their
routine use is straightforward, as only a few parameters need to be specifically
set. The interested colleagues are invited to test it against different data sets
and to suggest possible improvements or corrections, as well as to correlate their
solution features to further known biological properties.
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