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1 Performance Evaluation

Figure 1: Measuring the performance of the Assemblers

1.1 Simulated Data

We also tested the assembler on simulated data to verify and validate ShannonRNA in a scenario where we have
full knowledge of the ground truth, the results of which are shown in Fig. 2. In this setting, the ground-truth
transcriptome was obtained by randomly selecting half (1650) of the transcripts from the Gencode reference
transcriptome for chromosome 15. Abundances were randomly assigned according to a log-uniform distribution
estimated from real RNA-Seq dataset. Assembly was based on 1 M single-end reads of length 100 bp and a
substitution error rate of 1%. The coverage along each transcript was uniform in the simulation model. The
results closely mirror the results on the two datasets discussed in the Main Text.

2 Algorithms

In this section, we will describe the key aspects of the algorithms that drive Shannon. The overall architecture
of Shannon is described in Figure 3, which points to the various algorithms utilized in Shannon. Algorithm
1 describes an error-correction algorithm the output of which are (K + 1)-mers and contigs which are then
partitioned into smaller subsets as described in Algorithm 2, such that each of the subsets can be processed
paralelly. Each component then runs Multibriding (Algorithm 3), Cycle breaking (Algorithm 4) and Sparse
flow (Algorithm 5).

3 Transcriptome Assembly: Mathematical Formulation

The transcriptome is a set of RNA transcripts T = {t1, ..., tM} along with relative expression levels~α=α1, ...,αM.
Each transcript tm is a sequence of length Gm over a discrete alphabet D = {A,C,G,T} , i.e., tm ∈DGm . Let R+

denote the set of non-negative real numbers. The relative expression levels αm ∈ R+ satisfy ∑m αm = 1, thus
making it a probability distribution on a set of size M.

The sequencing process generates N reads, each of length L from the transcriptome. We make the following
assumptions about the sampling process:

1. Each read is sampled independently from the transcriptome.
2. The reads are sampled from the RNA transcript m with probability given by αm.
3. Given that a read is sampled from transcript m, it is equally likely to be any of the Gm−L+1 substrings

of length L.
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Figure 2: Results on simulated reads.

Figure 3: The overall architecture of our assembler
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Algorithm 1 Error Correction. Input: (K +1)-mers along with copy counts from reads. Output: clean (K +1)-
mer accepted contigs
1. Data structures
(i) Maintain a dictionary of (K+1)-mers along with copy counts, as well as a reverse-sorted array of the (K+1)-
mers.
2. Contig construction
(i) Use the heaviest surviving K + 1-mer to begin contig construction. Find the heaviest (K + 1)-mer which
overlaps the (right or left) current (K + 1)-mer by K and extend the contig by one base to the right or left as
appropriate.
(ii) When a (K +1)-mer is used for a contig, it is removed from further consideration.
(iii) The process of contig extension is repeated till no further extension of the contig is possible.
(iv) For each contig, the average copy-count is maintained.
(iv) A new contig is started with the next heaviest (K+1)-mer till no further (K+1)-mer remains. 3. Successive
Cancellation
(i) In the list of contigs, if any contig resembles a heavier contig (in terms of copy count), then the lower weight
contig is removed.
(ii) To find similarity, we construct a 12-mer dictionary from each contig, and check how many 12-mers overlap
between the two contigs to get a contig similarity score. If the score is greater than a threshold, then the lower
weight contig is removed. The default threshold is 0.5
4. Further contig selection
(i) Contigs are further discarded if they are too small or are too light (i.e., have low copy count) using a combi-
nation of the length `c and average copy count wc of the contig.
(ii) We utilize the following algorithm for deciding whether to keep the contig: `c ≥ `0 and wc ≥ w0 and
`c(wc)

a ≥ b. Consider the case when a = 1, then we are taking the total copy count of a contig in order to make
a decision of whether to keep it or not. The parameters we set to default are `0 = 2 ∗ (K− 1), w0 = 3, a = 1

4 ,
b = 2`0 ∗wa

0.
(iii) The (K +1)-mers from the selected contigs serve as the accepted (K +1)-mer dictionary.
(iv) The accepted contigs are also output for separating the problem into smaller instances.

4. The sequencing process is error-free.
Thus, mathematically, the sequencing process can be described as follows. Let R1, ...,Rn be the reads obtained
by the sequencer. We will now write down the probability of observing a set of reads given a transcriptome
(T ,~α) as follows,

Pr{R1 = r1, ...,RN = rN/(T ,~α)} =
N

∏
n=1

Pr{Rn = rn/(T ,~α)}, (1)

which is true due to assumption 1. Now, let Tn be the index of the transcript from which read n is sampled; due
to assumption 2,

Pr{Rn = rn/(T ,~α)} = ∑
m

P(Tn = m)Pr{Rn = rn/(T ,~α),Tn = m} (2)

= ∑
m

αm Pr{Rn = rn/(T ,~α),Tn = m} (3)

For a strings X ,Y ∈D∗, we say X ∈Y if X is a substring of Y , and we define ηX∈Y as the number of times string
X appears as a substring of string Y . Now, we can use assumption 3 to quantify the probability that read Rn
appears from transcript m. In transcript tm, there are Gm−L+1 substrings of length L. Each of these is equally
likely. Therefore,

Pr{Rn = rn/(T ,~α),Tn = m} =
1

Gm−L+1
ηrn∈tm . (4)

4



Algorithm 2 Scaling. Input: accepted contigs, reads. Output: M instances of assembly problems. Cleaned
(K+1)-mers and reads specified separately for each instance.
0. Overview
First we will partition contigs into groups based on overlapping sequence. Once the contigs are partitioned, the
reads are partitioned based on the amount of sequence overlap with the contigs.
1. Contig Graph
(i) Construct a graph with each contig as a node, and an edge between two contigs, if there are K-mers shared
between contigs.
(ii) The weight of the edge is the number of K-mers shared between the two contigs. Alternatively we can use
the total copy-count of the K-mers shared between the contigs.
(iii) We would like to partition the contig graph into partitions. The graph is naturally partitioned into connected
components, but typically there is one huge connected component. To break this down even further, we use
approximate partitioning of the large components.
2. Partitioning
(i) A component is broken into many components such that maximum number of contigs in a partition is less
than some fixed threshold. This threshold is a parameter we can control: we set this at 500. Even at a high
average of 2000 length for each contig, we get at most 1M bases in a component, which is a reasonable size to
represent large gene families and paralogues, while also being computationally small enough to handle.
(ii) We partition the graph approximately using METIS, which uses graph coarsening to determine the partitions.
3. Repartioning
(i) Since it is possible for contigs representing true isoforms to get separated into distinct components, we have
a further re-partitioning step.
(ii) The edges which got cut in the first round are now re-allocated to a higher weight, multiplying its original
effect by 5 so that they are likely to be kept in this round of partitioning.
(iii) We run the same partitioning step again to generate further partitions (these partitions will naturally contain
overlapping contigs with the earlier generated partitioned contigs, but this is not a concern) - and take the union
of the original and newly-generated partitions.
3. Assigning Reads
(i) The reads are then assigned to the partition with which it shares even one (K +1)-mer overlap.
(ii) For each partition, the list of (K +1)-mers along with the weight of the (K +1)-mer in the reads is output.
4. Output
At the output of this procedure, we simply get smaller instances of the assembly problem, each with a certain
read files, and also with a cleaned-up K + 1-mer file. Thus error-correction and parallelization are handled
separately, so that this procedure can potentially scale up any algorithm.

Define
τm :=

αm

Gm−L+1
. (5)

Then we have

Pr{R1 = r1, ...,RN = rN/(T ,~α)} =
N

∏
n=1

{
∑
m

τmηrn∈tm

}
. (6)

We will further assume that each transcript tm starts with a special symbol called S and ends with a special
symbol called E. Thus the transcriptome is actually over an augmented alphabet with 6 letters, which we will
continue to call as D .

The reconstruction algorithm, also called the assembly algorithm, is given a set of reads R1, ..,RN and it
attempts to reconstruct the transcriptome and its expression levels (T ,~α) from the reads.
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Algorithm 3 MULTIBRIDGING [1]. Input: reads, parameter K. Output: sequence graph.
1. K-mer graph
(i) For each subsequence x of length K in a read, form a node with label x.
(ii) For each read, add edges between nodes representing adjacent K-mers in the read.
(iii) Each edge has a parameter called overlap, signifying how much adjacent edges overlap by. All edge overlaps
are initialized to K−1, since the initial graph is a K-mer graph.
(iv) Condense the graph, i.e., condense all edges between nodes with out-degree 1 and in-degree 1 (c.f. Fig. 4b).
2. Place reads on graph
(i) Place the reads on the graph. A read is typically placed on a set of nodes covering a path with a certain
sequence in the graph.
3. Definitions
(i) An X-node is a node with in-degree ≥ 2 and out-degree ≥ 2.
(ii) A read is said to bridge a node if it is laid on a node and covers exactly one in-edge and one out-edge.
(iii) An X-node is said to be bridged if there are bridging reads on every in-edge and every out-edge.
(iv) For the special case when the in-degree and out-degree are exactly 2, the X-node is said to be bridged if
there is at least one bridging read (if there is exactly one bridging read, the in-node and out-node not covered by
a bridging read are thought to be implicitly bridged).
4. Bridging step: (See Fig. 4d). While there exists a bridged X-node v, repeat:
(i) For each edge (pi,v) with weight api,v, create a new node ui =

pi→v and an edge (pi,ui) with weight 1+api,v.
Similarly for each edge (v,q j), create a new node w j = v→q j and edge (w j,q j).
(ii) If v has a self-loop (v,v) with weight av,v, add an edge (v→v, v→v) with weight av,v +2.
(iii) Remove node v and all incident edges.
(iv) For each pair ui,w j adjacent in a read, add edge (ui,w j). If exactly one each of the ui and w j nodes have
no added edge, add the edge.
(v) Condense graph.

3.1 Generic Expression Levels

In our model, two transcriptomes (T ,~α) and (T ′,~α′) are confusable if the probability of observing every set
of reads is exactly the same under the two transcriptomes. Without any further assumption, the transcriptome
is not identifiable in many scenarios, i.e., there is an alternate transcriptome that has the same probability of
generating any set of reads. For example, consider the following transcriptome (T ,~α) with two transcripts
which are comprised of subsequences s1,s2,s3,s4,s5 each of length L+1 as follows:

t1 = s1 s3 s4 (7)
t2 = s2 s3 s5, (8)

i.e., they share a substring s3 in the middle. Let α1 = α2 = 0.5. Thus G1 = G2 = 3(L+1).
It is easily shown that this transcriptome has the same read distribution as (T ′,~α′) where

t ′1 = s1 s3 s5 (9)
t ′2 = s2 s3 s4 (10)

with α′1 = α′2 = 0.5 and G′1 = G′2 = 3(L+ 1). They share the same read distribution because every read that
occurs in T also occurs in T ′ with the same frequency. This is illustrated in Main text Fig. 2(b).

This example means that whenever two transcripts share a subsequence of length greater than L then they are
confusable. This will place a very high demand on read length before one can perform accurate reconstruction.
Furthermore, in practice, different transcripts have different abundances and the case of multiple transcripts
having the exact same abundance is rare.
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Figure 4: Graph operations. (a): Contig acceptance graph. (b): Contracting an edge by merging the incident nodes.
Repeating this operation results in the condensed graph. (c): Cycle-breaking algorithm. (d): Multibridging resolves
an X-node with label ATTGCAA corresponding to a triple repeat. From [1], shown here for self-contained algorithmic
description. (e): Partitioning the contigs, can potentially lead to transcripts getting cut into two pieces. This can be fixed
by partitioning again with increased weights on cut-edges, and taking the union of the old and new partitions - so that at
least one of the partitions is likely to contain the full transcript.

Therefore, to capture this effect, we need some additional assumption in order to make the model iden-
tifiable. We do this by assuming that the set of transcript expression levels are generic. A vector of relative
expression levels ~α is said to be generic if they are rationally independent, i.e., they do not satisfy any non-
trivial rational equation,

∑
m

kmαm = 0 for some km ∈ Z =⇒ km = 0 ∀m. (11)

It can be easily verified that if a set of random variables are sampled independently from continuous distribu-
tions then they are almost surely likely to be generic. Empirical evidence on transcript expression levels suggest
that transcript expression levels lie on a continuous distribution and are therefore likely to satisfy the genericity
assumption. For the example in Main Text Fig. 2(b), the genericity of abundance solves the confusability.

Note that~τ is generic if and only if ~α is generic (recall that τm = αm
Gm−L ). We will show the if direction, the

other direction is similar. We need to show that

∑
m

kmτm = 0 for some km ∈ Z =⇒ km = 0 ∀m. (12)

Let us start with the equation ∑m kmτm = 0, this is the same as ∑m
km

Gm−L αm = 0. If we define k′m := km
Gm−L ∈ Z

we get from the genericity of α that k′m = 0 ∀m which implies that km = 0 ∀m.

3.2 The Dense Read Model

In general, we would like to characterize the number of reads and the read length when accurate reconstruction
is possible. However, in this paper, we make progress on this problem by characterizing the read length required
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Algorithm 4 Preprocessing the sequence graph. Input: sequence graph, reads. Output: acyclic sequence graph
with weights, known-paths
1. Cycle breaking:
(i) The sequence graph may have cycles. However, the graph needs to be acyclic for finding out transcripts from
the graph. Therefore, we perform a step called cycle-breaking: find a set of edges that need to be removed in
order to make the graph acyclic. If the objective is to minimize the number of edges, this problem is called
the feedback arc set problem. However, we want to ensure that copy counts in the list of maintained edges are
minimally disrupted - so our problem is a bit different.
(ii) For each cycle in the graph, for each possible node at which one can break the cycle, measure the difference
in flow between the two possible edges (see Fig. 4c). Break the cycle at the point that minimizes disruption -
creating new nodes.
(iii) Repeat this procedure. Since finding a cycle can be potentially linear time, this algorithm runs in time linear
in the number of cycles times the number of nodes. Using depth-first-search trees helps reduce running time.
2. Find known paths:
(i) The list of bridging reads, that still remain, for the various X-nodes are listed as known-paths. These can be
potentially used later in the algorithm while finding paths corresponding to transcripts.
(ii) The copy counts of the different nodes and edges are evaluated by looking at the K+1-mer count - these are
output at the end. 3. Paired-end reads:
(i) If there are paired-end reads, after placing reads on the graph, we do a search for its pair within a certain
insert-length parameter. If there is a unique path of length less than the parameter, then this path is assumed to
be an interpolated longer read.
(ii) The multi bridging algorithm is re-run using these new interpolated reads; and finally the interpolated bridg-
ing reads that remain at the end contribute to writing out known-paths.
(iii) The list of known-paths is written into a file so that it can be used while deciphering the transcripts from
the graph.
4. START and END nodes
(i) A distinguished node called START and similarly END node is created in the graph. (ii) Every node that
does not have an in-edge is connected to START, and similarly every node that does not have an out-edge is
connected to END. The assumption is that each transcript would now go from START to END.

for accurate reconstruction in the limit that the number of reads is large, i.e., N→∞. We call this the dense read
model. Under this model, we know every possible subsequence of the set of transcripts along with the relative
frequency of the subsequence. More formally, we know the weighted L-mer spectrum of the transcriptome,
which is given as follows,

W L(T ,~α) = {(z,az) | z ∈DL and az = ∑
m

τmηz∈sm}. (13)

For example, if substring z appears only once inside t1 and t7 and twice inside t9, then az = τ1 + τ7 +2τ9.
Let there be U unique substrings of length L in the transcriptome, and let us call these distinct substrings as

z1, ...,zu. Then
W L(T ,~α) = {(zu,azu) ∀u = 1,2, ...,U}. (14)

4 Necessary and Sufficient Conditions

We define necessary and sufficient conditions on the read length so that the transcriptome can be reconstructed
correctly. The basic idea in proving the necessary condition is to understand certain repeat structures in the
transcriptome such that transcripts cannot be resolved by any algorithm, i.e., there is an information deficiency in
the reconstruction problem. Similarly, the sufficient condition is proven by showing that our proposed algorithm
will reconstruct correctly when certain repeat structures are not present.
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Algorithm 5 Sparsest Flow Algorithm ASF

Input: A directed acyclic graph G= (V,E) with specially marked START and END nodes and weights we,e∈E.
Ouptut: A set of flows on paths fp, p ∈ P , such that the support set of f is minimized; or an error code. Here
P is the set of paths from START to END.
Procedure:

1. We will assume that this graph is acyclic for the rest of the algorithm; if not, return with error code.
2. Sort the graph topologically.
3. For v ∈V in topological order:

(a) Find the local sparsest decomposition, i.e., find the minimum number of paths that go through the
node from the in-edges to the out-edges, as explained in the following steps.

(b) Re-adjust the weights linearly so that ∑e{we}e∈In(v) = {we}e∈Out(v).
(c) Collect {we}e∈In(v) as a1, ...,aI and {we}e∈Out(v) as b1, ...,bJ .
(d) Find ~f = { fe,e′}e∈In(v),e′∈Out(v) by solving the following problem:

Minimize ||~f ||0 subject to
∑e′∈Out(v) fe,e′ = we ∀e ∈ In(v)
∑e∈In(v) fe,e′ = we′ ∀e′ ∈ Out(v).
Solve this problem using Sec. 5.2.1.

(e) If the minimizer ~f is not unique, return with error code. Otherwise, if the minimizer is unique,
modify the graph G = (V,E) as follows:
• For each (e,e′) such that fe,e′ > 0 create a new copy of the node v, called vee′ . Let e = (uv) and

e′ = (vw). Then create new edges (u,vee′) with weight fe,e′ and (vee′ ,w) with weight fe,e′ .
• Delete the node v and incident edges from the graph.
• Observe: the resultant graph is acyclic, has weights which satisfy flow conservation, and pre-

serves the original topological order. So the next iteration can be continued.

We begin by defining some types of repeats. All of these repeats are a function only of the transcriptome T
and not of the expression level~α. Firstly, we observe that there are two types of repeats:

1. Intra-Transcript Repeats: A certain sequence is repeated, more than once, inside one of the transcripts.
We refer to the largest size of intra-transcript repeat in a transcriptome T as `Intra-Transcript Repeat(T ). There
are two further special cases of inter-transcript repeats:

(a) Intra-Transcript Interleaved Repeats: The following pattern of repeat inside a transcript: s1xs2ys3xs4ys5,
where si,x,y are sub-sequences. This is called an interleaved repeat because x is a repeat, and y is a
repeat and they are interleaved inside the transcript. The length of an interleaved repeat is the mini-
mum of the sequence lengths of x and y. The maximum length of interleaved repeats throughout the
transcriptome is denoted by `Intra-Transcript Interleaved Repeat(T )

(b) Intra-Transcript Triple Repeats: If a sequence is repeated thrice inside a transcript. The maximum
length of such a triple repeat is denoted `Intra-Transcript Interleaved Repeat(T ).

2. Inter-Transcript Repeats: A certain sequence is repeated across multiple different transcripts. We are
interested in two special cases of inter-transcript repeats.

(a) <Z> Repeat (pronounced as double-sided Z repeat): If a set of three transcripts has the following
pattern:

t1 = s1 x s2 (15)
t2 = s3 x s2 (16)
t3 = s3 x s4. (17)

This is termed as a double-sided Z repeat, because in addition to all three sequences having x; t1 and
t2 share the suffix beyond x, and t2 and t3 share the prefix before x. The length of the <Z> repeat is
given by the length of the sequence x. The maximum length of any double-sided Z repeat across all
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possible triples of transcripts is denoted by `<Z>(T ).
(b) <Z Repeat (pronounced as left-sided Z repeat): If a set of three transcripts has the following pattern:

t1 = s1 x s2 (18)
t2 = s3 x s′2 (19)
t3 = s3 x s4. (20)

This is termed as a left-sided Z repeat, because in addition to all three sequences having x; t2 and t3
share the prefix before x. The suffix for t1 and t2 beyond x may in general be different. The length of
the <Z repeat is given by the length of the sequence x. Note that every <Z> Repeat is a <Z-Repeat,
but not necessarily the reverse. The maximum length of any left-sided Z repeat across all possible
triples of transcripts is denoted by `<Z(T ).

(c) Circle Repeat: If a set of transcripts have the following pattern,

t1 = ...x1...x2... (21)
t2 = ...x2...x3... (22)
t3 = ...x3...x4... (23)

... (24)
t j−1 = ...x j−1...x j... (25)

t j = ...x j...x1, (26)

then they are said to have a Circle Repeat. The size of the circle repeat is the minimum of the
sequence lengths of xi. The maximum size of a circle repeat across all transcripts is denoted as
`Circle(T ).

We are now ready to state the two main theorems of the paper.

Theorem 1. (Necessary Condition for Reconstruction) Unless the read length satisfies the following constraints,

L > `<Z>(T ) (27)
L > `Intra-Transcript Interleaved Repeat(T ) (28)
L > `Intra-Transcript Triple Repeat(T ) (29)

the true transcriptome (T ,~α) is confusable with another transcriptome (T ′,~α′), which also has generic expres-
sion levels. The sharpest such bound on L is termed Lnecc.

Theorem 2. (Sufficient Condition for Reconstruction) If the read length satisfies the following constraints and
the expression levels are generic, then the algorithm in Sec. 4.2 returns the correct answer.

L > `<Z(T ) (30)
L > `Intra-Transcript Repeat(T ) (31)
L > `Circle(T ) (32)

The sharpest such bound on L is termed Lsuff. Furthermore, under these conditions, and assuming that the
number of transcripts that contain any L-mer is upper bounded by a constant, the Algorithm 6 runs in linear
time in the input size UL.

Thus while it seems that qualitatively the necessary and sufficient condition are quite different, there is some
structure in the biological data that leads the two conditions being quite close. The gap between necessary and
sufficient conditions arises from the following differences:
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Figure 5: Interleaved repeats of length L lead to ambiguity in genome reconstruction. There is no way to distinguish the
two assemblies from short reads.

1. The necessary condition relies on double-sided Z repeats being of size lesser than L, whereas the sufficient
condition relies on every left-sided Z being of length lesser than L. It turns out that most of the left-sided Z
repeats in the transcriptome data actually comes from double-sided Z repeats. This is the biting condition
typically in both the necessary and sufficient characterizations.

2. The necessary condition relies on intra-transcript interleaved and triple repeats being smaller than length
L, whereas the sufficient condition relies on every intra-transcript repeat being smaller than L. Given
the small length of the transcripts, typically lesser than 20,000, there are not that many intra-transcript
repeats. This also has some evolutionary reasons.

3. Finally, there is no necessary condition on circle repeats, whereas sufficient condition requires no circle
repeats of length L. The structure of how RNA is generated from DNA by a process called alternative
splicing typically leads to a scenario where there are not that many circle repeats.

4.1 Necessary Condition

We will now prove Theorem 1. The necessity of equations (28) and (29) are derived from the necessary con-
ditions for DNA recovery, for which we refer the reader to [1]. An example of interleaved repeats is shown in
Figure 5. Hence, unless the read length is greater than that of the longest interleaved repeat, we cannot even
reconstruct the particular transcript. The triple repeat leads to a similar confusability.

Equations (28) and (29) are intra-transcript conditions. However, such intra-transcript conditions are not
sufficient for reconstructing the transcripts; inter-transcript repeats may lead to further confusion. Let us con-
sider three transcripts in a transcriptome with the following structure:

t1 = s1 x s2 (33)
t2 = s3 x s2 (34)
t3 = s3 x s4, (35)

with expression levels τ1,τ2,τ3. Let us assume τ1 < τ3 (the other case is similar).
We will create a new transcriptome with the first three transcripts replaced by the following transcripts and

new expression levels as follows:

t ′1 = s1 x s4 (36)
t ′2 = s3 x s2 (37)
t ′3 = s3 x s4, (38)

with expression levels τ′1 = τ1,τ
′
2 = τ2 + τ1,τ

′
3 = τ3− τ1. For m > 3, define t ′m = tm and α′m = αm.

Let us assume τ1 < τ3 (the other case is similar).
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Let us assume that x is of length greater than L, i.e., there are no reads crossing x on both sides. Under
this condition, two transcripts are confusable because the weighted L-mer spectrum of transcriptome (T ,~α) and
(T ′,~α′) are identical.

1. Region s1 appears at rate τ1 in the first transcriptome as well as the second transcriptome.
2. Region s2 appears at rate τ1+τ2 in the first transcriptome whereas it occurs in T ′ in t ′2 at rate τ′2 = τ1+τ2.
3. s3 occurs in the first at rate τ2 + τ3 whereas it occurs in T ′ at rate τ′2 + τ′3 = τ2 + τ3.
4. s4 occurs at rate τ3 in T whereas it occurs in T ′ at rate τ′1 + τ′3 = τ3.
5. Finally x occurs at rate τ1 + τ2 + τ3 in T whereas it occurs at rate τ′1 + τ′2 + τ′3 = τ1 + τ2 + τ3.
Thus all reads of length L occur at same relative frequency in both and therefore are confusable. It remains

to be shown that the relative expression levels are generic in (T ′,~α′) as well. To prove this we need to show that

∑
m

kmτ
′
m = 0 for some km ∈ Z =⇒ km = 0 ∀m. (39)

Let us start with ∑m kmτ′m = 0. This can be written as follows,

k1τ
′
1 + k2τ

′
2 + k3τ

′
3 + ∑

m>3
kmτm = 0 (40)

k1τ1 + k2(τ2 + τ1)+ k3(τ3− τ1)+ ∑
m>3

kmτm = 0 (41)

(k1 + k2)τ1 + k2τ2 + k3τ3 + ∑
m>3

kmτm = 0 (42)

(k1 + k2)τ1 + ∑
m≥2

kmτm = 0 (43)

(44)

The final equation is a rational equation in τm. By the genericity of τ, we get the following equations,

k1 + k2 = 0 (45)
km = 0 ∀m≥ 2 (46)

This implies k1 = 0 as well and therefore km = 0 for all m and therefore τ′ is generic as well. This implies that
(T ′,~α′) is a valid alternate hypothesis for a transcriptome and cannot be distinguished from (T ,~α) using the
data alone. This proves the statement of Theorem 1.

4.2 Algorithm

While Fig. 3 describes our algorithmic architecture, there are several aspects to that algorithm that are designed
to handle to finite number of reads and the errors present in reads. In order to deal with our simple setting, where
the number of reads is asymptotically large and reads are error-free, we also propose a correspondingly simple
algorithm - which comprises only of Algorithm 5 with very minimal pre-processing.

We need the definition of a K-mer graph of a set of strings before we can give a sketch of the algorithm.
A substring of length K is called a K-mer. For a given set of strings, let each substring of length K create a
node in the graph (if two substrings are identical then there is only one corresponding node in the graph). Draw
a directed edge between substring a and b if there is substring a follows substring b in the graph with overlap
K− 1. For example, let K = 3 and the sequences be ATCG and GATC for which we want to find the K-mer
graph. Then there are three nodes in the K-mer graph ATC,TCG and GAT . There is a directed edge ATC to
TCG, and another edge from GAT to ATC.

Not counting for the amount of time required to run ASF , the Algorithm 6 runs in time O(UL), which is
the input size, because the (L− 1)-mer graph can be constructed in averaged amortized linear time using a
hash table. There are other more sophisticated approaches for similar construction that achieve a linear time
complexity as well [2].
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Algorithm 6 Simplified Algorithm in the Dense Read Model. Input: W L(T ,~α), which is comprised of U
unique strings z1, ...,zU and their relative weights azu . Output: A transcriptome T̂ with fewest number of
transcripts (M) having the given weighted L-mer spectrum.
Procedure:

1. Construct the (L-1)-mer graph for the set of sequences z1, ...,zU .
2. The weight of an edge in the (L-1)-mer graph is given by the relative frequency az of the read z that

contains these two (L-1)-mers in order.
3. Create a source-destination flow on this graph as follows:

• Create two special nodes called the START and END in the graph.
• Add edges from the START node to every node that contains the special symbol S.
• The weight of this edge is the sum of the weights of outgoing edges from the node (so that weights

satisfy flow conservation).
• Similarly add edges from every node that contains the special symbol T to the node END. The

weight of the edge is the sum of weights of the incoming edges into the node.
• We now have a graph along with weights that satisfy flow conservation at each node, except the

START and END node.
4. Run the Sparsest Flow algorithm, ASF , (Algorithm 5) on the constructed flow graph, to find the path flow

with the fewest number of paths between the source and the destination.
5. For each path in the sparsest flow, concatenate the K-mers (adjusting for overlap), and output that as a

reconstructed transcript. The weight of the path flow is output as its τ value, from which α is calculated
by normalizing for the length.

Now we will describe the algorithm ASF , shown in Algorithm 5, which computes the sparsest flow. Note
that computing the sparsest flow decomposition of an arbitrary instance is NP-Hard as shown by the reduction
in [3]. However, the instances we consider have a genericity associated to the flow values on the path. The
instances in the hardness reduction are not generic, and therefore there is hope that we can solve the problem.

Algorithm ASF has two output options, either it will output an error code, meaning that it cannot solve the
sparsest flow problem or it will output the unique sparsest flow. The algorithm begins by sorting topologically,
which can be done in time linear in the number of nodes-plus-edges. Then the algorithm tries to resolve the
set of paths locally by going over the graph node by node and trying to resolve the path structure going from
the in-nodes to the out-nodes. The key computational step here is the solving of a `0 minimization problem
locally, which is called the local sparsest decomposition problem. This problem can be solved in constant time
by brute-force (by examining all possible subsets of paths), if the in-degree and out-degree of the graph is
bounded by a constant. In practice, we use a much more efficient version of the algorithm, however, the brute
force algorithm suffices to prove the intended theoretical result. We assume that each L-mer in the graph is
present only in a bounded number of transcripts, thus the actual set of paths going through the node is bounded
above by a constant (we call this the bounded-paths condition). Then in every iteration, the graph will have
degree bounded by the same constant. In this case, the running time of the algorithm is linear in the number of
nodes. Under the bounded-paths condition, the algorithm runs in O(|V |+ |E|) = O(U) since |V | = O(U) and
|E|= O(U) as well.

The basic idea of the algorithm is to iteratively calculate the sparsest flow decomposition in the graph with
nodes 1,2, ...,v−1 and then use it to calculate the sparsest flow decomposition in the graph with nodes 1,2, ...,v.

4.3 Correctness of the Algorithm under the Sufficient Condition

First, we show that the graph constructed by Algorithm 6 is relevant to the transcriptome recovery problem.
Observe that every true transcript tm is composed of a sequence of characters in D∗ and if we extract the
adjacent (overlapping) (L−1)-mers from the transcript, each of them will be present in the graph G as a node.
Furthermore, the concatenation of these (L−1)-mers will form a path in the graph, which we denote by pm. If
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we let fm = τm be the value of flow corresponding to path pm, we observe that in the weighted graph G = (V,E),
the weights on the edges are basically just the sum of the weights of the path flows,

we = ∑
m:e∈pm

fm. (47)

Thus the true set of transcripts is a path-flow corresponding to the edge-flow we. Given an edge-flow, if there is
a unique path flow corresponding to the edge flow then it has to be the true list of transcripts. However, in many
graphs, given an edge flow, there are multiple path flows. Therefore, we resort to finding the path flow with the
fewest number of paths. There is an underlying principle behind this: we will show that under the conditions
of Theorem 2, the sparsest flow is unique and is also the only generic path flow in the graph. Thus finding the
sparsest flow is used as a proxy for finding the generic flow.

4.3.1 Acyclic Nature of the Graph

We establish that under conditions (31) and (32), the graph G, which is input to ASF , does not have any cycles.
To prove this, observe that a cycle in the (L−1)-mer graph implies that there is a series of edges (L-mers) which
return to the same (L− 1)-mer. If the series of these L-mers (reads) occur in the same transcript, then there is
an intra transcript repeat. If the series of these L-mers occur across different transcripts, then we can write a
series of transcripts which give rise to a cycle repeat. Thus if L is bigger than both the maximum intra-transcript
repeat and the maximum cycle repeat, then there are no cycles. Given that there are no cycles, the graph can be
ordered topologically into 1,2, ..., |V | such that if there is a directed edge between i and j then i < j.

4.3.2 Local Sparse Decomposition: Uniqueness

In the local sparse decomposition, we are solving the following problem:
Define ~f = { fe,e′}e∈In(v),e′∈Out(v).
Minimize ||~f ||0 subject to
• ∑e′∈Out(v) fe,e′ = we ∀e ∈ In(v)
• ∑e∈In(v) fe,e′ = we′ ∀e′ ∈ Out(v).
Let the true ~f ∗ have the property that ~f ∗ is generic, and furthermore, have the following property:

f ∗i1 j1 6= 0 and f ∗i2 j2 6= 0 =⇒ f ∗i1 j2 = 0 and f ∗i2 j1 = 0. (48)

An equivalent way of stating the condition is that,

For every (e,e′) : f ∗e,e′ 6= 0, either f ∗e,e′ = we or f ∗e,e′ = we′ . (49)

Lemma 1. Under condition (48), we will show that the local sparse decomposition is unique. Furthermore, we
show that the true ~f ∗ is the only generic solution to the problem.

Proof. First, we show the uniqueness of the local sparse decomposition by showing that there is no alternate
solution f̃ which has sparsity lesser than or equal to that of f ∗.

Construct an undirected bi-partite graph between node sets of size In(v) and Out(v), where each node now
represents an in-edge or an out-edge in the local flow decomposition problem. Include an edge between node
i ∈ In(v) and j ∈ Out(v) if f ∗i, j 6= 0. Let us call this edge set as E∗. Under the condition (48), the bipartite graph
is a forest, i.e., a union of trees. Let there be `t component trees in this graph: E∗ =∪tE∗t , where E∗t corresponds
to connected components. This implies that there are exactly I + J− `t edges in the graph.

Consider any other solution f̃ with sparsity at most I + J− `t . It is easy to show that a bipartite graph with
I + J− `t edges touching all of the I nodes on the left and the J nodes on the right has at least `t components.
Let us call the edges in this graph as Ẽ. Given that the total number of edges is upper-bounded and the number
of components is lower bounded, there are only two possibilities.
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1.
Ẽ = ∪tE∗t , (50)

i.e., the new graph is the union of the same components as the true graph, in which case, it is obvious that
f̃ = f ∗.

2. There exists some component named Ẽr in Ẽ such that there is a component E∗t in the original graph
satisfying

/0 6= Ẽr ∩E∗t 6= E∗t . (51)

This implies that this component has non-trivial intersection with E∗t . Let Ẽr be seated on nodes Ir on the
left side and Jr on the right side. Then the total flow out of the left hand side for f̃ equals the right hand
side for (̃ f ). However since the total flow on an edge is fixed irrespective of the particular allocation on
the paths, this also implies an equation on the f ∗. More formally,

∑
i∈Ir

wi = ∑
i j∈Ẽr

f̃i j = ∑
j∈Jr

w j. (52)

Now each wi can be written as an integral combination of f ∗ii′ . This gives rise to an integer equation in f ∗.
We need to show that this is a non-trivial equation in f ∗ to show that this will imply that the non-genericity
of f ∗. This will contradict the second possibility.
Now, start with E∗t and assume that the tree has left-degree 1 (the other case is symmetric), rooted on
node i on the left, then E∗t = (i j1), ...,(i jt). In the integer equation, we will only consider terms related to
f ∗i j1 , ..., f ∗i jt to establish that at least one of these coefficients is non-zero. Now there are two possibilities:
(a) If i∈ Ẽr, there exists j` 6∈ Ẽr for some 1≤ `≤ t.The integer equation has left hand side f ∗i j1 + ...+ f ∗i jt

and the right hand side does not have a component coming from f ∗i j` and therefore this component
does not get cancelled. Thus as an equation over f ∗i j, there is a non-zero integer coefficient implying
that f ∗ is not generic.

(b) If i 6∈ Ẽr, there exists j` ∈ Ẽr. This implies that the integer equation has nontrivial coefficient for f ∗i j` ,
again implying that f ∗ is not generic.

In either case, there is a nontrivial coefficient for one of the f ∗i j. This is a contradiction to the genericity
of f ∗ and hence the graph is a union of the same components as the true graph Ẽ = ∪tE∗t , and f̃ = f ∗.

Thus there is no other local flow decomposition of sparsity equal or smaller than the sparsity of the original
solution.

Now, we proceed to show that f ∗ is the only generic solution when (48) is satisfied. While the earlier portion
of the proof rules out any solution f̃ of sparsity lesser than or equal to the sparsity of f ∗, it does not rule out a
possible generic solution which has sparsity strictly greater than the sparsity of f ∗.

Let f̃ be a generic solution. We will show that it has to be zero outside the support of f ∗. Let ai j = 1 if
f̃i j 6= 0 and 0 otherwise, i.e., a is the indicator of the support of f̃ .

We use the definition of E∗ and decomposition E∗ = ∪tE∗t , as earlier. Now, fix a component tree E∗t . Now,
start with E∗t and assume that the tree has left-degree 1 (the other case is symmetric), rooted on node i on the
left, then E∗t = (i j1), ...,(i jt). Now, this induces the following constraint on f̃ .

∑
j′

ai j′ f̃i j′ = f ∗i j1 + ...+ f ∗i jt (53)

f ∗i j` = ∑
i′

ai′ j` f̃i′ j` , ∀`= 1,2, ..., t. (54)

The two equations together imply that

∑
j′

ai j′ f̃i j′ = ∑
`

∑
i′

ai′ j` f̃i′ j` . (55)
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The only terms that cancel on the right side and the left side are the terms corresponding to f̃i′ j` . All other terms
remain uncanceled. If any one of these terms is non-zero, i.e., ai j′ = 1 for some j′ different from j1, ..., jt , then
the coefficient cannot be cancelled. This means that f̃ is not generic, which is a contradiction. Therefore all
terms in the equation other than ai j` , ` = 1,2, .., t have to be zero. Extending this for the various components,
we get that any generic solution should have the same support set or smaller as the true solution. By our earlier
argument, the only solution which has support set smaller or equal to the true solution is the true solution.

4.3.3 Global Sparse Decomposition

We are now ready to show that the Algorithm ASF gives the global sparse decomposition correctly under the
conditions of Theorem 2. The condition given in (30) implies that in the graph setting, the set of paths P ∗ with
non-zero flow f ∗p corresponding to the transcripts satisfies the following property: there are no three paths in P ∗
of the following form p1vp2, p3vp′2 and p3vp4, where p1, p3 are sub-paths from START to node v in the graph
and p2, p′2, p4 are sub-paths from node v to END.

Let the nodes be arranged in topological order as 1,2, ..., |V |. We prove by induction that during step v of
the algorithm, if the paths till node v are correctly resolved, then the paths through node v to the outgoing nodes
are correctly resolved. The induction starts at node START because there are no incoming incoming edges into
node v.

We will show the induction step from v to v+ 1. At stage v, we have the following local graph at node v,
assuming that the paths have been correctly resolved till stage v.

1. The incoming edges to node v each correspond to one of the sub-paths from s to v in P ∗.
2. The weight of edge e ∈ In(v), corresponding to a path pe,v from s to v is given by the following equation,

we = ∑
p∈P ∗:pe,v∈p

f ∗p . (56)

We will show that f ∗e,e′ ,e ∈ In(v),e′ ∈ Out(v) corresponds to an elongated path p′e,e′ = pe,ve′, i.e.,

f ∗e,e′ = ∑
p∈P ∗:p′e,e′∈p

f ∗p . (57)

We first observe that the local f ∗ also satisfies genericity; this is clear because different p′e,e′ are summations of
different f ∗p .

We claim that the condition (48) is satisfied at node v for f ∗. This is because if there are edges e1,e2 ∈ In(v)
and e′1,e

′
2 ∈ Out(v) such that f ∗e1,e′1

6= 0, f ∗e2,e′2
6= 0, f ∗e2,e′1

6= 0, then there are paths p1, p2 from START to node
v, corresponding to edges e1 and e2. This implies that there are at least three sub-paths p1e′1, p2e′2 and p2e′1 in
the support set P ∗, which implies that there are three paths satisfying the condition (30). This is a contradiction
to (30). Thus (48) is satisfied at the node. Thus f ∗ evaluated locally is generic and satisfies the condition (48).
Therefore, the local sparsest flow is unique and corresponds to the true flow; and therefore the algorithm decodes
the stage v correctly. Thus, Algorithm ASF finds the correct flow and the induction proceeds further.

5 The Algorithm for Finite Number of Reads

When there are a finite number of reads, the algorithm presented for dense reads needs to be modified signifi-
cantly to work in practice. The various steps of the algorithm are shown in Main text Fig. 3a. At a high level,
the algorithm proceeds by first building a transcript graph that contains among its paths the correct transcripts
with high probability, and then identifies the correct transcripts using expression information.

The key features of the algorithm are:
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• Prior Error Correction: The reads are subject to a read error correction package prior to sending it through
our software. There are existing packages that can perform read error correction. In particular, we use a
software package called Seecer because of its optimization for RNA read error correction. The basic idea
of the error correction is to get rid of as many errors as possible so that the computational complexity of
our module is minimized.
• Multibridging: While the graph construction proposed for dense reads uses a K-mer graph with K = L−1,

at finite coverage, this is a bad idea. Because, this algorithm requires a overlap of L−1 between adjacent
reads in order for the graph to be connected. The choice of K in general trades off the ability to resolve
repeats and the coverage depth at which the graph is connected. For the DNA sequencing problem, this
tension has been well characterized in [1] and a new algorithm called multi-bridging is proposed there
that can resolve this tension in the optimal manner. In particular, in some repeat constrained regions, the
algorithm increases the value of K whereas in regions not constrained by repeats, the algorithm chooses a
smaller value of K. The result is a transcript graph, where the nodes represent sequences and there is an
edge between two nodes if the sequences are adjacent on some transcript.
• Copy Count Estimation: The copy count of the reads associated with each node is an estimate of the

aggregate abundance of all the transcripts containing that exon. This is obtained by mapping the reads
back into the sequence graph and estimating the number of reads mapping to each node, normalized by
the length of the node. Similarly, we can also obtain edge copy-counts by asking how many reads map to
the edge normalized by the length of the edge.
• Copy Count Smoothing: The copy counts at nodes thus obtained do not necessarily form a flow, because of

the finite number of samples. It is therefore necessary to smooth the copy count estimates thus obtained.
We perform this smoothing using a min-cost network-flow algorithm.
• Network Flow: A transcript now represents a flow through the network. The algorithm ASF attempts to

find a sparsest network flow to find a minimal set of transcripts and their expression levels to explain the
copy counts at the nodes. There are two modifications to the algorithm that yield better performance in
practice: 1) finding approximate local decomposition using a `−1 relaxation 2) modifying the algorithm
to run iteratively.

5.1 Copy Count Estimation and Smoothing

The multi-bridging algorithm was developed in [1] and is described in detail there. Here it suffices to say that
algorithm returns a sequence graph with sequences on nodes and overlap lengths on edges. We use standard
tricks on top of multi-bridging to deal with errors: for example, whenever there is a bubble in the graph, that
corresponds to an error and it can be compressed. Next, we can align the reads to the sequence graph to find
out how many reads align on the nodes and the edges. In our implementation, we use a hash table to do the
alignment: we have a version that does only exact alignment and another that does approximate alignment. The
latter is slower, but has better accuracy and should be used in the regime where there are significant number of
errors.

5.1.1 Smoothing Algorithm

We estimate copy counts we on edge e but these copy counts do not necessarily form a flow. In the simplest
case, where the set of nodes forms a linear chain, each edge can have a different value of we; thus we does not
form a flow in general. We smooth the we by asking for the closest flow fe that yields the observation of we.
Note that in general we should also use the length of an edge e, i.e., how many reads are averaged to get the
value of copy count at edge e. Let ψ( fe,we|Le) be a cost function which is convex in fe for a fixed we and Le.

The smoothing is then given by the following program: Minimize ∑e∈E ψ( fe,we|Le) such that

∑
e∈In(v)

fe = ∑
e′∈Out(v)

fe′ ∀v ∈V. (58)

fe ≥ 0 ∀e ∈ E. (59)
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This is a min-cost network flow problem with convex objective and can be solved efficiently. Under the
assumption of independence of edges and Poisson variation on the number of observed reads, the maximum
likelihood estimator of fe also assumes a convex form and therefore can be solved efficiently. The output of this
algorithm is a graph with edge weights fe that form a flow.

5.2 Network Flow Algorithm in Practice

5.2.1 Randomized Algorithm for Local Sparse Recovery

While the brute force algorithm proposed in Sec. 4.3.2 runs in constant time for bounded in-degree and bounded
out-degree, in practice it can be quite slow. In this section, we propose an alternate algorithm for the practical
implementation to solve the following problem.
Define ~f = { fe,e′}e∈In(v),e′∈Out(v).
Minimize ||~f ||0 subject to
• ∑e′∈Out(v) fe,e′ = we ∀e ∈ In(v)
• ∑e∈In(v) fe,e′ = we′ ∀e′ ∈ Out(v).
The idea of relaxing the non-convex `0 norm minimization problem to the convex `1 minimization problem

is fairly standard in signal processing and machine learning [4]. This idea does not work for our problem
because ||~f ||1 is a fixed quantity equal to ∑e∈In(v) we.

Let γe,e′ > 0 for each e ∈ In(v),e′ ∈ Out(v) (define~γ as the collection of all γ). Now consider the follow-
ing objective function ||~f �~γ||0, where � is the Hadamard product. This can now be relaxed to ||~f �~γ||1 =

∑e,e′ γe,e′ fe,e′ , given the positivity of~γ and ~f . Thus we get a linear program which can be solved efficiently. For
a fixed~γ, let the optimal solution be given by f̃ (~γ). Now we find f̃ (~γ) for a certain number of~γ and present
the sparsest solution among these as the output. We can show that if instead we choose all possible γ, then this
algorithm is correct. But in practice, we only run for a few randomly chosen~γ and present the sparsest solution.
The number of~γ for which we run the linear program is a parameter in the software. In practice, this method
performs well.

In practice, we do not want exact sparsity but approximate sparsity because of the noise. The randomized
algorithm makes it easy to search for approximately sparse solutions. All we need to do is to search among the
various solutions obtained on different γ by using the approximate sparsity metric.

5.2.2 Iterative Resolution in Algorithm ASF

The success condition for algorithm ASF in Theorem 2 only accounts for execution that succeeds in the topo-
logical order. However, there may be examples, where the algorithm will succeed only in a different execution
order, for example, in inverse topological order. In general, the algorithm can be modified to decompose the
nodes that it can uniquely decompose, and then to iteratively resolve the other nodes in the next round of it-
eration. This is accomplished by adding a single line before lines (2) and (3) in ASF , which is a while loop
that loops till there are non-trivial nodes (that have multiple input and multiple output edges). There is another
modification (3d) is modified to increment a counter whenever the minimizer is non-unique, and if the counter
length is equal to the present graph length, there is a forced resolution (even though the minimizer is not unique,
one of the minimizers is applied to the graph).

We demonstrate in Fig. 6 how this iterative methodology leads to a better resolution in general. The example
shown in the figure cannot be resolved when proceeding in the topological order. In particular, when going to
node 3, it is unclear how to resolve the node locally, since it is non-unique. However, after resolving node 4,
node 3 is very easy to resolve. In fact this is an example of a problem where there are <Z repeats, but there
are no Z> repeats; hence a reverse topological order succeeds (by symmetry). In general there are cases where
neither order succeeds but the iterative algorithm succeeds.
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Figure 6: Algorithm for selecting transcripts from the transcript graph based on sparsest flow and using local moves.
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