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Abstract
Ribosome profiling (Ribo-seq profiling) is the most advanced tool to study the translational control of gene
expression. Unfortunately, the resolution of this cutting edge technique is severely limited by a low signal to
noise ratio. To tackle this issue, we introduce here a newly designed statistical method for the identification
of reproducible Ribo-seq profiles. In the case of E. coli, the analysis of 2238 Ribo-seq profiles across 9
independent datasets revealed that only 11 profiles are significantly reproducible. A subsequent data quality
check led us to identify one outgroup dataset. By ruling it out, the number of highly reproducible profiles
could be raised to 49. Despite its surprisingly small size, this set represents a reliable workbench to both
assess the quality of the data and study the factors that influence the translation process.

I. Introduction

plate molecule: the slower the ribosomes on
a given position, the more the RPFs will accumulate on that area. Therefore, each Open
Reading Frame (ORF) can be associated to a
specific Ribo-seq profile (Fig. 1), i.e., a histogram
that counts the number of reads that cover each
nucleotide. Possible “peaks” and “valleys” in
the Ribo-seq profile correspond to slow and
fast translated regions, respectively. Events
that can affect the local translation dynamics
(such as, e.g., tRNA modifications, changes in
the relative tRNAs concentrations, modifications of ribosomes, and codon mutations or
reallocations) would be detected by Ribo-seq
and will leave a characteristic signature in the
Ribo-seq profiles.
Ribo-seq profiling has the unique potential
of providing fundamental insight into the translational control of gene expression [2, 3, 1]. Unfortunately, the exploitation of the full power of
the technique is severely hampered by the low

ibosome profiling (Ribo-seq profiling) is
designed to investigate mRNA translation with single nucleotide resolution.
It consists in the quick blockage of the translation process in living cells followed by the
nuclease mediated digestion of the mRNA not
covered by ribosomes [1, 2]. The remaining
mRNA fragments, called Ribosome Protected
Fragments (RPFs), are deep sequenced and the
resulting oligonucleotides (Ribo-seq reads) are
mapped on the reference mRNAs to obtain a
snapshot that captures the position of the ribosomes on the mRNA templates when the
translation was blocked. Local differences in
the density of the RPFs along the mRNAs reflect the different amount of time spent by the
ribosomes in translating each part of the tem-
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signal to noise ratio. This issue has a direct impact on the reproducibility of Ribo-seq. Indeed,
while the total number of reads per mRNA correlates well across independent experiments
[4, 5], a growing body of evidence is suggesting that the experimental reproducibility of the
Ribo-seq profiles is, in general, poor [4, 6, 7, 8].
Indeed, multiple variables can affect the data
mainly due to the inherent complexity of both
the experimental protocol and the data analysis
process. For instance, it has been clearly shown
that the use and concentrations of translation
inhibitors [9], the choice of either the nuclease for hydrolysing the RNA non protected by
the ribosomes [10] or the methods for monosome purification or rRNA depletion [11], can
lead to different outcomes. From a data analysis perspective, instead, different approaches
have provided contradictory conclusions. In
this perspective it is worth recalling the case
of two independent studies [12, 13] in which
the analysis of the same Ribo-seq dataset lead
to opposite conclusions about the dependence
of the translation rate from Shine-Dalgarno
like sequences detected within the considered
ORFs.

Here we present a novel data analysis
method that allows us to address the aforementioned limitations of Ribo-seq and to recover,
when possible, its full resolution. Different
from previous work [14, 15], our strategy does
not ground on signal processing techniques.
Rather, we rely on a data-driven approach to
identify and select those reproducible Ribo-seq
profiles that emerge from the comparison of
independent Ribo-seq experiments performed
in different laboratories under the same conditions. The selected profiles will be characterised by an extremely high resolution because
the underlying signal will be so sharp that it
will overcome the biological noise. These significantly reproducible profiles build a library
that can be used as a reference for comparative experiments aimed at detecting differential
translation events.
2

II. Methods
The fundamental strategy underlying our approach consists in the identification of high
resolution Ribo-seq profiles through the systematic comparison of Ribo-seq datasets referring to experiments performed independently
in different laboratories and in different time
periods. The ORF-specific Ribo-seq profiles
that will exhibit a significant degree of similarity in spite of the experimental variability will
also bear the sharpest signal and will be, then,
selected.
We start by illustrating our workflow with
the comparison of two profiles from two independent datasets. In the first step of our workflow, the Ribo-seq profiles (Fig. 1, left side) are
digitalised by comparing the profile heights at
each nucleotide position (coverage) with its median value computed along the entire ORF. The
result is one digital Ribo-seq profile (Fig. 1, right
side) for each Ribo-seq profile. The pairwise
comparison of two digital profiles results in
areas of match (Fig. 1, right side, green rectangle) and areas of mismatch (Fig. 1, right side,
red rectangle). Calculating the relative number of matches (the ratio between the number
of matches and the length of the ORF in nucleotides) yields the matching score.
Intuitively, a matching score close to one
could indicate a high degree of similarity between a pair of digitalised profiles, whereas
a score around one-half could mean a very
poor overlap because the observed matches are
likely to have occurred by chance. The extent
to which a given matching score denotes possible profiles similarity will be decided through
a statistical test that evaluates the score in the
context of a true null hypothesis. Here, the
null hypothesis is that the score is obtained by
chance and, thus, the detected profiles similarities originate from random fluctuations.
This concept finds its mathematical counterpart into a null distribution that describes the
probability for a matching score to be obtained
by chance. The null distribution is created
through a data-driven approach: for any Riboseq profile involved in a pairwise comparison,
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Figure 1: Pairwise comparison of two Ribo-seq profiles of the ispB gene. Two independent Ribo-seq profiles (left), obtained by
computing the coverage at each nucleotide position within the ORF are compared to the median coverage to produce the
digital ±1 profiles on the right. The digital profiles can be easily compared to detect matches (e.g. green rectangle) and
mismatches (e.g. red rectangle). The ratio between the number of matches and the total number of nucleotides in the ORF
gives the matching score. A score equal to one means perfect match between the two profiles, whereas a score equal to
one-half means poor matching.

a large number of randomised profiles is generated by re-distributing the reads in random positions on the reference ORF. The randomised
profiles are, in turn, compared pairwise yielding a large number of random matching scores
that build each null distribution. Mapping the
matching score on the null distribution will
yield one p-value (Figs. 2 and 3). If the p-value
will result below a given threshold, the compared Ribo-seq profiles will exhibit a significant degree of similarity. To highlight which
specific regions within the Ribo-seq profiles are
similar to each other a consensus sequence (Fig.
4) can be built. The consensus sequence is a
character string representing the nucleotides
of the reference ORF and coloured in red in
those positions where a peak is present in both
the profiles (i.e. the digitalised profiles values
are +1 and the ribosome proceeds slower) and
in green where a valley is located. The black

color, instead, will be used in all other cases.
The core workflow can be scaled up in the
typical case when many datasets are considered. The details of the workflow regarding
this scenario are reported in the Supplementary Materials. In general, each dataset will
contain the information needed to compute
one Ribo-seq profile for each protein coding
gene of the studied organism. Considering n
datasets will result in N = n(n − 1)/2 pairwise comparisons for each ORF and, thus, in
N matching scores. If each dataset will contain
the information for an amount O of ORFs, a
total of MTOT = N × O matching scores will be
obtained and a set of MTOT null distributions
(one for each pairwise comparison) will be generated. The mapping of the MTOT matching
scores on the correspondent null distributions
will yield N p-values per ORF. If all the N
ORF-specific p-values will result below a given
3
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Figure 2: Workflow for the derivation of the matching score
significance. For each gene, two Ribo-seq profiles
from two independent studies are first digitalised
and compared to derive the matching score (red arrows). The RPFs of each dataset are then used to
generate random profiles, which are then digitalised
and compared pairwise to obtain a distribution of
random matching scores (yellow arrows). The real
matching score is then mapped on the distribution
of random matching scores to derive a p-value (Fig.
3). This procedure is repeated for each pair of independent studies and for each gene.

threshold, the Ribo-seq profiles for that ORF
will exhibit a high degree of reproducibility
across all datasets and will be selected as part
of the high resolution library. The correspondent consensus sequence (Fig. 4) will be, then,
generated. In this case, the green colour will
mark those positions in which at least 75% of
the Ribo-seq profiles have a valley whereas the
elements coloured in red will indicate a peak
in 75% of the profiles. The threshold for the
p-values is computed for each ORF relying on
the Benjamini-Hochberg (BH) procedure that
outputs a value which is corrected for possible
biases arising from multiple comparisons. The
overall sensitivity of our method can be tuned
at this stage by choosing more or less conservative False Discovery Rate (FDR) boundaries.

III. Results
We performed a large-scale analysis considering the E. coli Ribo-seq data stored in the GEO
repository [16, 17]. Currently, this database
hosts 14 collections of dataset (series) that include at least one group of data (sample) from
4
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Figure 3: Determination of the p-value from the null distribution. Based on the procedure described in our
workflow (Fig. 2) the distribution of random scores
is generated for each gene and each pair of independent datasets. The score from data (the real score)
is compared with the distribution and a p-value is
computed as the probability that a score equal or
larger than the real score could emerge from the randomisation procedure. A detailed description of the
procedure is provided in the Supplementary Section
S2.1.

...AGTGCGGTTATCCCGGCTGTCGCCCCTACGCGGAAGCCAA...

Figure 4: A consensus sequence of fast and slow translation
regions. Part of a consensus sequence (computed for
rsxC) indicating the nucleotides situated within fast
(green) and slow (red) translation regions. The entire
set of consensus sequences is presented in the accompanying Supplementary File AllSequences49.xlsx

Ribo-seq experiments performed on E. coli in
various conditions according to the most used
experimental protocol [4]. Table S1 summarizes the main features of these series and
of the samples contained therein. We clustered this data into homogeneous groups taking into account three main experimental variables, namely the strain’s genotype, the culture medium and the experimental conditions
(Table S1). Our analysis regarded a subset
of 32 samples that refer to experiments performed culturing wild type E. coli strains under control conditions. We partitioned these
samples according to the used growth medium
and the genotype of the wild types. In this
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way, we obtained the 7 homogeneous groups
(labelled from A to G) reported in Table S2.
Each group is composed of samples characterized by combinations of E. coli genotype
and growth medium and taken from different
datasets (GEO Series), i.e., performed in different laboratories and time periods. We started
the analysis with the largest group A, which
is composed of 17 samples collected from 9
different series and obtained from E. coli K-12
MG1655 cultured in a MOPS-based medium.
Subsequently, using group A as a benchmark,
we compared it to the remaining 6 groups (C
to G). In this way we evaluated the impact of
either the culture medium or the choice of the
wild-type’s genotype.
Several samples contain two or more technical replicates, which are known to be more similar to each other than data produced independently from different labs. Thus, initially we
considered one sample for each series, putting
aside the data referring to replicates that will
be later on cast into play. Putting it all together,
we consider 9 samples, each belonging to different series. The comparison follows the steps
outlined in the Methods and described in detailed in the Supplementary Materials.
Following this strategy, we found that, out
of 2238 genes that are in common to all 9 series,
the 11 genes listed in Table 1 have significantly
reproducible Ribo-seq profiles. For one of these
genes, namely rsxC (EG13935), we show the
profiles as an illustrative example (Fig. 5).
To check whether the analysis of the replicates of the considered samples might yield
different results, we repeated the analysis for
each of the replicates. It turned out that the
choice of the experimental replicates has no
influence on this list.

i. Samples quality check
One by-product of our analysis allows us to
check for the presence of samples that, in spite
of being collected in the experimental condition
characterizing the group, might be affected by
unpredictable biases. To do this, we relied on
a tailored jackknife approach. Indeed, we re-

peated 9 times the last step of the reproducibility analysis excluding each time one sample.
After this analysis, it turned out that in all
the cases in which the Sample A10ζ (Series
GSE58637[18]) was excluded, the number of
reproducible Ribo-seq profiles raised from 11
to 49 whereas the exclusion of all other samples had no effect. We interpreted this result
as originating from a peculiarity of this experiments that we could not better clarify. At this
point, for each subsequent analysis presented
below we have considered the set of 49 genes as
benchmark. The list of these genes is presented
in Table S5.

ii. Impact of the culture medium
We used our method to evaluate whether performing Ribo-seq culture media different from
those characterising the group A, might affect
experimental reproducibility. To do this, we examined all the samples belonging to the groups
B–G listed in Table S2 and we compared them
with the samples of group A (without considering sample A10ζ).
We started this comparative analysis considering group B, which refers to Ribo-seq
data collected from E. coli K-12 MG1655 (the
same genotype as in group A) cultured in the
LB medium. Thus, comparing samples from
group B with those from group A allows us
to evaluate whether the experimental variable
culture medium (in this case LB vs. MOPS-rich
medium) might influence the reproducibility
of Ribo-seq. It turned out that all 49 genes obtained from within group A (excluding A10ζ)
have Ribo-seq profiles that are significantly robust when changing the culture medium from
MOPS-rich to LB. This result was also independent of the replicate chosen for the analysis, as
shown in Table S6.
Following the same strategy described above,
we tested the samples of group C against our
benchmark of 49 genes belonging to group
A. Here the same E. coli’s genotype characterises both groups A and C, which differ for
the chosen culture medium (Minimal Medium
in Group C instead of MOPS-rich medium in
5
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Figure 5: Illustrative example of a significantly reproducible Ribo-seq profile (gene rsxC, EG13935). Note that the comparison
takes into account both the areas where the coverage is high and the areas where the coverage is low. Performing by eye a
comparative analysis of these profiles would be readily impossible. The entire collection of reproducible profiles is presented
in the accompanying Supplementary File AllProfiles49.zip.

Group A). In this comparative analysis, only
the 2214 ORFs in common between the samples in groups A and C were considered. Noteworthy, this set includes all the 49 ORFs from
within group A. When the samples C1α, C3β
and the corresponding replicates were challenged against the benchmark, it turned out
that only 24 to 26 Ribo-seq profiles exhibited
significant reproducibility.
We interpreted this results, summarized in
Table S7 observing that the choice of the LB
medium instead of the MOPS rich one has no
impact on the reproducibility of Ribo-seq. On
the other hand, we observe a significant drop
in the number of reproducible profiles when
6

changing from MOPS-rich medium to minimal
medium, thus indicating that translation under
these two growth conditions is significantly
differently regulated.

iii. Impact of genotype
We reiterated our comparative analysis strategy
to examine the role of the chosen E. coli’s genotype. Indeed, challenging the samples of the
groups D, E, F and G with our benchmark of 49
genes slected from group A, we aimed at testing whether choosing the genotypes BW25113,
BWDK or MC4100 instead of MG1655 might
reduce the number of reproducible Ribo-seq
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profiles with respect to the 49 ones identified
when the benchmark was analysed in isolation.
Table S8 summarises the results of this investigation. It turned out that the choice of the
genotype is a variable to consider in terms of
experimental reproducibility. Indeed, up to our
results, while relying on BW25113 or BWDK
genotypes do not impact significantly the experimental reproducibility with respect to the
MG1655 genotype, when E. coli MC4100 (Samples G1α, G2α and G3α) is chosen, the number
of reproducible Ribo-seq profiles falls to 28.

iv. A set of resilient Ribo-seq profiles
Inspecting the results of the comparative analysis described above (summarised in Table S9),
where the impact on profiles reproducibility of
either the culture medium or the genotype was
investigated, a group of 15 Ribo-seq profiles
turned out to be reproducible independently
on the experimental condition. Studying the
features of the genes corresponding to these
extremely resilient Ribo-seq profiles would be
surely be interesting but we believe it is beyond the scope of this paper. Nevertheless it
worths noticing that, due to both their high reproducibility and relative independence on the
experimental condition, the 15 profiles we identified represent excellent candidates as references for Ribo-seq profiles normalisation when
it is needed for comparison purposes.

IV. Discussion
Our method allows the characterisation of a library of significantly reproducible, high resolution Ribo-seq profiles. One of the main strength
of our approach lies in its statistical core. Indeed, we evaluate the reproducibility relying
on a data-driven statistical framework (based
on the FDR concept and on the BH method
for multiple testing correction) that does not
depend on any model defined a priori, that
might introduce unpredictable biases in the
analysis. The only data-independent parameter that characterises our approach is the FDR
threshold that we set to 0.01 in the analysis of

the E. coli case study. In this case, we accepted
1% of the “positive” results (in our case 1% of
the reproducible profiles) to be so by chance.
We believe this assumption to be a reasonable
compromise between a conservative approach
and the need of taking into account the biological variability. In any case, we are confident
that our results about E. coli are robust with
respect to the chosen threshold. Indeed, a test
that consisted in varying the FDR threshold
within an interval ranging from 0.005 and 0.1
revealed that the number of reproducible profiles obtained analysing the Samples of group
A was 49, independently from the threshold
value.
With respect to the E. coli case study itself,
we characterised a library of 11 high resolution
Ribo-seq profiles. This library can be expanded
to 49 entries after the samples quality check.
The consequence of these results is twofold.
On the one hand, we provide a small but extremely reliable reference set that can be used
as a benchmark for comparative studies. On
the other hand, our analysis revealed poor reproducibility of Ribo-seq: up to our criteria
a maximum of only 49 out of 2238 profiles
could be defined reproducible when 8 different
datasets were considered. Therefore, while the
latter result might call for a thorough revision
of the Ribo-seq’s experimental protocol, we resorted with 11 (49) high reproducible profiles
which can be studied enjoying the full, single nucleotide resolution of Ribo-seq. In other
words, the general viability of each result in
terms of translation’s dynamics coming from
the analysis of the “peaks” and “valleys” of
the high reproducible profiles will be strongly
supported by the clear evidence of being independent from the laboratory performing the
experimental procedure.
Within the analysis of the E. coli case study,
we have shown that our analysis approach can
be used to support a possible inspection of the
Ribo-seq protocols aimed at identifying the experimental variables that are more likely to affect reproducibility. As an example, we found
that performing Ribo-seq on different strains
of E. coli or growing the bacterium in different
7
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culture media, might lead to non-comparable
results. The same strategy can easily be extended to other experimental variables thus
providing a unique, evidence-based framework
to aid the experimental design of Ribo-seq.
A possible alternative to detect similarities
between two profiles, would be to compare
them through a scatter plot and estimate the
degree of correlation between the (relative) coverage in each position of the ORF. Strong correlation would denote high level of similarity
between the compared profiles at hand and vice
versa. While this approach might look more
straightforward by intuition, it actually exhibits
relevant drawbacks. Indeed, it could be difficult to define a threshold for a given correlation
coefficient to be a good indicator of similarity.
Moreover, depending on the method chosen for
computing the regression coefficient, the contribution of each single point in determining
the regression might be different, thus affecting our estimation of reproducibility. These
drawbacks are not issues for our method that,
in addition, allows to deal straightforwardly
with multiple comparisons.
In this work, we do not address the possible causes of the homogeneous dynamical
behaviour that characterises the 11 (49) profiles
of the obtained library: if we see a reproducible
peak in a given profile, what is the origin of
this peak? Why are the ribosomes slower at
that position? This kind of questions could be
be addressed by considering multiple, possible concurrent causes such as the interaction
between the nascent protein and the ribosome
exit tunnel, the strong interaction of particular nucleotide sequences with the ribosome
body or the presence of either specific slow
codons in the ORF or mRNA secondary structure downstream. We believe that the study
of the consensus sequences (Fig. 4) underlying
the detected peaks and valleys will provide
valuable clues. Additionally, we find relevant
to stress that according to our method it is possible to decide about the profiles reproducibility only for those cases in which the signal
rises consistently above the noise across the
considered datasets. Indeed, even though po8

tentially reproducible, those profiles in which
the noise is much stronger than the signal will
be called non-reproducible in any case, thus
leading to rule out possible important pieces
of information. Understanding the origin and
the causes of fast and slow regions in the reproducible profiles may provide some tools
to highlight the presence of significant signals
also in those profiles originally considered nonreproducible.
Finally, it is worth mentioning that our
method can be straightforwardly applied to
each kind of Ribo-seq dataset including those
related to organisms such as yeast, mice or
humans. In any case the obtained high resolution Ribo-seq profiles libraries will serve as
reliable benchmarks to detect possible differential translation events and, thus, to obtain
precious insights into the translational control
of gene expression.
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Table 1: Genes with significantly reproducible Ribo-seq profiles

Gene
gltB
tufA
tufB
hokB
ubiJ
nuoM
wbbH
wbbI
yfaD
rsxC
gtrS

10

Function
Glutamate synthase, large subunit
Translation elongation factor EF-Tu 1
Translation elongation factor EF-Tu 2
Small toxic membrane polypeptide
Aerobic ubiquinone synthesis protein, SCP2 family protein
NADH:ubiquinone oxidoreductase subunit M, complex I
O-antigen polymerase
d-Galf:alpha-d-Glc beta-1,6-galactofuranosyltransferase
Transposase31 family protein, function unknown
SoxR iron-sulfur cluster reduction factor component
Serotype-specific glucosyl transferase

Length (aa)
1486
394
394
49
201
509
388
330
299
740
443

