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Abstract
Background: Shortening the time-to-result for pathogen detection and
identification and antibiotic susceptibility testing for patients with
Hospital-Acquired and Ventilator-Associated pneumonia (HAP-VAP) is of great
interest. For this purpose, clinical metagenomics is a promising non-hypothesis
driven alternative to traditional culture-based solutions: when mature, it would
allow direct sequencing all microbial genomes present in a BronchoAlveolar
Lavage (BAL) sample with the purpose of simultaneously identifying pathogens
and Antibiotic Resistance Genes (ARG). In this study, we describe a new
bioinformatics method to detect pathogens and their ARG with good accuracy,
both in mono- and polymicrobial samples.
Methods: The standard approach (hereafter called TBo), that consists in
taxonomic binning of metagenomic reads followed by an assembly step, suffers
from lack of sensitivity for ARG detection. Thus, we propose a new
bioinformatics approach (called TBwDM) with both models and databases
optimized for HAP-VAP, that performs reads mapping against ARG reference
database in parallel to taxonomic binning, and joint reads assembly.
Results: In in-silico simulated monomicrobial samples, the recall for ARG
detection increased from 51% with TBo to 97.3% with TBwDM ; in simulated
polymicrobial infections, it increased from 41.8% to 82%. In real sequenced BAL
samples (mono and polymicrobial), detected pathogens were also confirmed by
traditional culture approaches. Moreover, both recall and precision for ARG
detection were higher with TBwDM than with TBo (35 points difference for
recall, and 7 points difference for precision).
Conclusions: We present a new bioinformatics pipeline to identify pathogens
and ARG in BAL samples from patients with HAP-VAP, with higher sensitivity
for ARG recovery than standard approaches and the ability to link ARG to their
host pathogens.
Keywords: clinical metagenomics; resistance determinants; HAP-VAP

Background
Over the past decade, methods for capturing and analyzing all DNA present in a
sample have become available, opening the metagenomics era. Sifting through the
reads from eukaryotic, viral and bacterial DNA is now conventional, e.g. SURPI
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or One Codex platforms [1, 2], whereas obtaining separate genome assemblies, and
even better functional analysis including resistance to antibiotics for each detected
pathogen, remains a challenge in the context of hospital-acquired and ventilatorassociated pneumonia (HAP-VAP). Obtaining antimicrobial susceptibility testing
results earlier than the minimum 6-8 hours from the culture is a prerequisite to
allow an earlier adjustment of antibiotic therapy and possibly better patient outcome [3] [4]. This would contribute to prevent multi-drug resistant bacteria from
dissemination [5] and to limit patient mortality caused by inadequate therapy [6].
Metagenomic analysis methods for taxonomic analysis are continually improving
and fall into two broad groups: read-based and assembly-based analyses. In the readbased group, a first approach consists in taxonomic read binning using kmers (e.g.
Kraken [7]) or Ferragina-Manzini index (e.g. Bowtie2 [8], Centrifuge [9]), followed
by taxonomic analysis based on lowest common ancestor. The integrated MEGAN
[10] pipeline implements these two steps. Alternatively, it is possible to perform
taxonomic profiling using marker genes (e.g. MetaPhlAn2 [11], TIPP [12]).
For the assembly-based methods, the CAMI challenge [13] has identified MEGAHIT
[14] as one of the best choices, among many alternatives, to obtain a metagenome
assembly. Then, meta-assembly contigs can be assigned to species using similaritybased approaches or evaluating their nucleotide composition and abundance patterns [15, 16]. Expert supervision remains, however, still required to detect misassemblies [17], and despite their great performance, the computational burden of
these methods is still demanding.
In this article, we want to go beyond taxonomic analysis and present a bioinformatic method able to identify pathogens involved in HAP-VAP infections, detect
the presence of Antibiotic Resistance Genes (ARG) and link them to their host bacteria. In particular, we focus on the case of ARG which can suffer from low detection
performance, because they are either absent from the genome reference database
or present in several genomes. Moreover, assuming that an ARG is present in the
metagenome, it is important from a clinical perspective to distinguish between its
presence in commensal bacteria and the more clinically relevant situation where the
ARG is harbored by one or several species of pathogenic bacteria. This objective is
also addressed by MetaCherchant [18] which aims at extracting the genomic environment of ARG detected in a metagenome and thus infer the link with the host
bacteria and possible transmission of ARG between bacteria.
Thus, to achieve the ultimate turnaround time in a fully automated way and
tackle the problem of acquired resistances, we introduce a new method, called TBwDM (Taxonomic Bining with Determinant Mapping) relying on both taxonomicread binning against a pathogen and ARG Reference DataBase (RDB) followed by
assembly. Based on simulated metagenomes, we estimated the performance of our
method in terms of ARG recovery, and compared results obtained with MetaCherchant. Finally, we evaluated our method on real bronchoalveolar lavage (BAL) samples.

Results
Pipeline TBwDM illustration
Figure 1 illustrates the ability of pipeline TBwDM to retrieve an ARG element that
is present (left panel) or absent (right panel) from the pneumonia RDB.
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The left panel is centered around the mecA gene in Staphylococcus aureus
GCF 000013435.1 assembly. mecA is a well-described resistance gene that confers
resistance to β-lactam antibiotics of S. aureus strains [19]. mecA is present in the
representative genomes of S. aureus in the pneumonia RDB and also in the ARG
RDB, and thus, all the reads simulated in this region were retrieved by both taxonomic binning against the pneumonia RDB and mapping of reads against the ARG
RDB (see Figure 1 left panel).
The right panel is centered around the strA and strB genes in Acinetobacter baumannii JTEC01 assembly. These two genes are known to confer resistance to aminoglycosides, and are located in a well-described resistance island (AbaR), including
several other resistance genes acquired by horizontal gene transfer [20]. These genes
are present in genomes from several species in the pneumonia RDB and therefore
reads could not be specifically assigned to A. baumannii. Thus, as shown in Figure
1, in-silico simulated reads from these two genes were not retrieved by taxonomic
binning against the pneumonia RDB (see blue line close to 0 in Figure 1), while they
were by mapping against the ARG RDB (see yellow line superimposed with grey
line in Figure 1). As a consequence, mapping reads against both ARG RDB and
pneumonia RDB allowed us to retrieve all the in-silico simulated reads and to obtain a complete and accurate assembly from the genomic resistance island. Of note,
the number of reads obtained by mapping against the ARG RDB decreased slowly
outside the resistance gene sequences because paired-end reads were individually
mapped with clipping.
FIGURE 1 AROUND HERE
In-silico simulations
Species detection
Species detection performance was assessed in terms of precision and recall on confirmed pathogens. As shown in Table 1, both pipelines were extremely precise, with
a perfect detection of the 21 pathogens included in the 21 monomicrobial infection
simulations, and one false negative among the 43 pathogens included in the 21
polymicrobial infection simulations. The latter error concerned Enterobacter cloacae complex JRFQ01, the least abundant of the 3 pathogens included in scenario 11
(see Figure 6), and simulated at a 0.45X coverage. Since this pathogen was correctly
detected in monomicrobial infection simulation (coverage 45X) and in scenario 5 of
polymicrobial infection simulations (coverages 4.5X and 450X), the detection error
in scenario 11 was indicative of the limit of detection of our method, based on
post-assembly marker-based taxon confirmation. Detailed confusion matrices are
presented in supplementary materials (Supplementary Figures 3 and 4).

Marker recovery
ARG detection and assignment to its correct microbial host was then evaluated for
the detected pathogens. For the polymicrobial infection simulations, we used the
strategy described in section Bioinformatics pipeline to decide to which pathogen
it had to be assigned.
For the 21 monomicrobial infection simulations, as shown in Table 2, both
pipelines exhibited high precision (> 97%), while pipeline TBwDM additional step
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of reads mapping against ARG RDB brought a clear additional value by increasing
the recall versus pipeline TBo (Taxonomic Binning only) from 51.5% to 97.3%.
Regarding the 21 polymicrobial infection simulations, it appeared that there was
a significant drop in the performance of both pipelines for ARG detection recall (respectively −10% and −16% vs. monomicrobial infection simulations recall), pipeline
TBwDM being impacted in terms of precision as well (−23% vs. monomicrobial infection simulations precision), see Table 2. However, pipeline TBwDM still achieved
better global performance than pipeline TBo, with a larger F1 statistic (77.6% vs.
58.0%). Table 3 illustrates how strongly detection performance depends on pathogen
coverage, by focusing on the 2-pathogen’ polymicrobial infection simulations (scenarios 1 to 10, see Figure 6). Indeed, while balanced scenarios (250X coverage for
pathogens 1 and 2) brought similar ARG detection performance for both pathogens,
unbalanced scenarios led to a drop of recall for the lower-covered pathogen (see
pipeline TBwDM, from 89.9% to 54.8%) and an increase of precision for the highercovered pathogen (see pipeline TBwDM, from 75.5% to 94.8%). The latter can be
explained by the fact that unbalanced pathogen coverage disambiguates our ARG
assignment step, which uses coverage information to link each ARG to its host.
Figure 2 illustrates the main outcomes of our experiments, by showing the ARG
detection and assignment results obtained on polymicrobial scenarios 1 and 3,
both for balanced and unbalanced coverage configurations. It shows that ARG
detection recall was improved by pipeline TBwDM, and that unbalanced coverage in 2-pathogens polymicrobial samples improved precision on the higher-covered
pathogen (pathogen 2), while it decreased the lower-covered pathogen (pathogen 1)
recall at the same time.
FIGURE 2 AROUND HERE
We also analyzed ARG detection at the sample level, without the pathogen assignment step (see Table 4). In this settings, the total number of considered ARG
decreases from 799 to 693, since 106 ARG are shared by several pathogens included
in the same simulated sample. While pipeline TBo performance remained quite
stable, pipeline TBwDM precision and recall respectively increased from 74.1% to
94.9% and from 81.5% to 88.5%. These results illustrates the difficulty to correctly
assign an ARG to its microbial host, underlying that there is still room for improvement.
Additional insight on detected ARG
In addition to offering pathogen and ARG detection, our bioinformatics pipeline
TBwDM can be complemented for understanding genomic context in the neighborhood of detected ARG. To illustrate this, we ran MetaCherchant [18], a graph-based
algorithm for extracting ARG and their genomic context (sequence environment)
from metagenomic data, on the simulated polymicrobial infections.
Table 4 shows MetaCherchant performance at the sample level (i.e. without
pathogen assignment). We can see that MetaCherchant ARG detection recall is
roughly the same as for our pipeline TBwDM recall. We did not mention the precision performance on purpose (see NA in Table 4), since pre-processing (e.g. ARG
RDB clustering) or post-processing (e.g. best hit selection in each group of redundant subgraphs) should have been designed to reduce false positives and provide a
fair estimation.
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Then, to come up with both ARG and pathogen identification, so that we can
assign ARG to bacterial species, post-processing was carried out to label the neighborhood of the detected ARG in the graph, by blasting the related unitigs (defined
as long non-branching paths in the graph) against our pneumonia RDB. This is
something that we implemented but, given the length of the aforementionned unitigs (typically a few hundred base pairs) and given the inter-species similarity of our
pneumonia RDB (e.g. within Enterobacteriaceae family), perfect matches could occur between unitigs and a set of different species, which made unitigs assignation
and pathogen identification impossible.
Real data
Sample 1 contained Escherichia coli species, while samples 2 et 3 were polymicrobial
samples with Klebsiella pneumoniae and Haemophilus influenzae (sample 2), and
E. coli and Klebsiella aerogenes (sample 3). The two pipelines detected the same
pathogens, and results were in accordance with standard microbiological culture.
Performance for ARG detection for the two pipelines are presented in Table 5.
Briefly, the average recall over the 5 isolates was 95.8% with TBwDM and 60.4%
with TBo , the average precision was 83.3% with TBwDM and 76.3% with TBo.
These results were coherent with the ones obtained in simulation studies, i.e. a better
performance with TBwDM than with TBo. Details about the ARG marker detected
in the strain sequences, and by the two pipelines can be found in supplementary
Figure 11. As can be seen in this figure, for sample 2, both TBo and TBwDM failed
to uniquely assign (Elf )TUFAB elongation factor to K. pneumoniae; for sample 3,
TBwDM failed to uniquely assign (Sul)Sul2 and (Tet)TetR to E. coli, leading in
both cases to a decreased precision. This is because we conservatively chose to assign
ARG markers to all the detected pathogens in case of ambiguous assignments (see
Methods).

Discussion/Conclusion
In this article, we presented a new bioinformatics pipeline to detect pathogens and
their ARG in BAL from patients with HAP-VAP. To improve pathogen genome
assembly and ARG recall, we performed read mapping against an ARG RDB in
parallel to taxonomic read binning. We used a machine learning algorithm [21]
to classify reads into human, flora (commensal oral bacteria), or pneumonia-related
pathogens with a reference database optimized for BAL sample metagenomes. Moreover, we optimized read mapping parameters to allow clipping and thus mapping
reads at the junction between the ARG and its chromosomal environment with a
good sensitivity. In the case of in-silico simulated monomicrobial infections, these
two optimizations allowed us to reach very good performance for pathogen detection
(100% precision and recall) and ARG detection (97.3% precision and 97.3% recall).
In the case of simulated polymicrobial infections, we leveraged parallel taxonomic
binning and ARG read mapping to define assignment rules and thus link ARG to
host pathogens. This step is valuable in the context of clinical metagenomics [4]
because it allows the microbiologist and the clinician to prescribe a better therapy.
The precision of pipeline TBwDM (resp. pipeline TBo) was 74.1% (resp. 95.1%)
and the recall 81.5% (resp. 41.7%), leading to a larger F1 statistic for pipeline TBwDM (77.6%) compared to pipeline TBo (58.0%). As expected, performance results
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were dependent on the sequencing depth of the pathogen, with much better results
for highly covered pathogens. Moreover, in real BAL samples (monomicrobial and
polymicrobial samples), both recall and precision for ARG detection were higher
with the combined approach than with the standard one (35 points difference for
recall, and 7 points difference for precision)
Here, we defined empiric rules, based on contextual detection and coverage level,
to link an ARG to its host pathogen when the ARG is located on the chromosome.
However, assigning an ARG located on a plasmid to the correct host pathogen still
remains a challenge. Using coverage information, and relying on the hypothesis that
an ARG located on a plasmid should have the same or a greater coverage level than
the main chromosome would require that plasmids and chromosomes are extracted
and sequenced with the same efficiency (see section Bioinformatics pipeline), and
this hypothesis was not confirmed by [22]. Thus, in absence of confirmation that
the ARG was located on a chromosome, the ARG was conservatively assigned to
all the pathogens present in the sample.
We also positioned MetaCherchant software [18] as a valuable post-processing
tool for our bioinformatics pipeline, allowing to obtain a reconstruction of the genomic context around detected ARG. While our original intention was to benchmark MetaCherchant with our pipelines, it could not directly compete in terms of
ARG detection precision given the high similarity between ARG sequences in our
ARG RDB. Indeed, when it was directly executed on the simulated polymicrobial
infections reads, it provided a lot of false positives by drawing redundant ARG subgraphs. This is a well-known limitation of resistome profiling tools in metagenomics,
one solution being to remove ARG redundancy by clustering or indexing techniques.
However, it proved useful when restricted to the set of pathogens and ARG detected
by our pipeline. Indeed, as suggested in [23], it was able to provide some valuable
insight on the genomic environment of the ARG which were detected by TBwDM.
What we suggest is to focus on these detected ARG, and to label their subgraphs by
blasting the related unitigs against a subset of our pneumonia RDB, by restricting
it to the detected pathogens. As an example, Figure 3 illustrates two different genomic contexts that we met in our simulations: one related to some ARG that was
correctly assigned to one pathogen, and one related to some ARG that was correctly
assigned to both pathogens in the simulated sample. Additional graphs are available in the supplementary materials, including examples of cases of false assignment.
FIGURE 3 AROUND HERE
Currently, pipeline TBwDM provides a list of ARG with assignment to their host
pathogens and requires the guidance of a highly trained molecular microbiologist
to interpret the link between presence/absence of ARG and antibiotic resistance. A
major improvement of this pipeline would be the automated prediction of antibiotic
susceptibility/resistance profile for each detected pathogen. Although such prediction from isolates is a very active field of research with clinically useful performance
achieved for Mycobacterium tuberculosis [24], S. aureus [25] [26], K. pneumoniae
[27] or E. coli [28] among others, translating it to a metagenomic samples remains
a challenge.
Another great challenge would be the absolute quantification of pathogens with
the reporting of genome copy numbers into interpretable colony forming unit figures actionable by the microbiologist. Indeed, distinguishing between colonization
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and infection when a pathogen is detected, is necessary to initiate a possible drug
treatment [29].
Finally, a current limitation of our process for its introduction into clinical routine is the sequencing turnaround time. Indeed, the sequencing time with the
Illumina R MiSeq sequencer is currently around 39 hours (2 x 250 nucleotides pairedend) which greatly limits its usefulness in routine settings. An alternative strategy
would be to combine our pipeline with real-time and long-read sequence data as
those provided by the Oxford Nanopore Minion, as recently suggested in [30], where
authors consider that it would be necessary to associate ARG to organisms in
Nanopore metagenomics applied to bacterial lower respiratory infection.

Abbreviations
•
•
•
•
•
•
•

HAP-VAP: Hospital-Acquired and Ventilator-Associated Pneumonia
DNA: Desoxyribose Nucleic Acid
BAL: BronchoAlveolar Lavage
ARG: Antibiotic Resistance Gene
RDB: Reference DataBase
TBwDM: Taxonomic Binning with Determinant Mapping
TBo: Taxonomic Binning only

Methods
In this section we describe the bioinformatic pipelines that we developed to identify HAP-VAP pathogens with their resistance determinants from BAL samples.
To deal with our pneumonia application, we decided to focus on the 20 most
relevant pathogens for HAP-VAP infections [31], 18 Gram-negative and 2 Grampositive bacterial species, which we list hereafter: Escherichia coli, Enterobacter
cloacae, Klebsiella aerogenes [1] , Klebsiella oxytoca, Klebsiella pneumoniae, Citrobacter koseri, Citrobacter freundii, Morganella morganii, Proteus mirabilis, Proteus
vulgaris, Providencia stuartii, Serratia marcescens, Hafnia alvei, Acinetobacter baumannii, Haemophilus influenzae, Legionella pneumophila, Pseudomonas aeruginosa,
Stenotrophomonas maltophilia, Staphylococcus aureus and Streptococcus pneumoniae.
We also describe the datasets used, both simulated and read datasets as well as
performance evaluation criteria.
Bioinformatics pipeline
The classical metagenomic approach to identify pathogens and ARG in a sample
requires the following steps: reads quality control, trimming and filtering of poor
quality reads, elimination of host (human) DNA, taxonomic read binning using a
reference database (RDB) including genomes from the organisms found in the region
of interest (in our application, a “pneumonia” RDB which focuses on lung and oral
cavity), assembly of reads corresponding to each pathogen present in the sample into
contigs, and finally annotation of contigs with respect to an ARG RDB [32, 33]. This
bioinformatics pipeline, called pipeline TBo (Taxonomic Binning only), is illustrated
in Figure 4 (see steps 1 to 7, following purple arrows). The output of this pipeline
[1]

previously known as

Enterobacter aerogenes.
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is the set of pathogen(s) present in the sample with the set of ARG contained in
their genomes.
As can be seen in Figure 5 (left-side), the main drawback of pipeline TBo is its lack
of sensitivity for ARG detection. As an example, let’s assume: 1/ a BAL sample
containing a strain from Species 1 and harboring 2 ARG (see blue and orange
segments in Figure 5); 2/ a pneumonia RDB containing representative sequences
from Species 1, none of these sequences harboring ARG 1. In such a situation, as
can be seen in Figure 5, pipeline TBo only retrieves the reads outside ARG 1 for
assembly and ARG 1 is missing from the final assembly. Another situation where
pipeline TBo lacks sensitivity is illustrated with ARG 2 (see orange segment in
Figure 5). ARG 2 is present in the genomes from 2 different species (species 1 and
k in Figure 5) and thus cannot be specifically assigned to a single species. In this
case, pipeline TBo only retrieves the reads outside ARG 2 for assembly, and ARG
2 is missing from the final assembly. This is typically the case of an ARG which
has recently been acquired through horizontal gene transfer by a pathogen facing
selective pressure [34, 35]: it can be either absent from the reference genomes of this
pathogen (case of a recent acquisition) or present in reference genomes of several
species. This problem is expected to be frequent in our context because several of
the bacteria involved in the HAP-VAP infections are known to resort to horizontal
gene transfer to rapidly improve their fitness, e.g. P. aeruginosa [36], K. pneumoniae
[37], A. baumannii [38], or S. aureus [39].
To improve ARG assignment to their host pathogens, we developed a new pipeline,
called TBwDM (Taxonomic Binning with Determinant Mapping), with an additional step of read mapping against the ARG RDB (see step 2* in Figure 4) performed in parallel of the taxonomic binning step (step 2). Then, reads for each
pathogen are pooled with the reads mapped against the ARG RDB (step 3), and
all reads are assembled together (step 5) after filtering (step 4). As illustrated in
Figure 5, even if ARG 1 is absent from the representative sequences of Species 1,
reads falling in this region are retrieved by mapping against the ARG RDB. Moreover, even if ARG 2 is harbored by several species and thus ARG reads cannot
be classified at the species level, reads falling in this region can be retrieved by
mapping against the ARG RDB. All reads are then pooled together and the final
assembly includes ARG 1 and ARG 2.
For the taxonomic read binning step, we relied on a multi-class predictor [21]
that allowed us to classify each read into 22 classes: the 20 classes for the aforementioned 20 pathogens of interest, a human class, and a flora class. Indeed, BAL
samples typically include human cells but also commensal bacteria from the oral
cavity [40]. Bacteria included in the flora class were selected based on literature
[41, 42], results from the Human Microbiome Project [43], but also on internally
sequenced pathogen-free BAL samples. A Krona chart of the bacterial composition of the flora class is available in Supplementary Figure 1. Reads classified as
human or flora were filtered to focus only on the reads which have been assigned
to the pathogens of interest. To train the multi-class predictor, we built a pneumonia RDB including bacterial genomes from the 20 pathogens of interest, human
genome (version GRCh37), and genomes from the flora class. These genomes are
both public (e.g. Patric, RefSeq, FDA ARGOS) and private (strains sequences from
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BAL samples). The median number of pathogen genomes per species was 42 with
inter-quartile-range equal to [19; 297], and the total number of genomes in the flora
class was 7593. The multi-class model was a linear penalized predictor based on the
genome frequency of 12-mers [21].The performance of the predictor on simulated
strains absent from the pathogens RDB is reported in Supplementary Figure 2. It
has to be noticed that we experimented taxonomic binning with other tools, such
as Kraken [7], and that we obtained similar results.
For mapping reads against the ARG RDB, we relied on the bwa mem program
(bwa 0.7.8 version) [44]. Mapping parameters were optimized as described in [45]
to maximize the sensitivity of reads retrieval, in particular for reads at the junction between the ARG and the genome: bwa mem -a -T 0 -k 16 -L 5 -d 100.
Moreover, we used single-end reads mapping, even for paired-end reads and pooled
both reads of the pair for assembly, as soon as one read of the pair mapped. The
ARG RDB was built from the DBGWAS ARG RDB [46]. We removed from this
database perfectly identical sequences and also markers corresponding to the main
efflux families (ABC, MFS, ...), as well as intrinsic genes (topoisomerase IV subunits, gyrase) so that only ARG whose presence/absence is indicative of antibiotic
resistance are used.
Then, reads binned as pathogen and reads mapped against the ARG RDB
were pooled together for assembly. In case of polymicrobial infection, reads
mapped against the ARG RDB were pooled with reads of each pathogen. All the
pathogens with average coverage > 1 were then assembled. Assembly was performed using idba_ud500 assembler (idba ud 1.1.1) [47], with following parameters:
--mink 40 --maxk 250 --min_pairs 2.
In the pathogen confirmation step (see step 6 in Figure 4), we used the blast algorithm to align the assembly against a pathogen marker database, built by selecting MetaPhlAn2 markers [11] corresponding to the 20 pathogens of interest. These
markers were selected to be clade-specific and allow unambiguous taxonomic assignments. This step was added to avoid spurious pathogen detection due to erroneous
binning. The blast algorithm was run with coverage = 75% and percent identity
= 97%. Whenever a marker of the tested pathogen was detected, the pathogen was
confirmed. If a marker from another pathogen was detected, the pathogen was not
confirmed. When no pathogen marker was detected (typically observed for partial
assembly due to low coverage), the pathogen was flagged as dubious.
Finally, we used blast to align the assembly of any confirmed pathogen against the
ARG RDB, with coverage and percent identity parameters equal to 80%. In case of
polymicrobial infection, it was particularly important to correctly assign each ARG
to each pathogen (see step 7 in Figure 4). We used the following rules to link each
ARG to its host pathogen: we checked whether > 5% of the reads mapped against
the contig containing the ARG have been retrieved by taxonomic binning against
the pneumonia RDB (see Figure 4), and in parallel, we checked that the median
coverage of the marker was > 1/3 to the median coverage of the pathogen. If yes,
this means that the ARG was integrated in the genome of the pathogen and should
be assigned to it, otherwise the marker was assigned to all the detected pathogens
for further investigation. Thresholds were set empirically, being conservative enough
to avoid missing ARG.
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FIGURE 4 AROUND HERE
FIGURE 5 AROUND HERE
Data
In the following sections, we describe both simulated and real datasets along with
the indicators used to evaluate the performance of our pipelines.
Monomicrobial infection simulations: BAL samples containing a single pathogen
The purpose of this dataset was to evaluate the ability of the pipeline to identify
the correct bacterial species and retrieve the whole set of ARG contained in their
genome. Thus, we selected 21 strains with publicly available genomes (see Figure 6
for NCBI WGS project identifier) from the pathogens of interest in HAP-VAP infections, based on their ARG contents. We simulated reads from each of these genomes,
as well as flora reads from bacterial genomes of the flora class (see Methods above)
to create in silico simulated BAL samples containing a single pathogen species. We
simulated 300,000 reads of pathogens (equivalent to a 45X average genome coverage) and 150,000 reads of flora. We simulated 2 x 300 nucleotides paired-end reads,
assuming a Illumina MiSeq error profile.
FIGURE 6 AROUND HERE
Polymicrobial infection simulations: BAL samples containing several pathogens
The purpose of this dataset was to evaluate the ability of the pipeline to retrieve
the whole set of ARG and to correctly assign each ARG to each pathogen. Figure
6 presents the 11 evaluated scenarios; for each scenario, pathogen 1 is indicated by
a blue box, pathogen 2 by a green box and, if applicable, pathogen 3 is marked
by a yellow box. For each scenario (except scenario 11), we created 2 simulated
metagenomes, a “balanced” dataset with an equal quantity of pathogen 1 and 2
(average coverage equal to 250X), and a ‘unbalanced” dataset with a pathogen 1
average coverage equal to 4.5X and pathogen 2 equal to 450X. For scenario 11, the
average coverage of pathogen 1 was 45X, the average coverage of pathogen 2 was
450X, and the average coverage of pathogen 3 was 0.45X. As for simulations with a
single pathogen, flora reads were also included, with an average coverage equal to
0.45X.
In total, we evaluated our bioinformatics pipelines on a set of 21 polymicrobial infection simulations (scenarios 1 to 10 with 2 coverage configurations, and scenario 11),
involving 43 pathogens (20 simulations with 2 pathogens, and 1 with 3 pathogens).
Real BAL samples
We also assessed the performance of the pipelines on real samples, using 3 BAL samples from patients in intensive-care units. We sequenced the BAL samples (samplelevel characterization) and the strains isolated from the BAL samples (strain-level
characterization), and compared the ARG detected by the pipelines on the BAL
samples to the ARG detected on the isolates (gold-standard). For the sample-level
characterization, 600 µL of BAL sample was treated as described in [48] to favor the differential lysis of human cells and thus reduce the quantity of human
DNA before microbial DNA extraction. Nucleic acids were extracted using the
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bioMérieux easyMAG R instrument. Libraries were prepared using the Nextera R XT
DNA Library Preparation Kit, and sequenced with the Illumina R MiSeq instrument
(2 x 250 nucleotides paired-end sequencing with V3 chemistry). For the strain-level
characterization, strains were isolated from the BAL samples by culture. Nucleic
acids were extracted using the Qiagen R DNeasY UltraClean Microbial Kit, and
sequenced with the Illumina R MiSeq instrument (2 x 200 nucleotides paired-end
sequencing with V3 chemistry).
Evaluation criteria
Because our goal was to estimate how well pipelines were able to detect pathogens
in metagenomic samples, and how many ARG could be retrieved and assigned to
the right pathogen, our evaluation strategy was twofold.
The performance of pathogen detection was first assessed in terms of precision
and recall. In this context, precision referred to the fraction of detected pathogens
that were actually present in the related sample, and recall referred to the fraction of sampled pathogens that were detected by our pipelines. While getting the
reference pathogen was straightforward for the simulated data, we used traditional
microbiological culture to get the reference pathogen in the real BAL samples. Only
confirmed pathogens (see section Bioinformatics pipeline) were considered. For the
specific cases of the polymicrobial infection simulations, we evaluated how much
the detection recall was affected by pathogen coverage.
Then, in order to distinguish the pathogen detection performance from the ARG
detection and assignment performance, the latter was only assessed for the correctly
detected pathogens. This means that ARG belonging to undetected pathogens were
not included in the performance calculation. For simulated data, reference ARG
were obtained by blasting the 21 public genomes against our ARG RDB, while for
real data, reference ARG were obtained by blasting the sequences of the strains
isolated from the BAL samples against our ARG RDB.
We also illustrated how we can get some additional insight on the detected
ARG genomic environments by using MetaCherchant [18], which is a graphbased algorithm for extracting ARG and their genomic context from metagenomic data. We evaluated how MetaCherchant deals with ARG detection from
the raw simulated polymicrobial infection reads, and how we could favorably use
this tool as a post-processing of our bioinformatics pipeline. As proposed in https:
//github.com/ctlab/metacherchant/, we used the single-metagenome mode with
the default parameterization: metacherchant.sh --tool environment-finder
--k 31 --coverage=5 --maxkmers=100000. All the graphs representing ARG and
their genomic environments were generated using Bandage visualization tool (available at https://rrwick.github.io/Bandage/).
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3. Ruppé, E., Baud, D., Schicklin, S., Guigon, G., Schrenzel, J.: Clinical metagenomics for the management of
hospital-and healthcare-acquired pneumonia. Future microbiology 11(3), 427–439 (2016).
doi:10.2217/fmb.15.144
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Figures

Figure 1 Illustration of pipeline TBwDM in terms of marker recovery. The left panel is centered
around the mecA gene in S. aureus GCF 000013435.1 and the right panel around strB and strA
ARG in A. baumannii JTEC01. The grey line corresponds to the number of simulated reads, the
blue line to the number of reads retrieved by taxonomic binning against the pneumonia RDB, and
the yellow line to the number of reads retrieved by mapping against the ARG RDB.

Figure 2 Illustration of polymicrobial simulations ARG detection performance on scenarios 1
and 3, with both balanced and unbalanced coverage configurations. Reference lines state for the
true number of ARG in each pathogen. Pipeline TBo and pipeline TBwDM lines show ARG
detection results, with solid color standing for true positives, and faded color standing for false
positives. False negatives can be deduced by subtracting true positives from the reference.
Balanced scenarios simulate 250X coverage for all pathogens, while unbalanced scenarios simulate
4.5X coverage for pathogen 1 and 450X coverage for pathogen 2.

Figure 3 Polymicrobial infection simulations of the ARG genomic context understanding using
MetaCherchant. Subgraphs are drawn in the neighborhood of ARG that are detected by our
pipeline TBwDM, and related unitigs are blasted against a subset of our pneumonia RDB based
on the detected pathogens. Top: scenario 1 unbalanced, ARG (Phe)CATB is correctly assigned to
both pathogens E. cloacae complex and K. oxytoca. Bottom: scenario 3 unbalanced, ARG
(Bla)CMY-6 is correctly assigned to C. freundii.

Figure 4 Bioinformatics pipeline for identification of pathogens and ARG from metagenomic
sample. In green boxes, new steps are added to pipeline TBwDM to improve ARG recovery. The
pneumonia RDB includes genomes from organisms found in the lung and oral cavity.

Figure 5 Comparison between pipeline TBo and pipeline TBwDM in terms of ARG recovery.
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Figure 6 BAL sample simulations. Genomes used for the simulated BAL samples are identified by
their NCBI WGS Project identifier, except for S. aureus for which we used the NCBI Assembly
identifier. Each column corresponds to a scenario of multiple bacterial infection; genomes used for
these polymicrobial infection simulations are indicated with a colored square: blue = pathogen 1,
green = pathogen 2, and yellow = pathogen 3.

Monomicrobial

Polymicrobial

Pipeline
# path.
Prec.
Recall
# path.
# FN
Prec.
Rec.
TBo
100
100
1
100
97.7
21
43
TBwDM
100
100
1
100
97.7
Table 1 Pathogen detection performance for monomicrobial and polymicrobial infection simulations.
The total number of pathogens (# path), the precision/recall for each pipeline, and the total number
of false negatives (# FN), if applicable, are provided.

Monomicrobial

Polymicrobial

Pipeline
# path.
# ARG
Prec.
Rec.
# path.
# ARG Prec.
Rec.
TBo
21
338
98.9
51.5
42
799
95.1
41.7
TBwDM
21
338
97.3
97.3
42
799
74.1
81.5
Table 2 ARG detection performance for monomicrobial and polymicrobial infection simulations, once
ARG are assigned to some pathogens. The total number of pathogens (# path), the total number of
ARG (# ARG), and the associated precision/recall are provided.

2-pathogens polymicrobial
Pipeline TBo
Pipeline TBwDM
Scenario
Path. id
# ARG
Precision
Recall
Precision
Recall
Balanced
1
168
92.4
43.5
67.4
89.9
Balanced
2
208
97
46.6
75.5
87.5
Unbalanced
1
168
87.8
25.6
54.8
54.8
Unbalanced
2
208
99.0
47.1
94.8
87.0
Table 3 ARG detection performance for 2-pathogens polymicrobial infection simulations (scenarios 1
to 10), once ARG are assigned to some pathogens. Path. id refers to pathogen identifier, and # ARG
to the total reference number of ARG belonging to pathogens 1 or pathogens 2. Balanced scenarios
simulate 250X coverage for all pathogens, while unbalanced scenarios simulate 4.5X coverage for
pathogen 1 and 450X coverage for pathogen 2.

Polymicrobial simulations - at the sample level
Pipeline
# simulations
# ARG Precision
Recall
TBo
21
693
97.5
44.2
TBwDM
21
693
94.9
88.5
MetaCherchant
21
693
NA
86.7
Table 4 ARG detection performance for polymicrobial simulations, when ARG are considered at the
sample level, i.e. not assigned to some pathogens.

Pipeline TBwDM
Pipeline TBo
sample
strain
# ARG
recall
precision
recall
precision
1
E. coli
19
78.95
83.33
47.37
90
2
K. pneumoniae
9
100
100
100
100
2
H. influenzae
1
100
50
0
0
3
E. coli
17
100
100
64.71
91.67
3
K. aerogenes
10
100
83.33
90
100
Table 5 ARG detection performance on real BAL samples (# ARG refers to the number of ARG
found in the strain sequence).
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Figure 1: Illustration of pipeline TBwDM in terms of marker recovery. The left
panel is centered around the mecA gene in S. aureus GCF 000013435.1 and the right
panel around strB and strA ARG in A. baumannii JTEC01. The grey line corresponds
to the number of simulated reads, the blue line to the number of reads retrieved by
taxonomic binning against the pneumonia RDB, and the yellow line to the number of
reads retrieved by mapping against the ARG RDB.
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Figure 2: Illustration of polymicrobial simulations ARG detection performance on
scenarios 1 and 3, with both balanced and unbalanced coverage configurations.
Reference lines state for the true number of ARG in each pathogen. Pipeline TBo and
pipeline TBwDM lines show ARG detection results, with solid color standing for true
positives, and faded color standing for false positives. False negatives can be deduced
by subtracting true positives from the reference. Balanced scenarios simulate 250X
coverage for all pathogens, while unbalanced scenarios simulate 4.5X coverage for
pathogen 1 and 450X coverage for pathogen 2.

Figure 3: Polymicrobial infection simulations of the ARG genomic context understanding using MetaCherchant. Subgraphs are drawn in the neighborhood of
ARG that are detected by our pipeline TBwDM, and related unitigs are blasted against
a subset of our pneumonia RDB based on the detected pathogens. Top: scenario 1
unbalanced, ARG (Phe)CATB is correctly assigned to both pathogens E. cloacae complex and K. oxytoca. Bottom: scenario 3 unbalanced, ARG (Bla)CMY-6 is correctly
assigned to C. freundii.
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Figure 4: Bioinformatics pipeline for identification of pathogens and ARG from
metagenomic sample. In green boxes, new steps are added to pipeline TBwDM to
improve ARG recovery. The pneumonia RDB includes genomes from organisms found
in the lung and oral cavity.
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Figure 6: BAL sample simulations. Genomes used for the simulated BAL samples
are identified by their NCBI WGS Project identifier, except for S. aureus for which we
used the NCBI Assembly identifier. Each column corresponds to a scenario of multiple
bacterial infection; genomes used for these polymicrobial infection simulations are
indicated with a colored square: blue = pathogen 1, green = pathogen 2, and yellow =
pathogen 3.
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