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Abstract
Massively parallel reporter assays (MPRAs) have enabled the study of transcriptional regulatory
mechanisms at an unprecedented scale and with high quantitative resolution. However, this
realm lacks models that can discover sequence-specific signals de novo from the data and
integrate them in a mechanistic way. We present MuSeAM (Multinomial CNNs for Sequence
Activity Modeling), a convolutional neural network that overcomes this gap. MuSeAM utilizes
multinomial convolutions that directly model sequence-specific motifs of protein-DNA binding.
We demonstrate that MuSeAM fits MPRA data with high accuracy and generalizes over other
tasks such as predicting chromatin accessibility and prioritizing potentially functional variants.
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Background
Proper regulation of gene transcription is critical to all forms of life. Regulatory sequences, also
known as enhancers, are the key players in transcriptional regulation [1–4]. Enhancers
coordinate with sequence-specific transcription factors (TFs) to ensure the transcriptional
regulation of their target genes. In particular, enhancers harbor binding sites for TFs -- upon
binding at these sites, TFs regulate the transcription of the enhancers’ target genes. Mutations
in enhancer sequences can impact TF binding and result in transcriptional misregulation, which
is a hallmark of many human diseases [5–9]. Consequently, a primary focus of regulatory
genomics is to model genomic sequences for their enhancer activity, i.e., the extent to which a
sequence can change the transcription level of a gene. Such a model can reveal transcriptional
mechanisms, identify novel enhancers, and rank genomic variants based on their potential
impact on transcriptional regulation.
Although there is a rich literature on enhancer activity models built from model organism data
[10–15], modeling enhancer activity is still an elusive goal in human regulatory genomics. Due
to the qualitative nature and low-throughput of classical reporter assays, we lack sufficient
quantitative data on enhancer activities of human genome sequences. A recently developed
assay known as the massively parallel reporter assay (MPRA) shows promise to overcome
these challenges [16]. In a single experiment, an MPRA can quantify enhancer activities of
thousands of candidate sequences. Briefly, in MPRA, a candidate sequence is first placed in the
context of a reporter gene in a synthetic construct. The enhancer activity of the sequence is
then quantified as the reporter gene’s normalized transcript count in that construct [16]. With this
high throughput tool for quantitative data generation, recent studies have shifted their focus on
building quantitative enhancer activity models from MPRA data.
The enhancer activity of a sequence is mostly driven by the TFs that bind to the sequence [4].
As such, an enhancer activity model needs to reveal at least two mechanistic information. First,
the model should identify putative TF binding sites in a given sequence. Secondly, the model
should infer the regulatory effects of the corresponding TFs and integrate them to fit the
sequence’s enhancer activity. Enhancer activity models built from model organism data have
shown remarkable success in capturing these mechanistic details [4, 10–12, 14, 15]. However,
unlike the case for model organisms, the exact set of TFs active in a given cellular context and
their sequence-specificities (motifs) are generally unknown in the case of human and
higher-order vertebrates. Consequently, state of the art MPRA models have used a broad
collection of sequence-specific features. These features include motifs from motif databases,
sequence features modeled from functional genomic datasets, sequence k -mers, and
evolutionary conservation, GC-content, and DNA shape [17]. To improve model performance,
current models have also utilized epigenetic features, such as histone tail modifications [17].
Since most of these features are not interpretable as specific TF binding sites, unfortunately the
models lose their mechanistic interpretation. Overall, in the realm of enhancer activity modeling
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from MPRA data, it is an open question whether one can achieve both mechanistic
interpretation and a satisfactory level of model performance.
We posit that a systematic, data-driven approach to jointly learn sequence-specific motifs and
model enhancer activity from MPRA data can achieve satisfactory modeling performance
without losing mechanistic interpretation. Here we propose MuSeAM (Multinomial CNNs for
Sequence Activity Modeling) -- a convolutional neural network (CNN) model that uses
“multinomial convolutions” to achieve this goal. The use of CNNs in sequence data modeling is
a well-established trend in genomics [18, 19]. However, interpreting both the convolutions and
the deep architectures has remained difficult (Discussion). Here we show that a simple
transformation can help us learn convolutions directly as multinomial distributions over the four
nucleotides. Such multinomial distributions are directly interpretable as the classical motif
models of TF-DNA binding specificity that have been utilized for decades in genomic sequence
analyses. Searching public motif databases for matches to these multinomial convolutions, one
can identify the corresponding TFs. Convolving a sequence with these multinomial convolutions
gives us likelihood terms, which we use in a linear regression model to fit the sequence’s
enhancer activity data. The coefficients in this linear regression model represent the regulatory
effects and strength of the TFs. MuSeAM’s implementation is customizable, so one can replace
the linear regression model with any other architecture of their choice.
As proof of concept, we applied MuSeAM on a recent, high quality MPRA dataset of more than
2000 human genomic sequences assayed in the HepG2 (human liver) cell-line (Inoue et al.
2019). Despite its simple formulation, MuSeAM achieved state of the art performance in
modeling this data, while also learning multinomial convolutions that are directly interpretable as
TF motifs. MuSeAM motifs (the multinomial convolutions) recapitulated the known TFs, their
regulatory roles, and their co-occurrence patterns. Furthermore, MuSeAM learned a highly
generalizable sequence model, as we demonstrate through the model’s ability in predicting
genome-wide DNA accessibility, although accessibility data was not used in training the model.
MuSeAM also prioritized common single-nucleotide polymorphisms (SNPs) for their potential to
alter enhancer activity. The top SNPs are enriched for low minor allele frequencies and they
mostly occur within promoters and enhancers in the human genome, highlighting MuSeAM’s
ability to learn biologically meaningful models. Overall, MuSeAM was able to retain high
mechanistic interpretability along with viable performance, a feat not realized by other state of
the art models. We therefore believe that MuSeAM’s multinomial convolution approach will have
a significant impact on future studies to build interpretable neural network models of genomic
sequence data.
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Results
MuSeAM: A Multinomial Convolutional Neural Network for Sequence
Activity Modeling
MuSeAM (Multinomial CNNs for Sequence Activity Modeling) is a Convolutional Neural Network
model of enhancer activity that offers clear interpretability through a new class of convolutions in
the convolutional layer and a simple linear function in the fully connected layer.

Multinomial convolutions
Convolution matrices in our model satisfy the conditions of multinomial distributions over the
four DNA nucleotides. In particular, given a convolution matrix , we transform
into a matrix
such that:

where:

and
is a free parameter of the model (Fig. 1A, Method). Here
and the columns of , respectively.
Thus, each row of the matrix

and

are indices for the rows

satisfies the conditions of a multinomial distribution:

and

These multinomial convolutions are directly interpretable as the widely used motif models of
TF-DNA binding specificity. In the remainder of the paper, we use the term MuSeAM motifs to
denote the multinomial convolutions of a trained MuSeAM model.
Given a multinomial convolution matrix
of size
and a “one-hot encoded” (Methods)
nucleotide sequence , the convolution operation in MuSeAM computes the following value at
each -length subsequence of :

where
is a background distribution over the four DNA nucleotides. We call this value the LLR
(logarithm of likelihood ratio) term for , since it denotes the logarithm of the ratio of likelihoods
for generating from
versus from . We pass the LLR terms through a ReLU activation
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and a max-pooling function; the output of the max-pooling layer is the motif score for
in
[14, 20]. Thus, for a multinomial convolution
and a sequence , we consider only the best
matching subsequence for
in . However, if every in
is a better match to the
background distribution, then we do not consider any subsequence from
(motif score is zero).

Linear regression function
The fully connected layer in our model implements a linear function combining the motif scores,
resembling two other classical models of enhancer activity [14, 20]. Thus, from a mechanistic
perspective, MuSeAM implements the bag-of-binding sites or billboard model [21]. The
coefficients of this linear model then represent the strength and the role (activating or
repressing) of each TF.

MuSeAM Models MPRA Data in the Human HepG2 Cells
To demonstrate the utility of multinomial CNNs in learning regulatory motifs and modeling
enhancer activity, we trained MuSeAM on Inoue et al.’s recent MPRA dataset [22]. In this
dataset, Inoue et al. reported the enhancer activity of 2440 sequences assayed in the HepG2
cell-line. They synthesized each sequence with 100 unique barcodes to obtain 100 independent
enhancer activity values for the sequence, making the estimated enhancer activities highly
robust. Moreover, a recent study has reported a detailed model of this dataset (see below),
which provides a means to benchmark our model.
In a 10-fold cross-validation setting, the optimal MuSeAM model fit Inoue et al.’ s dataset with a
coefficient of determination of 0.43 and a Spearman correlation coefficient of 0.54 (mean over
ten folds; standard deviations: 0.058 and 0.067, respectively) (Supplemental Table S1). This
optimal model used 512 convolutions, each modeling TF-DNA binding specificity over 12 bps
(convolution size
). This performance is on a par with the Spearman correlation
coefficient of
reported by Kreimer et al. in their recent extensive modeling of this
dataset [17]. In this study, Kreimer et al. utilized five models (Extra Trees, Gradient Boosting,
Random Forest, Elastic Net, and an ensemble model that averages the first four models) on
more than 5500 features. The features included predictions from other deep learning models
(DeepBind [19] and DeepSEA [18]), motifs from motif databases, k-mers, epigenetic marks, and
general sequence features such as GC content, length of polyA/T stretch, DNA shape features,
and evolutionary conservation. Because of the exhaustive nature of Kreimer et al.’ s study, we
consider their performances as practical limits for a model on this dataset, and it was
remarkable that despite its simplicity and clear interpretability, MuSeAM performed on a par with
Kreimer et al.’s results.

MuSeAM Reveals Relevant Transcription Factors and Their Regulatory
Roles
To understand whether MuSeAM has learned biologically relevant motif models, we performed
a series of analyses. We first ensured that the MuSeAM motifs are comparably informative to
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experimentally derived motifs. We compared the information content per position (ICP) of the
MuSeAM motifs against the ICP of motifs from motif databases (Fig. 1B). In fact, this revealed
that the ICP values of MuSeAM motifs are higher than the known motifs (Welch two sample
t-test, p-value < 2.2e-16; Methods).
Next we checked if MuSeAM motifs correspond to TFs with known regulatory function in the
human liver. It is a fundamental expectation that an MPRA model will identify the TFs that
regulate the reporter gene’s expression [23]. Such a model should also infer each TF’s role, i.e.,
whether it is an activator or a repressor of gene expression. It is straightforward in MuSeAM to
find both information. First, searching motif databases [24, 25] for matches to each MuSeAM
motif identifies the relevant TF. Secondly, the fully connected layer weight corresponding to the
max pooled value of a MuSeAM motif provides the information on the TF’s role and strength. In
particular, the sign of this weight denotes whether the corresponding TF is an activator (positive
weight) or repressor (negative weight), and the magnitude of the weight suggests how strong
the TF is in this role. Of note, since MuSeAM fits the multinomial convolutions in a data-driven
manner, a database search may not necessarily find a hit for every multinomial convolution.
These examples would be indicative of novel motifs.
Following the above rationale, we took the MuSeAM motifs corresponding to the ten strongest
activators and repressors from the trained model (Fig. 1B; Supplemental Table S2). A motif
database search for these MuSeAM motifs found matching TFs with similar regulatory roles as
implicated by the model (Fig. 1C; Supplemental Table S2; Methods).
For example, MuSeAM identified ATF1 (Activating Transcription Factor 1) as the strongest
activator for this MPRA dataset. ATF1 is a member of the CREB family of cAMP-responsive
activators in mammalian systems. The TF is expressed ubiquitously [26] and is known for its
role as a transcriptional activator [27–29]. Similarly, MuSeAM identified FOXP1 (Forkhead Box
P1) as the strongest repressor in the MPRA dataset. FOXP1 is expressed in the liver [30] and
the TF acts as a repressor of transcription [31, 32]
We also found a high concordance between the most “influential” TFs and the strongest
regulators (activator/repressor) in this model. We define the influence score of a TF as the
average increase in MuSeAM’s error on this dataset if we drop the corresponding MuSeAM
motif from the model. Of the top 10% most influential TFs, about 80% are among the strongest
activators and repressors. For example, the five most influential TFs according to this analysis
are FOXP1, ETS1, FOXJ2, BACH2, and TFAP4. From these, ETS1 and BACH2 are among the five
strongest activators, and FOXP1, FOXJ2, and TFAP4 are among the five strongest repressors.
Finally, we checked if MuSeAM motif pairs have captured any co-binding patterns known for
regulatory TFs. Of note, since we formulated the model as a “bag of sites” model and the
max-pooling operation only considers the strongest matches to the convolutions, we expected
that the number of MuSeAM motif pairs recapitulating known co-binding patterns would be
rather small. Still, in our analysis of MuSeAM motif pairs for enriched co-occurrence within 12
bps (a distance threshold characteristic to TF complexes [33] (Methods), we found 1108 (~21%)
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MuSeAM motif pairs indeed capture the formation of known TF complexes. The top ten TF pairs
having the highest enrichment in this analysis are FOSL2-JUND, HNF1B-HNF1A, FOSL2-FOS,
JUND-FOS, BACH2-FOSL2, ATF1-FOSL2, FOSL1-JUND, FOS-FOSL1, ATF2-FOSL2 and
ATF1-ATF2. Interestingly, all of these pairs are known for protein-protein interaction in BioGRID
[34] or STRING [35].
Overall, these analyses suggested that MuSeAM has indeed learned biologically relevant motif
models, encouraging us to utilize the model to elicit more biological information.

MuSeAM Discovers Distinct Groups of Regulatory Sequences in Terms of
Motif Composition
Studies in model organisms suggest that enhancers can be clustered into groups according to
the TFs that target the different enhancer groups. Identifying these enhancer clusters are
important in revealing the transcriptional regulatory mechanisms in a cell-type. Since Inoue et al.
selected their candidate sequences based on enhancer marks (ChIP-seq peaks of EP300 and
H3K27ac), we posited that these sequences would cluster into smaller groups based on the
most important TFs for each sequence.
We defined a TF’s importance for a sequence as the increase in error in predicting the
sequence’s enhancer activity if we remove the MuSeAM motif corresponding to that TF from the
model. Upon clustering the sequences according to their ten most important TFs, we found
seven clusters (Fig. 2A; Methods). A differential analysis between the clusters identified the
characteristic TFs for each cluster (Fig. 2B; Supplementary Figure S1; Methods). For example,
the most important TFs characterizing cluster 3 are FOSL1, BACH2, HNF1B, HNF1A, CEBPE,
and FOSL2. In general, each cluster has at least one TF that uniquely characterizes it. For
example: JUND characterizes cluster 0 and SP3 characterizes cluster 1. Interestingly, this
analysis separated the 200 synthetic control sequences (Cluster 3, Fig 2A: Methods) in Inoue et
al.’s dataset from the real genomic sequences, further underscoring that MuSeAM has learned
meaningful biological signals from this dataset.

MuSeAM Suggests a Sequence Specific Explanation of Accessibility from
DNase-Seq Data
Since MuSeAM learns and integrates sequence-specific signals to model an MPRA dataset, we
reasoned that a trained MuSeAM model could explain other functional annotations that depend
on the same sequence-specific signals. Previous studies have demonstrated that accessibility
of genomic DNA is a sequence-specific feature largely explained by TF motifs, and accessibility
of a sequence is strongly associated with its enhancer activity [36–39]. Thus, we sought to see if
the trained MuSeAM model can explain genomic accessibility.
For this analysis, we used the ENCODE consortium’s [40] uniformly processed DNase-Seq
peaks from the HepG2 cell-line (approximately 200K peaks). We applied MuSeAM to predict the
enhancer activities of these peak sequences. The predicted enhancer activities showed a
8
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remarkable agreement with the accessibility levels across DNase-Seq peaks, ranked and
grouped according to their accessibility. In particular, we found a Pearson correlation coefficient
of -0.88 between the rank of a group and the median of predicted enhancer activity within the
group (Fig. 3A; Methods).
A comparison against the functional annotations (such as enhancers, transcription start sites,
repressed regions, etc.) of genomic sequences in the HepG2 cell-line [40] further suggested
that the trained MuSeAM model has learned sequence-specific features that characterize
different functional regions in the genome. We found that MuSeAM predicted the highest levels
of enhancer activities for DNase-Seq peaks that are transcription start sites and enhancers,
while the predicted activities dropped consistently for the peaks that represent repressed
regions (Fig. 3B; Methods).
Since the above analyses did not require retraining the MuSeAM model on DNase-Seq data, it
suggests that the model is capable of learning sequence-specific signals that characterize a
broad range of regulatory elements.

MuSeAM Identifies Functionally Important Variants among Common SNPs
Given MuSeAM’s success in modeling enhancer activity from MPRA and in predicting
genome-wide accessibility signals, we wanted to utilize the model further to predict the potential
effect of genomic variants. We assumed that the change in the enhancer activity of a sequence
because of a genomic variant, as predicted by MuSeAM, is a surrogate for its functional impact.
For this analysis, we focused on the common bi-allelic variants from dbSNP [41], i.e., variants
having a minor allele frequency (MAF) of at least
, that overlap with DNase-Seq peaks in the
HepG2 cell-line (Methods). For each SNP, we took the 151 bp long genomic sequence centered
at the SNP, and applied MuSeAM to compute the enhancer activities of the major and the minor
allele versions of this sequence. We defined the SNP’s predicted variant effect (PVE) as the
difference between these two values of enhancer activity (Methods). The predicted variant
effects for the 131K common variants showed a skewed pattern, with a median of 0.014 and
range of 0.0--0.441 (Fig. 4A; Methods).
To get a conservative list of variants that are potentially functional, e.g., are able to alter
enhancer activity or genomic accessibility, we then selected the top 1% common SNPs
according to their PVE values and applied an FDR correction based on the PVEs of benign
SNPs. At 5% FDR, we found 416 common SNPs. These SNPs are significantly enriched for low
minor allele frequency (MAF) (Fig 4B; Methods). Although there is no benchmark study to make
a conclusive statement about the functional relevance of these SNPs, our findings aligned with
the hypothesis that a variant whose presence is a strong driver of change in activity, is likely to
have lower minor allele frequencies (MAF) [42–44]. Furthermore, these potentially functional
SNPs disrupt genomic regions annotated for activity as enhancers, with 62% of the SNPs in the
smallest MAF bin overlapping with enhancers or promoters. At these genomic regions, the
SNPs disrupt potential binding sites for TFs like BACH2, NF2L2, NFE2, and FOSL2, that are
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known to play important roles in the human liver and were also found as important regulators by
MuSeAM for the MPRA dataset.

Methods
MPRA Data
We collected Inoue et al.’ s [22] MPRA dataset of 2,440 sequences and their enhancer activities.
Each sequence was chromosomally integrated in the HepG2 cell-line with as many as 100
barcodes. The large number of barcodes ensured reproducible and quantitative measurements
of regulatory activity, and controlled against nonuniformity in oligonucleotide synthesis [22].

Motif Databases
To compare the MuSeAM motifs against currently known motifs, we used motifs from the HOmo
sapiens COmprehensive MOdel COllection (HOCOMOCO)-v11 [24] database of transcription
factor binding models. The current HOCOMOCO release includes 769 motifs representing the
DNA-binding specificity of 680 TFs.

Accessibility Data
We collected the ENCODE consortium’s [40] uniformly processed DNA accessibility data

(DNaseI hypersensitivity peaks) for the HepG2 cell-line (identifier: ENCSR000EJV) from:
http://hgdownload.soe.ucsc.edu/goldenPath/hg19/encodeDCC/wgEncodeAwgDnaseUniform/wg
EncodeAwgDnaseUwdukeHepg2UniPk.narrowPeak.gz.

Genome Segmentations According to Functional Groups
We collected the ENCODE consoritum’s [40] genome segmentation data (from DNase, FAIRE,
Histone and TFBS Signals) for the HepG2 cell-line from:
http://hgdownload.soe.ucsc.edu/goldenPath/hg19/encodeDCC/wgEncodeAwgSegmentation/wg
EncodeAwgSegmentationCombinedHuvec.bed.gz

Common SNP Data
We collected the common single nucleotide polymorphisms from dbSNP [41] (build 151) from
https://hgdownload.soe.ucsc.edu/goldenPath/hg19/database/snp151Common.txt.gz.

Protein-Protein Interaction Data
We searched for protein-protein interactions in the STRING [35] and the BioGRID [34]
databases.
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MuSeAM: A Multinomial Convolutional Neural Network Model
MuSeAM is a convolutional neural network model with a custom-implemented convolutional
layer and a fully connected layer. Specifically, the model architecture comprises the input layer
that takes DNA sequences, the convolutional layer, a maximum pooling layer, and finally, a
dense layer whose output is the predicted expression level for the input sequence. The model
was implemented using Keras in TensorFlow [45].

Input Layer
For each sequence, the model receives two sets of one-hot encoded inputs: one is a
representation of the forward strand of the sequence, and the other is the reverse complement
of the same. The one-hot encoding of a genomic sequence
of length
is an
matrix
where the -th row is a vector encoding the identity of the -th nucleotide of

as

follows.

For the ease of notation, we write
encoding.

to denote both the DNA sequence and its one-hot

Convolution Layer
Multinomial Convolution Matrices
The convolution layer in MuSeAM is a custom implementation where each convolution learns
multinomial distributions. In particular, given a convolution matrix , we transform
into a
matrix
such that:

where:

and
is a free parameter learned by the model. Here
columns of , respectively.
Thus, each row of the matrix

and

are indices for the rows and the

satisfies the conditions of a multinomial distribution:

and
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.
Note that the convolutions in our model do not use any trainable bias term.
Convolution and pooling operation
For each multinomial convolution matrix
of size
and a one-hot encoded nucleotide
sequence
of length
as described previously, a convolution operation computes the
following term on each -length subsequence of .

where
is a background distribution over the four DNA nucleotides. In other words, for each
-length subsequence of , the convolution operation computes the logarithm of the ratio of
two likelihood terms. The first likelihood (the numerator) is the likelihood for generating the
sequence from the convolution matrix
(i.e., its multinomial distribution). The second
likelihood is for generating from the background. In our current analysis, we used the uniform
distribution as our background distribution .
The convolution operation produces a vector of
log-likelihood ratio (LLR) terms for
each of the two incoming input units (corresponding to the forward-strand and the
reverse-complement representations of the input sequence ). We pass the LLR terms through
a ReLU activation and a max-pooling function; the output of the max-pooling layer is the motif
score for
in
[14, 20]. Thus, for a multinomial convolution
and a sequence , we
consider only the best matching subsequence for
in . However, if every in
is a
better match to the background distribution, then we do not consider any subsequence from
(motif score is zero).
Note that the transformations to construct the multinomial distributions do not change the
original convolution matrices. As such, we do not need to customize how the parameter
optimization algorithm updates the convolution weights.

Fully Connected Layer
For each sequence , the motif scores representing the strongest LLR of each convolution
are flattened and passed to the final dense layer. This layer implements a linear regression
function (linear activation function) with L1 regularization to fit the expression value for .

Optimization and Model Selection
Loss Function
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MuSeAM optimises the parameters using the mean squared error (MSE) function as the loss
function. Given a batch of
sequences with the true and the predicted values of the -th
sequences being

and

, respectively, the MSE function computes the following term.

In our implementation, we used batches of size 512.

Model Optimization
We compiled MuSeAM to optimize MSE loss with the adam optimizer and reported the model
performance in terms of coefficient of determination and Spearman’s rank-order correlation.
All weights and bias terms in the model are randomly initialized with the gloret uniform initializer.

Model Selection
We used 10-folds cross validation to select the optimal values for the following parameters:
number of convolutions, size of each convolution, regularization type, number of epochs, and
batch size. For each fold, we used 10% data for validation. We recorded the average coefficient
of determination and Spearman correlation coefficient across the ten folds and used mean
coefficient of determination to determine the best set of learning parameters.

Searching for MuSeAM Motif Matches in Other Motif Databases
We used the tool tomtom from the MEME Suite [46] to search for MuSeAM motif matches in the
HOCOMOCO database [24].

Statistical Test Comparing Information Content Per Position of
HOCOMOCO and MuSeAM Motifs
Given a motif
of length , we first normalize the elements in each row of
by the sum of
the row. Then we calculated the information content per position (ICP) of the normalized motif
as:

Here
represents the background distribution. In the current analysis, we used the uniform
distribution. Given the ICP values of the HOCOMOCO motifs [47] and the MuSeAM motifs, we
performed a Welch two-sample t-test using the R command t.test(data1, data2,
alternative=“less”, var.equal=False), where data1 and data2 are the ICP values
of HOCOMOCO and MuSeAM motifs, respectively.
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Statistical Test for Enriched Co-occurrence of MuSeAM Motifs
For each pair of MuSeAM motifs, we first count the number of sequences where they co-occur.
We say that a MuSeAM motif occurs in a given sequence if the motif’s score (i.e., its maximum
LLR score) is positive in that sequence. Next we count the number of sequences where the pair
of MuSeAM motifs co-occur within 12 bps. We chose the threshold of 12 bps since the DNA
binding sites for TFs in a complex are almost always located within this distance [33]. From
these two values, we then computed a Binomial p-value to test whether co-occurrences of the
pair of MuSeAM motifs are enriched within the distance threshold. After correcting for multiple
hypotheses tests, at a p-value threshold of
, we find 1109 MuSeAM motif pairs,
corresponding to 73 TFs, to have enriched co-occurrences within 12 bps distance.

Computing the Influence Score of MuSeAM Motifs
Let
denote MuSeAM’s prediction for the -th sequence in the MPRA dataset. Let
denote
MuSeAM’s prediction for the -th sequence upon removing the -th convolution from the model.
We define the influence score of the -th convolution (MuSeAM motif) as:

where

denotes the number of sequences in the dataset.

Clustering Sequences According to Important MuSeAM Motifs
Similar to the idea of an importance score of a MuSeAM motif with respect to the entire dataset,
we also defined the motif’s importance score per sequence as follows. Let

denote MuSeAM’s

prediction for the -th sequence. Let
denote MuSeAM’s prediction for the -th sequence
upon removing the -th convolution from the model. We define the importance score of the -th
convolution (MuSeAM motif) for the -th sequence as:
We chose for each sequence the ten most important MuSeAM motifs. We identified all the
unique transcription factors (183 in total) represented by these MuSeAM motifs, and created a
matrix with the TFs as columns and the sequences as rows. A cell in this matrix was assigned a
value of 1 if the corresponding TF was important for the corresponding sequence, otherwise we
assigned 0 to the cell. This matrix was then used as input to identify any meaningful clustering
of sequences that might be implicit based on the MuSeAM motifs.
Using principal component analysis (PCA) [48], we first computed a low dimensional manifold
that best explains the variance in the matrix above, and further reduced the dimensionality into
two by using the top 50 principal components in a uniform manifold approximation and
projection (UMAP) [49]. We then clustered the sequences in this two dimensional space using

14

bioRxiv preprint doi: https://doi.org/10.1101/2020.07.28.224212; this version posted July 29, 2020. The copyright holder for this preprint (which
was not certified by peer review) is the author/funder. All rights reserved. No reuse allowed without permission.

the Leiden community detection algorithm [50]. We used this pipeline from the Scanpy package
[51].
To detect TFs that are significantly over-represented in each cluster as compared to all other
clusters, we performed a Wilcoxon rank-sum test [52]. We corrected the resulting p-values at an
FDR threshold of 5% by using the Benjamini-Hochberg procedure [53].

Application of MuSeAM on DNase-Seq Data
For this analysis, we used the ENCODE consortium’s [40] DNA accessibility data for the HepG2
cell-line (identifier: ENCSR000EJV). It comprises 192,959 accessible sequences (DNaseI
hypersensitivity peaks) along with a measure of their accessibility. The majority of peak
sequences in this dataset are 150 bps in length. For the remaining peaks, we considered only
the central 150 bp sequence in our analysis.
For the plots shown in Fig. 3, we sorted the peaks according to their accessibility and grouped
them in sliding windows of size 500 (shift size 250) along this sorted list. Within each window,
we applied MuSeAM to predict the enhancer activities for all sequences in that window and we
recorded the first three quartiles of this distribution.
To annotate a DNase-Seq peak according to its potential function, we used the ENCODE
consortium’s [40] genome segmentations (from DNase, FAIRE, Histone and TFBS Signals) for
the HepG2 cell-line. We annotated a peak with a segmentation label (such as enhancer,
transcription start site, etc.) if at least half of the peak overlaps with a genomic region of that
label. For the annotated peaks, we used MuSeAM’s predicted activity level, and plotted the
median activity with median rank for each category of annotations to examine the relationships if
any between the accessibility based on the functional annotations and predicted activity (Fig
3B).

Identifying Functionally Important Variants from Common SNPs
From dbSNP’s dataset of common SNPs (build 151), we considered the bi-allelic SNPs that
overlap with DNase-Seq peaks in the HepG2 cell-line. For each of the 131,405 SNPs selected
above, we considered the 151 bp sequence centered at the SNP and created two sequences
that differ only at the central position by having either the major or the minor allele. The
difference in MuSeAM predicted enhancer activities of these two sequences is the predicted
variant effect (PVE) statistic for the SNP.
For the top 1% (largest PVE) SNPs from this analysis (1304 SNPs), we applied a false
discovery rate (FDR) correction using the Benjamini-Hochberg procedure [53]. To this end, we
collected the list of benign SNPs from dbSNP [41] and created a null distribution of PVE (search
string: (“benign”[Clinical Significance]) AND “snv”[SNP Class]). At a 5%
FDR, we obtained 416 SNPs that we considered for further analysis.
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To test whether SNPs with strong PVE are enriched for low minor allele frequencies (MAFs), we
binned the SNPs into ten equal intervals according to their MAF values. Under the null
hypothesis that SNPs are distributed uniformly across the bins, but we found the first bin to be
significantly enriched for strong PVE SNPs (Binomial test p-value less than 1e-50).
The SNPs in the bin with the lowest MAF values were mapped to functional annotations (such
as enhancers, transcription start sites, repressed regions, etc.) collected from the ENCODE [40]
consortium.

Discussion
Massively parallel reporter assays (MPRAs) hold great promise in eliciting transcriptional
regulatory mechanisms in a biological system of interest [16, 54, 55]. Modeling MPRA datasets
can identify the putative transcription factors (TFs) acting on the assayed sequences, the
regulatory roles of these TFs and their relative influence on transcriptional regulation. However,
because of the lack of appropriate models, the goal of answering these mechanistic questions is
still elusive. State of the art models achieve high accuracy but lack the interpretability that is
necessary to answer these mechanistic questions.
Here we proposed MuSeAM (Multinomial CNNs for Sequence Activity Modeling), a multinomial
convolutional neural network (multinomial CNN) for modeling MPRA dataset. We found that
MuSeAM is able to answer all the mechanistic questions mentioned above while achieving high
performance. Importantly, utilizing the powerful feature discovery techniques of convolutional
neural networks, MuSeAM answers the mechanistic questions in a data-driven way; the model
does not require any prior knowledge of the particular biological system.
The key to MuSeAM’s success is the idea of multinomial convolutions which, to our knowledge,
has not been discussed before in the literature. The use of CNNs is becoming increasingly
common for modeling genomic datasets [18, 19, 56, 57]. These models are particularly useful
for discovering sequence-specific signals in the input sequences and integrating the strength of
these signals to model a quantitative value for the sequences. However, interpretability of CNN
models has remained a concern [58] . In fact, it is not expected that a CNN will readily highlight
interpretable relationships in data or will guide the formulation of mechanistic hypotheses [59].
The multinomial convolution formulation is particularly attractive because of its immediate
interpretability as the widely used sequence-motifs, without making any assumption about the
concentration of TFs [57] or requiring any post-hoc analysis [58]. Furthermore, the resulting
MuSeAM motifs are interoperable with the large array of genomic data analysis pipelines that
are currently utilized for applications like sequence annotation and motif enrichment. We
therefore anticipate that multinomial convolutions will find broader use in the future. One can
always utilize the multinomial formulation as the first convolution layer with an arbitrarily
complex downstream architecture. As another appealing extension, we envision more
biophysically grounded functions [60] to replace our pooling and fully connected layer.
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In the current application, MuSeAM not only answered the main mechanistic questions on
transcriptional regulation from Inoue et al.’s dataset (Inoue et al. 2019), but it also showed
remarkable accuracy in predicting the levels of genome-wide chromatin accessibility in the same
cell-line. The model also short-listed SNPs that carry independent evidence of being functional,
implying that the model indeed is capable of discovering and generalizing sequence-specific
signals from the data. Of note, a GWAS variant’s effect on gene expression is often modest
[61]. Therefore, while we expect the SNPs with large PVEs to be functionally important, we
anticipate that our conservative approach has missed many functional variants.
Given MuSeAM’s success in achieving state of the art accuracy, it was interesting for us to ask
“when does the model fail?” . In a follow-up analysis to characterize the “problematic”
sequences, i.e., the sequences for which MuSeAM consistently made erroneous predictions, we
found that these sequences have extremely high enhancer activity (Supplemental Figure S2A).
In particular, for each fold during the 10-fold cross validations, we sorted the test sequences
according to MuSeAM’s error in predicting their enhancer activity and selected the top 5%
sequences as the problematic sequences. To see if problematic sequences appear across
models with different numbers of convolutions, we used Jaccard Index (JI). We found a mean JI
of 0.881 (range 0.846 -- 0.92), suggesting that it is the same set of sequences, i.e., sequences
with very high enhancer activity, on which MuSeAM consistently failed. Although MuSeAM
models with more multinomial convolutions generally fit these sequences better, using more
than 512 convolutions did not show major improvement in the mean coefficient of determination
for the overall dataset (Supplemental Figure S2B).
Finally, since this is a central assumption that the model will converge at convolutions that are
interpretable as the conventional motifs, it is interesting to ask “how does a multinomial
convolution learn specificity signals?” We indeed found that the MuSeAM motifs have an
average information content per position that is generally higher than the known motifs. We note
that, the gradient of the output of the convolution operation with respect to its input, i.e.,
, reduces to

. In other words, minimizing the loss function is equivalent to

maximizing the
terms, which represent probabilities in the multinomial distributions. Thus,
under the formulation of multinomial convolution, the optimization process ensures learning
specificity signals while also fitting the data.
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Figure Legends
Figure 1. (A) Overview of the MuSeAM model, (B) The ten strongest activators and repressors,
along with their weights in the fully connected layer (the linear regression function), as identified
by the MuSeAM model, (C) Comparisons between known motifs (top) and MuSeAM motifs
(bottom) for top two activators, (D) Information content per position for known motifs (left) and
MuSeAM motifs (right).
Figure 2. (A) Clustering the sequences in the dataset based on the ten most important
transcription factors (TFs) for each sequence, as identified by the MuSeAM model. Clusters
were computed through uniform manifold approximation and projection (UMAP) followed by
Leiden clustering, and (B) Cluster-specific TFs identified by a Wilcoxon rank-sum test comparing
each of the first four clusters against all other clusters. Characteristic TFs for the clusters:
Cluster 0 - JUND, Cluster 1 - SP3, Cluster 2 - HNF1B, Cluster 3 - FOSL1.
Figure 3. (A) MuSeAM models genome-wide chromatin accessibility for DNase-Seq peaks in the
HepG2 cell-line, accurately predicting decrease in activity with decreasing accessibility, (B) For
DNase-Seq peaks in HepG2 cell-line annotated as enhancers and transcription start sites,
MuSeAM predicts high levels of activity, whereas the repressed regions correspond to low
activity level predictions. TSS: Transcription Start Sites, E: Enhancers, WE: Weak Enhancers,
R: Repressors, T: Transcription Sites
Figure 4. (A) Distribution of variant-driven difference in activity (Predicted Variant Effect or PVE)
as predicted by MuSeAM, for dbSNP’s common variants within DNase peaks in HepG2 cell-line,
(B) Distribution of potentially functional SNPs according to their Minor Allele Frequencies
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Supplementary Figure Legends
Figure S1. Wilcoxon rank-sum test of one versus all for the clusters 4-7. Characteristic TFs for
the clusters: Cluster 4 -FOXP1, Cluster 5 - MEIS2, Cluster 6 - NR4A1, Cluster 7 - ETS1.
Figure S2. (A) Density plot of enhancer activity levels for all sequences (orange) and
problematic sequences (blue). (B) With an increase in the number of convolutions, the model
performs better on the problematic sequences, but does not show major improvement in overall
performance. Shown are the mean coefficient of determination values for all sequences vs.
median error for problematic sequences.

Supplementary Table Titles
Table S1. Summary of MuSeAM’s modeling performance over 10 folds with coefficient of
determination, Pearson coefficient correlation and Spearman's rank correlation coefficient as
reporting metrics.
Table S2. Summary of strongest activator and repressor motifs learnt by MuSeAM along with
corresponding TFs from HOCOMOCO motif database.
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Sequence Specific Accessibility Discovered by MuSeAM in DNase-Seq Data
Enhancer Activity Falls with Decrease in Accessbility

Sequence Specific Accessibility of Functional Regions DNase-Seq Data

Transcription Start Sites are Most Accessible and Repressors are Least Accessible

Figure 4
Distribution of Predicted Variant Effect (PVE) for Common SNPs

bioRxiv preprint doi: https://doi.org/10.1101/2020.07.28.224212; this version posted July 29, 2020. The copyright holder for this preprint (which
was not certified by peer review) is the author/funder. All rights reserved. No reuse allowed without permission.

Majority of SNPs Drive Very Small Changes in Activity Level

Potentially functional SNPs with Highest PVE Binned According to MAF
The smallest MAF bin is significantly enriched
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