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Abstract
The human genome contains hundreds of thousands of regions exhibiting copy number variation (CNV).
However, the phenotypic effects of most such polymorphisms are unknown because only larger CNVs
(spanning tens of kilobases) have been ascertainable from the SNP-array data generated by large biobanks. We
developed a new computational approach that leverages abundant haplotype-sharing in biobank cohorts to more
sensitively detect CNVs co-inherited within extended SNP haplotypes. Applied to UK Biobank, this approach
achieved 6-fold increased CNV detection sensitivity compared to previous analyses, accounting for
approximately half of all rare gene inactivation events produced by genomic structural variation. This extensive
CNV call set enabled the most comprehensive analysis to date of associations between CNVs and 56
quantitative traits, identifying 269 independent associations (P < 5 x 10-8) – involving 97 loci – that rigorous
statistical fine-mapping analyses indicated were likely to be causally driven by CNVs. Putative target genes
were identifiable for nearly half of the loci, enabling new insights into dosage-sensitivity of these genes and
implicating several novel gene-trait relationships. CNVs at several loci created extended allelic series including
deletions or duplications of distal enhancers that associated with much stronger phenotypic effects than SNPs
within these regulatory elements. These results demonstrate the ability of haplotype-informed analysis to
empower structural variant detection and provide insights into the genetic basis of human complex traits.
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Introduction
Copy number variants (CNVs), which duplicate and delete 50 base pair to megabase-scale genomic
segments throughout the human genome1–3, are known to contribute to numerous genomic disorders including
neuropsychiatric diseases4–6 and have been estimated to account for a considerable fraction of all rare loss-offunction (LoF) events affecting protein-coding genes2. Beyond disrupting coding sequences of genes, CNVs can
also have unique functional consequences not producible by SNPs: for example, duplications can increase gene
dosage, and deletions can eliminate regulatory elements. Investigating the broader phenotypic impacts of CNVs
thus has the potential to uncover new large-effect variants and further our understanding of the genetic
architecture of complex traits.
However, well-powered, phenome-wide CNV association analyses to date have been limited to
considering large CNVs (tens of kilobases or longer) detectable from low-cost SNP-array data7 available for
biobank-scale cohorts. Moreover, CNV association studies have encountered analytical challenges such as how
to harmonize imprecise breakpoints of CNV calls, how to group CNVs for association testing, and how to filter
associations that only reflect linkage disequilibrium with nearby SNPs. Despite these difficulties, previous
studies have made many important discoveries both by investigating the role of known pathogenic CNVs on
various phenotypes8–10 and by conducting association analysis on all CNVs detected in large cohorts11–17,
including UK Biobank18. Here we developed a more sensitive CNV-detection method leveraging haplotypesharing within biobank cohorts and applied it to UK Biobank, empowering exploration of the phenotypic effects
of CNVs at much higher resolution than previously possible.
Results
Haplotype-informed copy-number variant detection
We developed a novel computational approach to CNV detection, called HI-CNV (Haplotype-Informed
Copy-Number-Variation), that substantially increases CNV detection power in large cohorts by pooling
information across individuals who share extended SNP haplotypes. The intuition behind this approach is that in
large biobank cohorts, population-polymorphic CNVs are usually carried by multiple individuals who coinherited a CNV on a shared haplotype originating from a common ancestor. As such, power to detect a CNV
can be increased by sharing information about its presence (e.g., from genotyping array intensity data) across
multiple carriers (Fig. 1a).
To identify individuals who are likely to share a segment of genome inherited from a recent common
ancestor (and therefore likely to have co-inherited any CNVs contained within the shared genomic tract), we
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adapted recent approaches that use the positional Burrows-Wheeler transform (PBWT)19 to rapidly identify
identity-by-descent (IBD) segments20. Specifically, for each haplotype of each individual in a cohort, we use a
PBWT-based algorithm to identify its closest “haplotype neighbors” – i.e., the longest IBD matches with other
haplotypes in the cohort – spanning each genomic position (Fig. 1a). Then, given quantitative information about
the potential presence of a CNV in genetic data from the individual, as well as corresponding information from
“haplotype neighbors,” we use a hidden Markov model (HMM) to detect CNVs co-inherited on shared
haplotypes.
To apply our HI-CNV approach to SNP-array genotyping probe intensity data available for the UK
Biobank cohort, we further developed methods to learn probabilistic models that map allele-specific probe
intensity measurements to probabilistic information about copy-number likelihoods (Fig. 1b). Intuitively,
genotyping probes within CNVs produce distinctive intensity measurements compared to probes not within
CNVs. While these deviations are difficult to detect given data from one SNP, the signal becomes clearer when
consistent deviations are observed across multiple consecutive SNPs7 – or, for HI-CNV, across multiple
individuals co-inheriting a CNV. To optimize signal available from SNP-array probe intensities, we estimated
SNP-specific genotype cluster priors corresponding to nine possible genotypes across copy-number states 1
(deletion), 2, and 3 (duplication) (Fig. 1b), and we also denoised total intensities using principal component
analysis. Full methodological details are provided in Methods and the Supplementary Note.
Modeling haplotype sharing increases CNV detection power in UK Biobank
We applied HI-CNV to detect CNVs across 452,500 UK Biobank participants of European ancestry. HICNV detected >6 times as many CNVs per individual as the widely-used PennCNV method (Fig. 1c),
producing an average of 31.1 CNV calls per individual (18.4 deletions and 12.7 duplications spanning an
average of 430kb and 899kb, respectively; Fig. 1c,d and Supplementary Table 1) . In contrast, previous
PennCNV-based analyses of UK Biobank SNP-array intensity data produced ~4-6 CNV calls per individual
depending on quality-control filters applied8,12. Validation analyses using whole-genome sequencing (WGS)
pilot data available for 43 participants estimated a validation rate of 91% for HI-CNV, similar to that of
PennCNV (Methods, Fig. 1e, and Supplementary Table 2).
HI-CNV’s increased detection sensitivity was driven by improved ability to detect CNVs on the scale of
10kb or shorter (Fig. 1f; Supplementary Table 3), which account for the majority of all CNVs1–3 but have
traditionally been difficult to detect from SNP-array data. We designed HI-CNV with the goal of sensitively
detecting low-frequency and rare CNVs of length >5kb (versus ~50kb for previous SNP-array-based analyses of
UK Biobank), focusing on CNVs with minor allele frequency (MAF) < 5% because of their potential to be
more deleterious and because SNP-array designs tend to avoid common CNV regions. Among such CNVs
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called from WGS pilot data and spanning at least two SNP-array probes (the minimum required by our
approach), HI-CNV achieved a recall rate of 81% (Supplementary Fig. 1 and Supplementary Table 4). Recall
was unsurprisingly much lower (6%) when considering all MAF<5% CNVs called from WGS data (i.e.,
removing restrictions on size and array-overlap), consistent with most CNVs being shorter than the resolution of
SNP-array probe spacing. However, recall of gene-overlapping CNVs was substantially higher (24%) because
the UK Biobank SNP-array was designed to prioritize inclusion of coding variants18. Moreover, the HI-CNV
call set appeared to account for approximately half of the 10.2 genes per genome estimated to be altered by rare
structural variants2: restricting to rare (MAF < 1%) whole-gene duplications and CNVs predicted to cause lossof-function (pLoF), a mean of 5.0 genes per individual were altered by such CNVs (2.8 pLoF and 2.2 gene
duplications). Across 18,251 genes, whole-gene duplications and pLoF CNVs were called in a median of 6 and
8 individuals, respectively, with observed counts decreasing with increasing gene constraint (Fig. 1g).
Fine-mapping analyses reveal likely-causal CNV-trait associations
HI-CNV’s detection of many previously-undiscovered CNVs in UK Biobank suggested that CNVphenotype association analyses might uncover new CNVs impacting human traits. We applied a combination of
single-variant and burden-style analyses to test three categories of CNVs (gene-level, CNV-level, and probelevel; Fig. 2a) for association with 56 heritable quantitative traits, including anthropometric traits, blood
pressure, measures of lung function, bone mineral density, blood cell indices, and serum biomarkers
(Supplementary Data 1). We performed association analyses on up to 452,500 UK Biobank participants of
European ancestry using linear mixed models implemented in BOLT-LMM21,22. We then removed associations
that could potentially be explained by linkage disequilibrium with other variants by requiring each association
to remain significant (P < 5 x 10-8) after conditioning on any other more-strongly-associated SNP, indel, or
CNV within 3 megabases (Methods). We previously observed that when fine-mapping associations involving
rare variants (which comprised nearly all CNVs we detected; Supplementary Fig. 2 and Supplementary Table
5), this pairwise LD filter effectively identifies variants likely to causally drive associations23. This analysis
pipeline resulted in 269 fine-mapped CNV-trait associations at 97 loci involving 252 likely-causal CNVs
(Supplementary Data 2 and 3).
Many of the 269 likely-causal CNV-phenotype associations had large effect sizes – including 59
associations with an absolute effect size greater than 1 standard deviation (s.d.) – and effect sizes generally
increased with decreasing minor allele frequency (MAF) (Fig. 2b). Only 10 of the 269 associations involved
common (MAF > 5%) CNVs, whereas 186 associations involved CNVs with MAF < 0.1%. The associations
affected most categories of phenotypes we considered, with blood cell phenotypes accounting for the majority
of likely-causal associations (137 of 269 associations).
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The likely-causal CNV-phenotype associations involved at least 252 unique CNVs (138 deletions, 114
duplications; Methods and Supplementary Data 3) which were enriched for multiple attributes correlated with
functional impact (Fig. 2c). Likely-causal CNVs tended to be longer than average13 and were much more likely
to overlap coding sequences of genes (85.8% coding-overlapping vs. 22.1% expected for deletions; 94.7% vs.
43.4% expected for duplications; Fig. 2c and Supplementary Table 6). For the small fraction of likely-causal
deletions that did not overlap coding sequence (14.2%), roughly half overlapped enhancer annotations (42.1%
vs. 8.4% expected; P = 7.76 x 10-5) (Supplementary Table 7). The majority of likely-causal deletions affected
either one gene (35%) or two genes (18%), facilitating further investigation of potential targets of traitmodifying CNVs.
CNV loci corroborate SNP associations and implicate new genes
Of the 97 loci involved in the 269 fine-mapped CNV-trait associations, 74 loci represented novel (to our
knowledge) CNV-trait associations (Fig. 2d). In assessing novelty, we considered all previously published
large-scale CNV association studies of which we were aware6,10–15,17, including previous analyses of UK
Biobank in which CNVs were genotyped using PennCNV10,12 (which did not detect most likely-causal CNVs
smaller than 100 kb; Supplementary Fig. 3). For half of the novel CNV loci (37 of 74 loci), we could identify a
putative target gene (Fig. 2d,e and Supplementary Data 3). Among the 23 previously reported loci, roughly half
(13 loci) corresponded to syndromic CNVs known to cause genetic disorders (Methods). These CNVs generally
affected more phenotype categories and overlapped more genes than CNVs at non-syndromic loci (Fig. 2f), as
expected.
Many CNV associations corroborated target genes recently implicated by coding variant association
studies14,23,24, including rare height-reducing deletions in CRISPLD2 and ADAMTS17, a rare sex hormone
binding globulin (SHBG)-increasing deletion in HGFAC, and a rare IGF-1-decreasing partial deletion of MSR1
(Fig. 2e). Other CNVs altered genes with known function but for which effects of population-polymorphic
variants have not previously been described, such as TFRC (encoding transferrin receptor protein 1)25,26. Ultrarare CNVs predicted to result in TFRC loss-of-function (pLoF) were found in 15 individuals and associated
with 2.24 (s.e. 0.22) s.d. lower mean corpuscular hemoglobin and increased risk of iron deficiency anemia (OR
= 4.9 (95% CI, 1.2-18.1); P = 0.034, Fisher’s exact test among unrelated participants). Several other CNV
associations newly implicated genes contributing to the architecture of complex traits (Fig. 2e). Given the large
number of novel CNV loci identified here, we focus below on describing three classes of particularly interesting
loci: (1) CNV associations stronger than any nearby SNP, (2) loci at which CNVs, together with nearby SNPs,
created long allelic series, and (3) additional loci newly implicating putative target genes.
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New CNV associations stronger than nearby SNPs
Among 169 associations involving non-syndromic CNVs, a subset of 37 associations (22%) were
stronger than associations of all SNPs within 500kb. Several of these associations implicated novel gene-trait
relationships; here we highlight two loci with such associations. First, ultra-rare UHRF2 pLoF CNVs (carried
by 19 UK Biobank participants) associated with a 1.11 (0.17) s.d. decrease in height (corresponding to 7.2 (1.1)
cm shorter stature; P = 8.2 x 10-11; Fig. 3a and Supplementary Table 8). This association between UHRF2 and
height was not visible from SNPs at the locus, none of which reached genome-wide significance (Fig. 3a).
However, among 185,365 exome-sequenced UK Biobank participants27, nine carriers of UHRF2 proteintruncating SNP or indel variants (PTVs) exhibited 1.03 (0.25) s.d. decreased height (P = 3 x 10-5), corroborating
the CNV association (Fig. 3a, Methods, and Supplementary Information). UHRF2 has not previously been
implicated in large genome-wide association studies of height, demonstrating the utility of CNV association
studies and motivating further study of how loss of one functional copy of UHRF2 (which encodes an E3
ubiquitin-protein ligase) impairs growth.
Another set of associations implicated copy-number variation of SLC2A3 as a modifier of age at
menarche (P = 1.6 x 10-17), height (P = 7.7 x 10-12), and blood count phenotypes (Fig. 3b and Supplementary
Data 2). SLC2A3 encodes GLUT3, a glucose transporter expressed in multiple tissues, and is prone to nonallelic homologous recombination that produces gene dosage-modifying ~130kb duplications and deletions
(MAF = 1.9% and 0.4%, respectively, in our call set). SLC2A3 CNVs have been observed in many earlier
studies, several of which have reported nominally significant associations with various clinical phenotypes;
however, replication of these associations has been mixed28. In UK Biobank, SLC2A3 deletions associated with
delayed menarche (0.20 (0.03) years), increased height (0.25 (0.08) cm), and decreased basophil and
lymphocyte counts, while duplications associated with reciprocal effects of roughly half the magnitude (Fig. 3b
and Supplementary Table 9). No individuals carried zero SLC2A3 copies (vs. 7.9 such individuals expected; P =
0.0009), consistent with previous literature suggesting that homozygous LoF mutations may be incompatible
with life28,29 (Supplementary Fig. 4). These results support a dosage-sensitive role of GLUT3 in multiple organ
systems.
Several other associations provided examples of loci at which SNP associations appeared to tag morestrongly-associated CNVs. Among the 37 associations for which a non-syndromic CNV attained the strongest
association within 500kb, 21 involved loci at which a nearby SNP also reached significance. For six of those
associations, the top SNP association became non-significant upon conditioning on the CNV. For example, a
low-frequency (MAF = 2.2%) deletion upstream of BMP5, which encodes bone morphogenetic protein 5,
associated strongly with increased bone mineral density (0.12 (0.01) s.d.; P = 9.2 x 10-82) and appeared to
explain strong SNP associations nearby (P = 3.8 x 10-51, conditional P = 0.24; Fig. 3c and Supplementary Table
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10), highlighting the importance of including structural variants in GWAS fine-mapping. BMP5 SNP and indel
PTVs associated with stronger effects on bone mineral density (0.48 (0.17) s.d.; P = 0.005), suggesting that the
deletion might affect an upstream regulatory region for BMP5, and motivating further exploration of allelic
series including CNVs and SNPs.
Allelic series involving both regulatory and gene-altering CNVs
Several CNV-trait associations contributed to long allelic series involving both CNVs that appeared to
modify regulatory elements as well as CNVs that directly affected genes, providing opportunities to explore the
effects of such mutations relative to one another and to SNP and indel polymorphisms. At the 𝛼-globin locus, at
which copy-number polymorphisms of HBA2 and HBA1 (both encoding 𝛼-globin) are known to cause
thalassemias, an extended allelic series containing eight classes of CNVs enabled further insights into genetic
control of alpha-globin expression (Fig. 4a, Supplementary Fig. 5, and Supplementary Table 11). 𝛼-globin and
𝛽-globin together compose hemoglobin, and both the production and balance of 𝛼- and 𝛽-globin are important
for normal erythropoiesis (such that relatively too little 𝛼-globin can lead to 𝛼-thalassemia whereas 𝛼-globin
duplication can increase the severity of 𝛽-thalassemia)30,31. In UK Biobank, ultra-rare deletions that spanned
either the 𝛼-globin gene pair, the upstream 𝛼-globin locus control region (HS-40), or the entire 𝛼-globin locus
all associated with strongly decreased (~3 s.d.) mean corpuscular hemoglobin (MCH) and increased red blood
cell (RBC) counts, consistent with such mutations causing 𝛼-thalassemia by inactivating the locus30,32–35.
“Silent” deletions of only HBA2 associated with a relatively milder 1.7 (0.2) s.d. decrease in MCH. Intriguingly,
duplications of these genomic elements exhibited a further range of effects: while duplications that increased 𝛼globin gene dosage by 1-2 copies appeared to have little or no impact on MCH, duplications of the entire 𝛼globin locus appeared to have an effect similar to loss of one 𝛼-globin gene (1.9 (0.2) s.d. lower MCH). This
allelic series suggests that increased and decreased α-globin expression result in similar hematological
phenotypes (consistent with the importance of balance in 𝛼- and 𝛽-globin) and that enhancer function rather
than 𝛼-globin gene dosage primarily limits increases in 𝛼-globin expression. These results illustrate the ability
of biobank-scale CNV analyses to extend knowledge even at well-studied loci.
Some allelic series involved known gene-trait relationships but appeared to reveal novel CNV effects
with no SNP analogues. At JAK2, ultra-rare CNVs predicted to cause loss of JAK2 function associated with a
1.16 (0.15) s.d. increase in platelet counts (P = 9.9 x 10-15; Fig. 4b and Supplementary Table 12). This
association, which replicated in an analysis of SNP and indel PTVs (b = 0.89 (0.11) s.d., P = 1.1 x 10-15; Fig.
4b), corroborated previous reports of an unexpected negative regulatory role for Jak2 in thrombopoiesis36.
Interestingly, a distinct set of ultra-rare deletions centered ~220kb upstream of JAK2 associated with a 0.54
(0.09) s.d. increase in platelet counts (P = 9.5 x 10-9; Fig. 4b and Supplementary Table 12), roughly half the
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effect size of pLoF variants. The focal <4kb region shared by these deletions matched a strong megakaryocytespecific accessible chromatin region previously implicated by common-SNP association and fine-mapping
studies37 (Fig. 4b) that appeared likely to regulate JAK2 (Supplementary Table 13). However, deletion of the
entire enhancer element associated with a five-fold larger effect on platelet counts than the single-base pair
modifications produced by SNPs within the enhancer (Fig. 4b and Supplementary Table 12), highlighting the
ability of CNVs to enable further insights into complex trait genetics by altering the genome in ways that SNPs
cannot.
Copy-number variants also contributed to an extended allelic series at IRF8, which encodes a
transcription factor critical to monocyte differentiation38. Strong SNP associations with monocyte counts have
previously been observed at the IRF8 locus, led by a common noncoding 10bp insertion in IRF8 with a mild
effect size (0.102 (0.002) s.d.; P = 7.8 x 10-587; Fig. 4c and Supplementary Table 14). Multiple SNPs
downstream of IRF8 also associated independently with monocyte counts (consistent with the presence of
multiple distal enhancers39,40), including a low-frequency SNP (rs11642657; MAF=0.8%) with a larger effect
size (0.39 (0.01) s.d.; Fig. 4c and Supplementary Table 14). CNVs provided further insights into complex
genetics at this locus: loss of one functional copy of IRF8 (identified in 10 carriers of either pLoF CNVs or
PTVs) appeared to produce a larger increase in monocyte count (0.94 (0.28) s.d.; P = 0.0009), while a
downstream deletion near rs11642657 had a moderate effect size similar to this SNP (0.28 (0.04) s.d.; P = 4.7 x
10-11), suggesting the presence of an important regulatory region (Fig. 4c).
Some allelic series implicated new gene-trait associations. Ultra-rare deletions at R3HDM4, a gene with
unknown function, associated with 0.54 (0.08) s.d. higher reticulocyte counts (P = 3.5 x 10-11; Fig. 4d and
Supplementary Data 2). This association was corroborated by R3HDM4 PTVs (b = 0.52 (0.10) s.d., P = 2.7 x
10-7), and a common intronic SNP also exhibited a mild-effect but strongly significant association with
reticulocyte counts (b = 0.041 (0.002) s.d., P = 6.6 x 10-86; Fig. 4d and Supplementary Table 15). Interestingly,
closer inspection of the deletions showed that they consisted of both exon-overlapping, pLoF deletions as well
as intronic deletions falling fully within the first intron of R3HDM4, yet associating with a similar increase in
reticulocyte counts (0.45 (0.10) s.d.; Fig. 4d). These results suggest a key regulatory role of the intronic region
spanned by the deletions, which contains an accessible chromatin region (in erythroblasts) with predicted
R3HDM4 enhancer function41,42. Despite their associations with reticulocyte counts, neither type of deletion
appeared to affect red blood cell counts (P = 0.17). These observations, which will require further understanding
of R3HDM4 function to explain, again show the ability of regulatory CNVs to have significant phenotypic
impacts, sometimes as strong as gene-dosage altering CNVs.
Diverse potential functional impacts of CNVs
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The remaining likely-causal CNVs involved in new gene-trait associations (Fig. 2e) appeared to alter
gene dosage or function via a diversity of genomic modifications. Four rare deletions appeared to reduce or
abolish gene function in a variety of ways. Two deletions associated with height: an inframe deletion of DIS3L2
exon 9 previously reported to reduce ribonuclease activity and cause Perlman syndrome (an autosomal recessive
disease characterized by congenital overgrowth)43 surprisingly appeared to decrease height by 0.44 (0.04) s.d.
in heterozygous carriers (P = 3.9 x 10-22), and a whole-gene deletion of SLC35E2B associated with modestly
decreased height and increased MCH (Supplementary Data 2). Two other deletions associated with ~0.2-0.3 s.d.
effects on platelet traits: an inframe deletion of DOK3 exon 3 and a deletion of the final exon of PARVB
(encoding 26 of 364 amino acids) (Supplementary Data 2).
Another novel gene-trait association involved ultra-rare (MAF=0.003%), large (>700 kb) duplications
that appeared to target a single gene, CXCR4, and associated with a 0.99 (0.17) s.d. decrease in monocyte
counts (P = 5.5 x 10-9, Supplementary Data 2). Gain-of-function mutations within CXCR4 (chemokine receptor
4) cause autosomal dominant WHIM syndrome, an immunodeficiency disease44. Here, duplication of CXCR4
appeared to produce relatively milder decreases in leukocyte counts (including 0.5 (0.2) s.d. reduced neutrophil
and lymphocyte counts) with no apparent disease phenotypes.
A final association with platelet distribution width involved a low-frequency (MAF=0.7%) variant that
initially appeared to be a duplication at MTMR2 (Supplementary Data 2) but was surprisingly absent from CNV
reference data sets2,45. Closer examination of sequencing reads from exome-sequenced carriers revealed that the
structural variant actually constitutes a retroposition of the spliced MTMR2 transcript into an intron of LRCH1
(Supplementary Note). A common SNP haplotype in a different intron of LRCH1 strongly and independently
associated with increased platelet distribution width (P = 2.5 x 10-172), and both the SNP association and the
insertion variant association (P = 3.5 x 10-17) appeared to be mediated by reduced LRCH1 expression (based on
analyses of GTEx data46; Supplementary Note), with the insertion exhibiting four-fold larger effects
(Supplementary Fig. 6 and Supplementary Table 16). This unexpected finding from SNP-array analysis hints at
further discoveries that will be enabled by sequencing technologies capable of comprehensively genotyping
structural variants.
Contrasting effects of deletions and duplications
Total genomic deletion burden and duplication burden have each been shown to associate with
deleterious effects on several human traits11,47,48. We similarly observed negative associations of deletion and
duplication burden with height and years of education (even after excluding syndromic CNVs), with deletions
appearing to be roughly four-fold as deleterious as duplications (Fig. 5a,b and Supplementary Table 17). The
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consistent negative effect directions of deletion burden and duplication burden contrasted with the opposite
effect directions that we observed at several loci involving focal reciprocal CNVs (Supplementary Data 2).
To more thoroughly explore the relative effects of focal deletions and duplications, we examined genetrait pairs for which we had previously identified PTVs likely to alter quantitative traits23. For each gene, we
compared the effects of likely-causal PTVs to those of whole-gene deletions and duplications (Supplementary
Note). As expected, gene deletions acted similarly to PTVs, with 16 of 41 genes exhibiting nominally
significant deletion associations (Fig. 5c), consistent with available power (Fig. 5d). In contrast, gene
duplications tended to act in the opposite direction as PTVs and with smaller effect magnitudes: 27 of 139 genes
exhibited nominally significant duplication associations (Fig. 5e), consistent with duplications tending to have
less than half the effects of deletions (Fig. 5f, Supplementary Fig. 7, and Supplementary Table 18). These
results suggest a contrast between CNV burden, which may be driven by large CNVs that disrupt many genes
and tend to be deleterious regardless of deletion or duplication status, versus focal CNVs, which may tend to
change the dosage of a specific key gene, resulting in reciprocal effects of deletions and duplications.
Discussion
These results demonstrate the power of haplotype-informed structural variant analysis that leverages
pervasive distant relatedness within large biobank cohorts to pool information about variants co-inherited by
individuals who share extended SNP haplotypes. Applied to explore CNV-phenotype associations in UK
Biobank, this approach uncovered many new ways in which genetic variation influences complex traits. At
several loci, large-effect CNVs newly implicated putative target genes, and at several other loci, CNVs, together
with nearby SNPs, created long allelic series illustrating the ability to CNVs to produce functional effects with
no SNP analogues (e.g., gene copy-gain and regulatory element deletion or duplication).
Beyond the specific biological findings reported here, our study also provides a careful analytical
approach for handling the statistical subtleties of performing association and fine-mapping analyses on difficultto-call structural variants that can span large genomic regions. Additionally, the observation of several CNVs
that represented lead associations at loci underscores the importance of considering structural variation even
when performing statistical fine-mapping of SNP associations15,49.
These results also motivate further exploration of the far-larger set of CNVs that were not accessible to
our analyses. While our approach enabled detection of 6-fold more CNVs than previous analyses of UK
Biobank, and these CNVs appeared to account for roughly half of the rare LoFs estimated to arise from
structural variation2, the CNVs we detected from SNP-array data still represent only a small fraction of the
thousands of CNVs typically present in each human genome2,3. In particular, we were unable to ascertain CNVs
smaller than the resolution of the SNP array (Supplementary Table 4), and we were also unable to genotype
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most common CNVs (MAF > 5%) due to inadequate SNP-array coverage and breakdown of modeling
assumptions (Supplementary Table 5). These limitations could be overcome by extending the HI-CNV
framework to whole-exome or whole-genome sequencing data, which is a promising direction for future
research, especially at loci that are challenging to genotype. We anticipate that future studies using these and
other approaches will provide further insights into the phenotypic consequences of copy-number variation.
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Figure 1: Haplotype-informed CNV detection from SNP-array data in UK Biobank. a. The HI-CNV
framework improves power to detect CNVs by analyzing SNP-array data from an individual together with
corresponding data from individuals with long shared haplotypes (“haplotype neighbors”). In contrast, standard
approaches analyze data from the individual alone. b. SNP-specific genotype cluster priors map allele-specific
(A and B allele) probe intensity measurements to probabilistic information about copy-number likelihoods. c.
Average number of CNVs called by PennCNV and HI-CNV per UK Biobank participant. d. Distribution of
total CNV length per individual in the HI-CNV call set. e. Validation rate of CNV calls from PennCNV and HICNV on 43 UK Biobank participants with independent whole-genome sequencing data. Error bars, 95% CIs. f.
Distribution of CNV lengths in the HI-CNV call set. g. Distributions (across increasingly constrained gene sets)
of observed counts of whole-gene deletions and duplications and pLoF CNVs in n=452,500 UK Biobank
participants. Centers, medians; box edges, 25th and 75th percentiles; whiskers, 5th and 95th percentiles.
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Figure 2: Fine-mapping analyses reveal likely-causal CNV-trait associations. a. Association and fine-mapping
pipeline; inset depicts the three categories of CNVs tested. b. Effect size versus minor allele frequency for 269 likelycausal CNV-phenotype associations, colored by phenotype category. c. Distributions of CNV length (left) and genic
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Figure 3: New CNV-phenotype associations stronger than nearby SNPs. a. UHRF2 locus. Top: height
associations for UHRF2 pLoF CNVs and nearby SNPs. Bottom: locations of UHRF2 pLoF CNVs and SNP and
indel PTVs; left: effect sizes for height. b. SLC2A3 locus. Top: menarche age associations for SLC2A3
duplications and deletions and nearby SNPs. Bottom: locations of SLC2A3 deletions and duplications; left:
effect sizes for menarche age, height, and basophil and lymphocyte counts. c. BMP5 locus. Top: bone mineral
density associations for a deletion upstream of BMP5 and nearby SNPs (colored according to linkage
disequilibrium with the deletion, for SNPs with R2>0.1 to the deletion). Bottom: locations of the upstream
deletion, BMP5 pLoF CNVs, and SNP and indel PTVs; left: effect sizes for bone mineral density. In all panels,
deletions are colored red and duplications are colored blue. Error bars on effect sizes, 95% CIs. Numerical
results are available in Supplementary Tables 8-10.
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Figure 4: Allelic series involving both regulatory and gene-altering CNVs. a. HBA locus. Eight classes of
CNVs at the 𝛼-globin locus and their effect sizes for mean corpuscular hemoglobin and red blood cell counts.
Genomic annotations indicate accessible chromatin regions in erythroblasts37 and distal DNase I hypersensitive
sites (DHS) for HBA2/HBA150, highlighting the HS-40 super-enhancer. b. JAK2 locus. Four classes of variants
– JAK2 pLoF CNVs, JAK2 SNP and indel PTVs, a deletion of a distal enhancer, and the common SNP
rs12005199 within the enhancer – and their effect sizes for platelet counts. Genomic annotations indicate
accessible chromatin regions in megakaryocytes37 and JAK2 distal DHS pairs50, which colocalize with
common-SNP platelet count associations (top) at the enhancer region ~220kb upstream of JAK2. c. IRF8 locus.
Fine-mapped common variants and rare pLoF variants at the IRF8 locus – including a putatively regulatory
distal deletion, IRF8 pLoF CNVs, and IRF8 SNP and indel PTVs – and their effect sizes for monocyte counts.
Genomic annotations indicate accessible chromatin regions in monocytes37 and GeneHancer connections42
between downstream regulatory regions and IRF8. d. R3HDM4 locus. Rare CNVs, SNP and indel PTVs, and a
common intronic SNP at R3HDM4 and their effect sizes for reticulocyte counts. Genomic annotations indicate
ChromHMM41 annotations, accessible chromatin regions in erythroblasts37, and GeneHancer connections42, all
indicating regulatory function in the first intron of R3HDM4. The lead-associated SNP rs1683587 (top) also lies
within this intron, suggesting regulatory function. In a and b, DHS pairs are colored by their correlation value,
from light red (correlation < 0.8) to dark red (correlation >0.95). Error bars on effect sizes, 95% CIs. Numerical
results are available in Supplementary Tables 11-15.
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Figure 5: Contrasting phenotypic effects of deletions and duplications. a,b. Mean height (a) and years of
education (b) as a function of total genomic length affected by deletions and duplications. Individuals carrying a
known syndromic CNV were excluded from analysis. Numerical results are presented in Supplementary Table
17. c. Associations between whole-gene deletions and quantitative traits in targeted analyses of 41 gene-trait
pairs for which we previously identified likely trait-altering PTVs23 and for which the HI-CNV call set
contained at least two whole-gene deletions. Effect sizes and 95% confidence intervals are shown in red for 16
genes for which whole-gene deletions exhibited nominally significant associations (P < 0.05); effect sizes for
SNP or indel PTVs23 are shown in black. d. Observing 16 nominally significant associations was consistent
with whole-gene deletions having the same effects as PTVs. Probability distributions indicate numbers of
significant associations in simulations in which whole-gene deletions have no effect (grey), half the effect
magnitude as PTVs (light pink), or the same effect magnitude as PTVs (red). e,f. Analogous results for wholegene duplications in targeted analyses of 139 gene-trait pairs, which produced 27 significant associations (P <
0.05), consistent with whole-gene duplications having less than half the effect magnitude of PTVs. (The
aberrant effect directions of DOCK8 deletions and duplications relative to the DOCK8 PTV rs192864327 may
be explained by this variant only causing loss of function in one of several transcripts.)
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Methods
UK Biobank genetic and phenotypic data
Genome-wide SNP-array data, including allelic dosages of pairs of alleles (labeled A and B) for 805,426
biallelic variants, was previously generated for 488,377 UK Biobank participants18. For CNV-calling, these
allelic intensities are typically transformed to measures of total intensity (LRR) and relative intensity (B-allele
frequency, BAF). We analyzed the LRR values provided by UK Biobank after first applying two de-noising
steps: (i) GC-correction of total allelic intensities and (ii) principal component (PC)-correction of LRR51; and
we directly computed relative genotyping intensities (Supplementary Note). We also analyzed whole genome
sequencing (WGS) data available for 48 individuals (for validation analyses) and whole exome sequencing
(WES) data available for 200,643 individuals27 (for follow-up analyses).
We restricted primary analyses to individuals of self-reported European ancestry included in the UK Biobank
imputed dataset18, and we excluded individuals with trisomy 21, blood cancer, or those who had withdrawn at
the time of our study (Supplementary Note), resulting in 454,759 participants with array data, 43 individuals
with WGS data, and 186,105 individuals with WES data.
We analyzed 56 heritable quantitative traits measured on the majority of UK Biobank participants. These traits
included anthropometric traits, blood pressure, measures of lung function, bone mineral density, blood cell
indices, and serum biomarkers (Supplementary Data 1). Quality control and normalization of the quantitative
traits was previously described22,23.
Overview of HI-CNV method for haplotype-informed CNV detection
We reasoned that CNV detection sensitivity from SNP-array data available in UK Biobank could be
considerably increased via two orthogonal strategies: (a) estimating SNP-specific priors for allele combinations
corresponding to CNV states (to enable more accurate assessment of probabilistic information about copynumber variation provided by probe intensities); and (b) integrating probe intensity data across individuals
likely to have co-inherited a large genomic tract. To estimate SNP-specific priors for allele combinations
corresponding to CNV states, we (i) directly estimated SNP-specific genotype cluster priors at a subset of SNPs
covered by large, easily-called CNVs; and then (ii) used these SNPs as a reference set from which SNP-specific
priors for other SNPs could be predicted (based on which SNPs in the reference set exhibited most-similar
probe intensity patterns). To incorporate probe intensity data across individuals likely to have co-inherited a
large genomic tract, for each individual and genomic position on the SNP-array, we used a PBWT-based
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algorithm to find the 10 longest identical-by-descent (IBD) matches (per haplotype of the individual) spanning
the position under consideration.
We used a hidden Markov model to call CNVs, integrating probabilistic information about copy-number state
across an individual and their “haplotype neighbors” by weighting each neighbor’s information according to
length of IBD-sharing. In more detail, at each SNP, for the individual and for each haplotype neighbor, we
computed Bayes factors for deletion and duplication states based on genotyping intensities from the
corresponding sample. We then created a weighted sum of log Bayes factors at each SNP, giving higher weights
to haplotype neighbors with longer IBD. We ran this analysis using several different weighting schemes
(trading off sensitivity to more recent vs. older mutations) and compiled calls made across these weighting
schemes.
We filtered CNV calls to deletions larger than 75bp and duplications larger than 500bp and removed individuals
with more than 100 CNV calls. Many of the samples with aberrantly many CNV calls appeared to share rare
technical artifacts in LRR that had escaped denoising. We therefore computed the first 10 principal components
of LRR in these aberrant individuals, ranked all individuals by the amount of LRR variance explained by these
artifact PCs, and further removed individuals in the top 0.5%. Finally, for all downstream analyses, we removed
calls on any chromosome in which we had previously detected a mosaic CNV52 as well as calls in regions with
frequent somatic events. After these quality control filters, we had called CNVs in 452,500 UK Biobank
participants (including 43 individuals with WGS data and 185,365 individuals with WES data). Further
methodological details are available in the Supplementary Note.
PennCNV call set in UK Biobank
We compared HI-CNV calls to previously-generated PennCNV7 calls made by analyzing Affymetrix CEL files
(Return 1701)10. Following suggested quality control procedures8, we filtered individuals with more than 30
calls made, a genotype call rate less than 96%, or an absolute waviness factor greater than 0.3. To facilitate
comparison to our HI-CNV call set, we then applied the same additional filtering of calls on chromosomes
containing mosaic CNVs and in regions with frequent somatic events.
Precision and recall of HI-CNV and PennCNV call sets
To benchmark performance of HI-CNV and PennCNV, we analyzed independent WGS data available for 43
individuals using CNVnator53 and DELLY54. To assess the precision, or validation rate, of array-based calls we
computed the proportion of HI-CNV (respectively, PennCNV) calls that were either (1) replicated by CNVnator
calls or (2) exhibited enrichment or depletion of read-depth (computed by CNVnator) consistent with the CNV
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call. To assess recall, or sensitivity, of HI-CNV and PennCNV, we analyzed calls from DELLY, which
produced a merged call set across WGS samples that was helpful for computing recall of CNVs within allele
frequency ranges. For each DELLY call, we annotated whether HI-CNV (respectively, PennCNV) called an
overlapping event. Further details on computing precision and recall are provided in the Supplementary Note.
Stratifying carrier counts of gene dosage-modifying CNVs by LOEUF score
For each protein-coding gene, we computed the number of UK Biobank participants of European ancestry
carrying whole-gene deletions, whole-gene duplications, and CNVs predicted to cause loss of function (pLoF;
Supplementary Note). We then annotated each gene with its LOEUF sextile bin (‘oe_lof_upper_bin_6’ from the
pLoF Metrics by Gene TSV file downloaded from https://gnomad.broadinstitute.org/downloads), which
estimates strength of selection against protein-truncating mutations55. We restricted to genes with a non-missing
LOEUF sextile bin and genes with only one annotated canonical transcript. In Fig. 1g, we reversed the order of
LOEUF sextile bins such that higher-numbered bins correspond to more-constrained genes.
Association testing and statistical fine-mapping
We performed CNV-phenotype association analyses on three distinct classes of CNVs defined based on 1)
SNP-array probe overlap, 2) gene overlap, and 3) specific CNVs. Analyses on the SNP probe level tested the
hypothesis that a change in copy number (deletion or duplication, respectively) at the genomic location of the
SNP alters the phenotype. Analyses on the gene level tested the hypothesis that a change in copy number
affecting the gene in question (whole-gene deletion, whole-gene duplication, and pLoF, respectively) alters the
phenotype. Analyses on the CNV level tested whether a specific CNV (allowing for slightly differing endpoints
in calls from different samples) alters the phenotype. These tests comprised both burden-style analyses (the
probe- and gene-level tests) and single-variant analyses (the CNV-level tests), for a total of ~1.7 million tests.
Given that these tests contained a high degree of redundancy (e.g., because probe-level tests at consecutive
SNPs tended to be very strongly correlated), we used the standard genome-wide significance threshold (P < 5 x
10-8) to determine significant associations.
We conducted association tests using BOLT-LMM21,22 (--lmmForceNonInf) with assessment center, genotyping
array, sex, age, age squared and 20 genetic principal components included as covariates. We fit the mixed
model on directly genotyped autosomal variants with MAF > 10-4 and missingness < 0.1 and computed
association test statistics for CNVs in the three categories defined above; a similar pipeline produced
association test statistics for SNP and indel variants imputed by UK Biobank (the imp_v3 release) and variants
we previously imputed from the first tranche of exome-sequencing of 49,960 participants23. We included all
participants with non-missing phenotypes in the European-ancestry HI-CNV call set described above.
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To filter significant associations to a set of likely-causal associations, we used a pipeline we previously
developed23 to eliminate associations that could be explained by linkage disequilibrium (LD) with nearby
variants (here, either SNP or indel variants from the UK Biobank imp_v3 release or variants we had imputed
from WES23). This filter required CNVs to remain significant after conditioning on any other more strongly
associated variant nearby. More explicitly, for every CNV i significantly associated with a given phenotype, we
calculated its correlation 𝑟$% with each more strongly associated variant j (including other CNVs and imputed
SNPs and indels) within 3Mb using plink ‘--r’56. We then computed the approximate chi-square association
statistic for CNV i conditioned on variant j as:
(

(
𝜒$|%

𝜒%(
≈ 𝜒$( *1 − 𝑟$% 𝑠𝑖𝑔𝑛1𝛽$ 𝛽% 23 ( 4 .
𝜒$

(
We defined likely-causal associations as those with the property that 𝜒$|%
≥ 29.7168 (P < 5 x 10-8) for all

variants j more strongly associated with the trait than CNV i. We previously observed that this pairwise LDbased filter was effective for fine-mapping rare variant associations23.
Defining and annotating CNV loci
To group phenotype-associated CNVs into genomic loci, we first identified a set of unique CNVs contributing
to likely-causal associations (accounting for uncertainty in CNV breakpoints and for probe-level and gene-level
tests aggregating signal across multiple CNVs; Supplementary Note). We then ordered this set of likely-causal
CNVs from smallest to largest, and if a CNV fell within 100kb of a previous CNV, we considered it to be part
of the same locus. We annotated a likely-causal CNV as syndromic if it overlapped a previously-curated
pathogenic CNV10 by more than 50%. We identified putative target genes of non-syndromic, likely-causal
CNVs either by observing that a focal CNV association only overlapped a single gene or by finding
independent supporting evidence for a particular gene within or near the CNV region (specifically, a coding
variant association or experimental literature). Further details on defining and annotating loci are provided in
the Supplementary Note.
Follow-up analyses at highlighted loci
At a subset of loci we investigated in greater detail (Fig. 3 and Fig. 4), we identified carriers of high-confidence
loss-of-function SNP and indel variants (annotated using LOFTEE55) among the 185,365 individuals with
whole-exome sequencing data27 in our analysis set. To increase power to assess phenotypic impacts of SNP and
indel PTVs, we residualized phenotypes for polygenic predictions of the phenotype using array-typed SNPs
(omitting those within 2Mb of the gene of interest) that we generated using BOLT-LMM ‘—predBetasFile’ in
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10-fold cross-validation (emulating linear mixed model association analysis)57. Residualized phenotypes could
then be modeled as a function of SNP and indel PTV carrier status, as well as carrier status for other CNVs or
SNPs of interest. We performed these analyses after our initial association analyses, such that numbers of
carriers of CNVs differ slightly between Supplementary Data 2 and the locus plots in Fig. 3 and Fig. 4
(generated using karyoploteR58) due to participant withdrawals.
Data availability. Access to the UK Biobank Resource is available by application
(http://www.ukbiobank.ac.uk/). Individual-level HI-CNV calls and summary association statistics for the 56
quantitative traits we analyzed will be returned to UK Biobank.
Code availability. The following publicly available software packages were used to perform analyses: BOLTLMM (v2.3.5), https://data.broadinstitute.org/alkesgroup/BOLT-LMM/; plink (v1.9), https://www.coggenomics.org/plink/1.9/; CNVnator, https://github.com/abyzovlab/CNVnator; DELLY,
https://github.com/dellytools/delly. Code and scripts used to perform CNV-calling and downstream analyses
will be released prior to publication.

21

bioRxiv preprint doi: https://doi.org/10.1101/2021.10.21.465308; this version posted October 21, 2021. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It is made
available under aCC-BY-NC-ND 4.0 International license.

References
1. Sudmant PH, Rausch T, Gardner EJ, et al. An integrated map of structural variation in 2,504 human
genomes. Nature. 2015;526(7571):75-81. doi:10.1038/nature15394
2. Collins RL, Brand H, Karczewski KJ, et al. A structural variation reference for medical and population
genetics. Nature. 2020;581(7809):444-451. doi:10.1038/s41586-020-2287-8
3. Abel HJ, Larson DE, Regier AA, et al. Mapping and characterization of structural variation in 17,795 human
genomes. Nature. 2020;583(7814):83-89. doi:10.1038/s41586-020-2371-0
4. Sebat J, Lakshmi B, Malhotra D, et al. Strong Association of De Novo Copy Number Mutations with
Autism. Science. 2007;316(5823):445-449. doi:10.1126/science.1138659
5. Sanders SJ, Ercan-Sencicek AG, Hus V, et al. Multiple Recurrent De Novo CNVs, Including Duplications of
the 7q11.23 Williams Syndrome Region, Are Strongly Associated with Autism. Neuron. 2011;70(5):863885. doi:10.1016/j.neuron.2011.05.002
6. Marshall CR, Howrigan DP, Merico D, et al. Contribution of copy number variants to schizophrenia from a
genome-wide study of 41,321 subjects. Nat Genet. 2017;49(1):27-35. doi:10.1038/ng.3725
7. Wang K, Li M, Hadley D, et al. PennCNV: An integrated hidden Markov model designed for high-resolution
copy number variation detection in whole-genome SNP genotyping data. Genome Res. 2007;17:1665-1674.
8. Kendall KM, Rees E, Escott-Price V, et al. Cognitive Performance Among Carriers of Pathogenic Copy
Number Variants: Analysis of 152,000 UK Biobank Subjects. Biol Psychiatry. 2017;82(2):103-110.
doi:10.1016/j.biopsych.2016.08.014
9. Owen D, Bracher-Smith M, Kendall KM, et al. Effects of pathogenic CNVs on physical traits in participants
of the UK Biobank. BMC Genomics. 2018;19(1):867. doi:10.1186/s12864-018-5292-7
10. Crawford K, Bracher-Smith M, Owen D, et al. Medical consequences of pathogenic CNVs in adults:
analysis of the UK Biobank. J Med Genet. 2019;56(3):131-138. doi:10.1136/jmedgenet-2018-105477
11. Macé A, Tuke MA, Deelen P, et al. CNV-association meta-analysis in 191,161 European adults reveals new
loci associated with anthropometric traits. Nat Commun. 2017;8(1):744. doi:10.1038/s41467-017-00556-x
12. Aguirre M, Rivas MA, Priest J. Phenome-wide Burden of Copy-Number Variation in the UK Biobank. Am
J Hum Genet. 2019;105(2):373-383. doi:10.1016/j.ajhg.2019.07.001
13. Li YR, Glessner JT, Coe BP, et al. Rare copy number variants in over 100,000 European ancestry subjects
reveal multiple disease associations. Nat Commun. 2020;11(1):255. doi:10.1038/s41467-019-13624-1
14. Sinnott-Armstrong N, Tanigawa Y, Amar D, et al. Genetics of 35 blood and urine biomarkers in the UK
Biobank. Nat Genet. 2021;53(2):185-194. doi:10.1038/s41588-020-00757-z
15. Beyter D, Ingimundardottir H, Oddsson A, et al. Long-read sequencing of 3,622 Icelanders provides insight
into the role of structural variants in human diseases and other traits. Nat Genet. 2021;53(6):779-786.
doi:10.1038/s41588-021-00865-4
16. Collins RL, Glessner JT, Porcu E, et al. A cross-disorder dosage sensitivity map of the human genome.
MedRxiv. Published online 2021. doi:10.1101/2021.01.26.21250098
22

bioRxiv preprint doi: https://doi.org/10.1101/2021.10.21.465308; this version posted October 21, 2021. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It is made
available under aCC-BY-NC-ND 4.0 International license.

17. Chen L, Abel HJ, Das I, et al. Association of structural variation with cardiometabolic traits in Finns. Am J
Hum Genet. 2021;108(4):583-596. doi:10.1016/j.ajhg.2021.03.008
18. Bycroft C, Freeman C, Petkova D, et al. The UK Biobank resource with deep phenotyping and genomic
data. Nature. 2018;562(7726):203-209. doi:10.1038/s41586-018-0579-z
19. Durbin R. Efficient haplotype matching and storage using the positional Burrows-Wheeler transform
(PBWT). Bioinformatics. 2014;30(9):1266-1272. doi:10.1093/bioinformatics/btu014
20. Zhou Y, Browning SR, Browning BL. A Fast and Simple Method for Detecting Identity-by-Descent
Segments in Large-Scale Data. Am J Hum Genet. 2020;106(4):426-437. doi:10.1016/j.ajhg.2020.02.010
21. Loh P-R, Tucker G, Bulik-Sullivan BK, et al. Efficient Bayesian mixed-model analysis increases
association power in large cohorts. Nat Genet. 2015;47(3):284-290. doi:10.1038/ng.3190
22. Loh P-R, Kichaev G, Gazal S, Schoech AP, Price AL. Mixed-model association for biobank-scale datasets.
Nat Genet. 2018;50(7):906-908. doi:10.1038/s41588-018-0144-6
23. Barton AR, Sherman MA, Mukamel RE, Loh P-R. Whole-exome imputation within UK Biobank powers
rare coding variant association and fine-mapping analyses. Nat Genet. 2021;53(8):1260-1269.
doi:10.1038/s41588-021-00892-1
24. Marouli E, Graff M, Medina-Gomez C, et al. Rare and low-frequency coding variants alter human adult
height. Nature. 2017;542(7640):186-190. doi:10.1038/nature21039
25. Levy JE, Jin O, Fujiwara Y, Kuo F, Andrews N. Transferrin receptor is necessary for development of
erythrocytes and the nervous system. Nat Genet. 1999;21(4):396-399. doi:10.1038/7727
26. Conway AJ, Brown FC, Rank G, et al. Characterization of Tfrc-mutant mice with microcytic phenotypes.
Blood Adv. 2018;2(15):1914-1922. doi:10.1182/bloodadvances.2018018820
27. Szustakowski JD, Balasubramanian S, Kvikstad E, et al. Advancing human genetics research and drug
discovery through exome sequencing of the UK Biobank. Nat Genet. 2021;53(7):942-948.
doi:10.1038/s41588-021-00885-0
28. Ziegler GC, Almos P, McNeill RV, Jansch C, Lesch K. Cellular effects and clinical implications of SLC2A3
copy number variation. J Cell Physiol. 2020;235(12):9021-9036. doi:10.1002/jcp.29753
29. Schmidt S, Hommel A, Gawlik V, et al. Essential role of glucose transporter GLUT3 for post-implantation
embryonic development. J Endocrinol. 2009;200(1):23-33. doi:10.1677/JOE-08-0262
30. Piel FB, Weatherall DJ. The α-Thalassemias. Longo DL, ed. N Engl J Med. 2014;371(20):1908-1916.
doi:10.1056/NEJMra1404415
31. Taher AT, Musallam KM, Cappellini MD. β-Thalassemias. Longo DL, ed. N Engl J Med. 2021;384(8):727743. doi:10.1056/NEJMra2021838
32. Hatton C, Wilkie A, Drysdale H, et al. Alpha-thalassemia caused by a large (62 kb) deletion upstream of the
human alpha globin gene cluster. Blood. 1990;76(1):221-227. doi:10.1182/blood.V76.1.221.221
33. Liebhaber SA. Inactivation of human a-globin gene expression by a de novo deletion located upstream of
the a-globin gene cluster. Proc Natl Acad Sci USA. Published online 1990:5.
23

bioRxiv preprint doi: https://doi.org/10.1101/2021.10.21.465308; this version posted October 21, 2021. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It is made
available under aCC-BY-NC-ND 4.0 International license.

34. Wilkie M, Lamb J, Harris PC, Finneyt RD, Higgs DR. A truncated human chromosome 16 associated with
a thalassaemia is stabilized by addition of telomeric repeat (TTAGGG>n. 1990;346:4.
35. Hay D, Hughes JR, Babbs C, et al. Genetic dissection of the α-globin super-enhancer in vivo. Nat Genet.
2016;48(8):895-903. doi:10.1038/ng.3605
36. Meyer SC, Keller MD, Woods BA, et al. Genetic studies reveal an unexpected negative regulatory role for
Jak2 in thrombopoiesis. Blood. 2014;124(14):2280-2284. doi:10.1182/blood-2014-03-560441
37. Ulirsch JC, Lareau CA, Bao EL, et al. Interrogation of human hematopoiesis at single-cell and singlevariant resolution. Nat Genet. 2019;51(4):683-693. doi:10.1038/s41588-019-0362-6
38. Kurotaki D, Osato N, Nishiyama A, et al. Essential role of the IRF8-KLF4 transcription factor cascade in
murine monocyte differentiation. Blood. 2013;121(10):1839-1849. doi:10.1182/blood-2012-06-437863
39. Schönheit J, Kuhl C, Gebhardt ML, et al. PU.1 Level-Directed Chromatin Structure Remodeling at the Irf8
Gene Drives Dendritic Cell Commitment. Cell Rep. 2013;3(5):1617-1628. doi:10.1016/j.celrep.2013.04.007
40. Durai V, Bagadia P, Granja JM, et al. Cryptic activation of an Irf8 enhancer governs cDC1 fate
specification. Nat Immunol. 2019;20(9):1161-1173. doi:10.1038/s41590-019-0450-x
41. Ernst J, Kellis M. Chromatin-state discovery and genome annotation with ChromHMM. Nat Protoc.
2017;12(12):2478-2492. doi:10.1038/nprot.2017.124
42. Fishilevich S, Nudel R, Rappaport N, et al. GeneHancer: genome-wide integration of enhancers and target
genes in GeneCards. Database. 2017;2017. doi:10.1093/database/bax028
43. Astuti D, Morris MR, Cooper WN, et al. Germline mutations in DIS3L2 cause the Perlman syndrome of
overgrowth and Wilms tumor susceptibility. Nat Genet. 2012;44(3):277-284. doi:10.1038/ng.1071
44. Hernandez PA, Gorlin RJ, Lukens JN, et al. Mutations in the chemokine receptor gene CXCR4 are
associated with WHIM syndrome, a combined immunodeficiency disease. Nat Genet. 2003;34:5.
45. Byrska-Bishop M, Evani US, Zhao X, et al. High coverage whole genome sequencing of the expanded 1000
Genomes Project cohort including 602 trios. bioRxiv. Published online February 7, 2021.
doi:10.1101/2021.02.06.430068
46. Aguet F, Barbeira AN, Bonazzola R, et al. The GTEx Consortium atlas of genetic regulatory effects across
human tissues. Science. 2020;369:1318-1330.
47. Dauber A, Yu Y, Turchin MC, et al. Genome-wide Association of Copy-Number Variation Reveals an
Association between Short Stature and the Presence of Low-Frequency Genomic Deletions. Am J Hum
Genet. 2011;89(6):751-759. doi:10.1016/j.ajhg.2011.10.014
48. Wheeler E, Huang N, Bochukova EG, et al. Genome-wide SNP and CNV analysis identifies common and
low-frequency variants associated with severe early-onset obesity. Nat Genet. 2013;45(5):513-517.
doi:10.1038/ng.2607
49. Mukamel RE, Handsaker RE, Sherman MA, et al. Protein-coding repeat polymorphisms strongly shape
diverse human phenotypes. Science. 2021;373:1499-1505.
50. Thurman RE, Rynes E, Humbert R, et al. The accessible chromatin landscape of the human genome.
Nature. 2012;489(7414):75-82. doi:10.1038/nature11232
24

bioRxiv preprint doi: https://doi.org/10.1101/2021.10.21.465308; this version posted October 21, 2021. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It is made
available under aCC-BY-NC-ND 4.0 International license.

51. Dennis J, Walker L, Tyrer J, Michailidou K, Easton DF. Detecting rare copy number variants from Illumina
genotyping arrays with the CamCNV pipeline: Segmentation of z -scores improves detection and reliability.
Genet Epidemiol. 2021;45(3):237-248. doi:10.1002/gepi.22367
52. Loh P-R, Genovese G, McCarroll SA. Monogenic and polygenic inheritance become instruments for clonal
selection. Nature. 2020;584(7819):136-141. doi:10.1038/s41586-020-2430-6
53. Abyzov A, Urban AE, Snyder M, Gerstein M. CNVnator: An approach to discover, genotype, and
characterize typical and atypical CNVs from family and population genome sequencing. Genome Res.
2011;21(6):974-984. doi:10.1101/gr.114876.110
54. Rausch T, Zichner T, Schlattl A, Stutz AM, Benes V, Korbel JO. DELLY: structural variant discovery by
integrated paired-end and split-read analysis. Bioinformatics. 2012;28(18):i333-i339.
doi:10.1093/bioinformatics/bts378
55. Karczewski KJ, Francioli LC, Tiao G, et al. The mutational constraint spectrum quantified from variation in
141,456 humans. Nature. 2020;581(7809):434-443. doi:10.1038/s41586-020-2308-7
56. Chang CC, Chow CC, Tellier LC, Vattikuti S, Purcell SM, Lee JJ. Second-generation PLINK: rising to the
challenge of larger and richer datasets. GigaScience. 2015;4(1):7. doi:10.1186/s13742-015-0047-8
57. Mefford J, Park D, Zheng Z, et al. Efficient Estimation and Applications of Cross-Validated Genetic
Predictions to Polygenic Risk Scores and Linear Mixed Models. J Comput Biol. 2020;27(4):599-612.
doi:10.1089/cmb.2019.0325
58. Gel B, Serra E. karyoploteR: an R/Bioconductor package to plot customizable genomes displaying arbitrary
data. Hancock J, ed. Bioinformatics. 2017;33(19):3088-3090. doi:10.1093/bioinformatics/btx346

25

