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ABSTRACT
Recorded activity of cortical neurons during behavior is often analyzed with dimensionality reduction methods.
The resulting oscillatory trajectories have been interpreted as signatures of latent oscillatory dynamical
systems. Here we show that oscillatory trajectories arise as a consequence of the horseshoe effect after applying
dimensionality reduction methods on signals that approximately exhibit continuous variation in time,
regardless of whether latent oscillatory dynamical systems are present or not. We show that task-relevant
information is instead contained in deviations between oscillatory trajectories, which we account for by
introducing a new model that goes beyond the dichotomy between representational and dynamical systems
models of neural activity. Our findings help interpret the results of dimensionality reduction analyses.

Main text
Modern experimental techniques allow researchers to monitor the activity of hundreds to
thousands of neurons simultaneously. Analyzing, interpreting and understanding such highdimensional neural activity is challenging. Dimensionality reduction methods are commonly
used to try to help simplify the interpretation of this activity1,2. Consistent, interpretable lowdimensional structure in the identified trajectories is often taken as a meaningful insight into
the underlying computations or mechanistic structure of the recorded neural population 3,4.
For example, dimensionality reduction methods have shown correlated patterns of activity
that trace out oscillatory trajectories when applied to the neuronal activity of motor cortical
neural populations during movement3,5,6, to the neuronal activity of the prefrontal cortex
during working memory7, or to the LFP activity of the lateral sensorimotor cortex during
speech articulation8. The shapes of these neural modes show stability across recorded
neuron sets, tasks, trials and time9. These oscillatory trajectories have been interpreted as
evidence that the activity of motor cortical populations behaves as a latent oscillatory
dynamical system3,4. However, fields such as genetics10, ecology11, climatology12, time series
analysis13 and neuroscience in some specific cases14,15 have recognized the emergence of the
“horseshoe effect” after applying numerous dimensionality reduction methods, including
principal component analysis (PCA)16 and multidimensional scaling17. This horseshoe effect
corresponds to the oscillatory trajectories that appear when applying dimensionality
reduction to data exhibiting continuous spatial or temporal variations. In this article, we first
demonstrate that the horseshoe effect can apply to a large variety of neural population
recordings. We introduce analytical derivations and simulations that provide a cautionary
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tale on the risks of misinterpreting observed oscillatory structure. We show that oscillatory
trajectories are frequently found in neural recordings, even when they largely depart from a
homogeneous continuous variation in time, thus reflecting a generic feature of neural
activations. We finally propose that informative information is instead contained in
deviations of trajectories across conditions, and introduce a new model to bring new insights
into the dimensionality and structure of the encoding space.
To illustrate how the horseshoe artifact emerges, consider a poster session at the 2022
Society for Neuroscience (SfN) meeting in San Diego. Thousands of neuroscientists
throughout the world have gathered for a poster. We ask these neuroscientists to record the
time on their watches across a half day (0 to 12 hours) as they attend each poster. Being here
for the first time, most of them are excited and have forgot to adjust their watches to local
Pacific Standard Time (PST), causing the measurements to differ by a phase shift given by
the time difference between their home time zone and PST (Fig. 1a). We collect the
measurements from the same number of neuroscientists from 12 time zones equally space
in time and apply PCA on this dataset. Regardless of the spatial ordering of data, the PCA
finds the orthogonal linear combinations of watch records (principal components, here
called modes) that explain the variance in decreasing order. The first mode explains the most
variance of the whole dataset, the second mode the most variance of the full dataset minus
the first mode, etc. Intriguingly, we would find that the time evolution of the modes, called
“latent variables”, show consistent oscillatory structure.
Ultimately, for this dataset, the latent variables will necessarily reproduce the Fourier series
(cosines and sines ordered by increasing frequency, with the base frequency being given by
one over the time length of the trial). The logic is as follows. The set – the mathematical
definition of a collection of unordered elements – of all the measured absolute time
differences τ=|t2 – t1| collected at two given time instants t1 and t2 only depends on the time
difference τ, modulo 24h, and not on the particular values of t1 and t2. We call this feature a
“continuous variation in time”. By systematically computing the difference between two set
of watch measurements for all time pairs (ti, tj), we obtained the temporal covariance matrix.
Because of the continuous variation in time, the temporal covariance matrix has a particular
structure known as circulant matrix (Fig. 1b). It can be shown analytically (see
Supplementary text) that the eigenvectors of this matrix, which are used to compute the
latent variables after performing PCA, are given by the Fourier series18. Note that this will
also be the case when using other dimensionality reduction methods, e.g. multidimensional
scaling17.
If we successively plot the latent variables of this watch dataset, we obtain sinusoidal curves
of increasing frequency. These sinusoidal curves draw stereotypical patterns in two
dimensions, known as Lissajous curves (as noted also by 15). In three dimensions, it
corresponds to the curve [cos(2𝜋 𝑡⁄𝑇),sin(2𝜋 𝑡⁄𝑇),cos(4𝜋 𝑡⁄𝑇)], with T the period given by
one trial (Fig. 1c). These shapes represent the “horseshoe effect’16, and closely resemble
oscillatory trajectories often obtained when applying dimensionality reduction techniques
to activity of neural populations. Yet, the oscillatory trajectories of these latent variables do
not tell us if the set of watches generate latent oscillatory dynamics, they merely indicate the
presence of a phase shift. For example, the time on each watch can be set by an external
common source (e.g. earth rotation – an external oscillator with a circadian period - if all
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watches were sundials: the watches themselves do not constitute a latent oscillatory
dynamical system); by simply adding or subtracting time zone differences with respect to
the one “calibration” (possibly external) watch (here again, watches are not a latent
oscillatory dynamical system); or by intrinsically oscillating with a circadian period while
interacting with other watches to adjust their time if needed (possible existence of latent
oscillatory dynamical systems)19.
Horseshoe effects are also observed if the measurements are not periodic. For instance, if we
now select the measurements of six watches over a period of six hours, approximate
sinusoidal curves that deviate from the exact Fourier series are observed (Fig. 1 d-f). These
deviations occur because the temporal covariance matrix now has a Toeplitz
structure180020(Fig. 1e). Toeplitz matrix structure is similar to a circulant matrix structure,
but without periodic boundary conditions, and the resulting latent variables can be
analytically shown to be approximately sinusoidal curves18.
The horseshoe effect can be similarly observed using simulations of neural spiking activity.
As an example, we built a perfectly regular model by spatially arranging ten neurons on a
line. The time evolution of the firing rate of each neuron is given by a periodic smooth
function with a localized increase given by a phase shift that depends on the location of the
neuron on the line (Fig. 1f, Methods). Note that no latent oscillatory dynamical systems are
involved in generating this dataset. With this model, we obtain a circulant temporal
covariance matrix and reproduce the Fourier series as predicted by the analytical derivation
(Fig. 1g). When applying PCA to such signals, the oscillatory trajectories will always rotate
counter-clockwise (see Supplementary text)18. This does not depend on the ordering of the
neurons – shuffling them will produce the oscillatory trajectories that always rotate in the
same direction.
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[∼ 250 words] Oscillatory trajectories emerge as latent variables after applying
dimensionality reduction methods if the data exhibit continuous variation in time. (a)
12 watches are used to record time in 12 different time zones, one watch for each zone. The
dataset constitutes of the recorded times over 12 hours. (b) Computing the covariance between
all pairs of time instant gives the temporal covariance matrix, which here has a circulant
structure. (c) PCA applied on this dataset extracts neural modes and latent variables, which are
sinusoidal curves of increasing frequencies. (d) We select 6 watches for 6 different time zones,
with recordings spanning 6 hours. (e) Computing the covariance between all pairs of time
instant gives the temporal covariance matrix, which here has an approximate Toeplitz
structure. (f) Latent variables are approximately sinusoidal curves of increasing frequencies.
(g) Simulated activity of 10 regularly sampled (over a total of 100) neurons using point process
models whose intensity functions are given by cosine functions with distinct phase shifts. (h)
Temporal covariance matrix is circulant (left panel), and the first three latent variables are
sinusoidal curves of increasing frequency (right panel).
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In many important aspects similar to our SfN meeting and spiking activity examples,
microelectrode array recordings of the neuronal firing rates, which quasi-homogeneously
sample neural population, should also in typical experimental scenarios approximately
exhibit a continuous variation in time19–24.
To show this, we considered several datasets of non-human primates performed various
tasks. We start by analyzing the spiking activity of a rhesus macaque monkeys implanted
with two 96-channel microelectrode arrays in the primary motor (M1) and premotor dorsal
cortex (PMd) (Fig. 2a-b, e-f)25. The monkey is performing an instructed-delay center-out and
reaching task, with eight reaching directions. The trial-averaged temporal covariance matrix
for a single reaching direction resembled a circulant matrix (Fig. 2c, g) and, as expected
according to the horseshoe effect, latent variables of neural activity recorded during reaches
to the same direction displayed oscillatory trajectories that resembled sinusoidal curves of
our SfN meeting example (Fig. 2d, h). Due to the horseshoe effect, the presence of oscillatory
trajectories is not sufficient evidence to conclude that the neural activity was generated by
latent oscillatory dynamical systems. Similar oscillatory trajectories were found when
analyzing data from another rhesus macaque monkey implanted with a microelectrode array
in the primary somatosensory cortex (S1) and performing the same task (Fig. 2i-l)26,27.
We then looked at data recorded from a rhesus macaque monkey implanted with a
microelectrode array in the V4 area28,29 (Fig. 2m-p). The monkey was performing a fixation
task while a sequence of static gratings and plaid stimuli were shown peripherally in a
location centered on the V4 receptive fields. Each fixation included 10 flashed stimuli shown
in a one second sequence for 100 ms each. We also found oscillatory trajectories in this
dataset, although they deviated from the ideal model shown in Fig. 1h.
Consideration of the horseshoe effect described above may also help in the interpretation of
several recent results, including long-term stability of recordings9, measures of the
dynamical character of a system such as tangling4, and the partition of neural activity into
distinct subspaces30 (see Supplementary text for a detailed discussion).
Numerous studies2–8,14,15 and the examples shown above described continuous variation in
time (that is, sequence of firing patterns) as a generic property of neural activity that can be
encountered in many brain areas, for very varied type of tasks, and for several types of
recordings, suggesting that this property is a ubiquitous feature of neural activity. Reasons
for which neural activity continuously varies in time is still debated, and could reflect a large
variety of processes, including variable time offsets between neurons and dynamics31, or
sequence of firing patterns in neural activity20. Both Lebedev et al.15 and Michaels et al.14
have discussed the emerging horseshoe effect in M1 cortex, although they diverge on
whether the data support or not the existence of a latent oscillatory dynamical system.
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[∼ 250 words] Horseshoe effect in neural data. (a) Spiking activity was recorded from the
motor cortex of a monkey performing a reaching task. (b) Top panel shows the firing activity
for 10 example neurons, and bottom panel shows the corresponding spiking activity. (c)
Temporal covariance matrix of all 84 neurons approximate a Toeplitz matrix. (d) Neural
activity projected in a space spanned by the three leading modes (N1, N2 and N3) traces three
nearly sinusoidal curves. (e-h) Similar plots to (a-d) for the same monkey and the same task
showing recordings from the premotor cortex instead. (i-l) Similar plots to (a-d) for another
monkey and the same task showing recordings from the primary sensory cortex. (m-p) Similar
plots to (a-d) recorded from the area V4 of a monkey performing a fixation task while visual
stimuli were shown. Monkey images adapted from SciDraw.io.
Oscillatory trajectories obtained after dimensionality reduction of neural activity deviate
from the exact Fourier series predicted by the ideal model (e.g. the SfN meeting example in
Fig. 1a-c, or neural model in Fig. 1g-h). These deviations occur because the temporal
sequence of firing patterns do not vary perfectly homogeneously in time. In particular,
sequence variations and therefore temporal covariance matrices are task and conditions
dependent. For instance, in the center-out monkey dataset (Fig. 2a-d), temporal covariance
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matrices slightly differ for each reaching direction. This is evidenced by applying PCA on the
same center-out monkey dataset, but concatenating trials for two opposite reaching
conditions. This resulted in latent variables tracing two quasi-orthogonal oscillatory
trajectories (Fig. 3a). Applying PCA on the full center-out monkey dataset containing 8
reaching conditions, resulted in three leading latent variables tracing eight oscillatory
trajectories arranged by the reaching angle (Fig. 3b). The temporal covariance matrix of this
dataset has a block structure, each block corresponding to a direction, and blocks relative to
neighboring reaching directions more similar to each other’s than blocks for more distant
reaching directions. The ideal model presented above does not account for these deviations.
In the following, we show that modeling these deviations bring useful information about the
dimensionality and structure of the encoding space.
We quantified how much recorded signals diverge from our simulations in two ways. First,
we regressed the values of the temporal covariance matrix calculated from the recorded data
to the temporal covariance matrix of a model using Pearson’s correlation measure R2.
Second, we quantified the match between latent variables and sinusoidal curves by applying
canonical correlation analysis (CCA) and computing the canonical correlation (CC) between
those two trajectories. CC evaluates how well two multidimensional trajectories correlate
after linear transformations that optimize their matching. For instance, for the experiments
shown in Fig. 2, correlations between recorded data and the ideal model were as follows:
R2=0.74 and CC=0.92 for the M1 data (Fig. 2a-d), R2=0.65 and CC=0.92 for the PMd data (Fig.
2e-h), R2=0.66 and CC=0.83 for the S1 data (Fig. 2i-l), R2=0.55 and CC=0.80 for the V4 data
(Fig. 2m-p). These measures can also be used to systematically evaluate the impact of biased
sampling on the temporal covariance matrices and resulting trajectories (Supplementary
Fig. 1 and 2).
To reproduce the deviations of the oscillatory trajectories observed in the recordings for the
eight reaching directions, we simulate a cubic volume of 216 neurons where time shift
between neural activation of neurons is directly encoded as a spatial variable (Fig. 3c).
Intuitively, we create a 6x6x6 three-dimensional functional space where synaptic
connections between neurons are encoded by their physical proximity. This does not entail
that neurons are physically organized in three dimensional space, but rather than the
connections between neurons can be unfolded in a three-dimensional space where distance
between neurons encore their functional similarity. The firing rate of neurons is given by a
periodic smooth function, more or less shifted depending on the location of the neuron in the
cube. Each reaching direction dictates the value of this shift for each neuron, which is
computed as the distance from each neuron to a source whose location outside the cube
correspond to the reaching direction. In practice, our model simulations resemble a wave
propagating from each source across the cube in a different direction (Supplementary Fig. 3,
Methods). Note that while we have chosen to construct this model as representational
without latent oscillatory dynamical systems involved in generating the datasets, it can
equally be described by a dynamical system that models a spatio-temporal wave propagation
with a distinct source for each encoded direction. For model comparison, we also created
alternative one and two-dimensional models (Supplementary Fig. 3, Methods).
We first used our model to simulate one reaching direction in the center-out task (Fig. 3d-e).
Temporal covariance matrix and the first three neural modes closely resemble the data for
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one reaching direction (Fig. 2c-d). Correlations between recorded data shown in Fig. 1d and
our model were high (R2=0.76, CC=0.94) and were slightly better than alternative models
(R2=0.67, CC=0.91 for one-dimensional model, R2=0.72, CC=0.94 for two-dimensional model,
Supp. Fig. 4).
We then simulated two opposite sources, one for each reaching directions (Fig. 3f). When we
perform PCA on this simulated dataset, we also obtained quasi-orthogonal sinusoidal curves
that resemble the data (Fig. 3a). Temporal covariance matrix of motor cortical neural activity
was a block matrix, each block corresponding to a direction. The three dimensional model
performed noticeably better (R2=0.35, CC=0.80) than the one- and two- dimensional models
(R2=0.22, CC=0.70 for one dimensional model, R2=0.37, CC=0.70 for two dimensional model,
Supp. Fig. 4).
We finally used the same model to simulate 8 reaching direction (Fig. 3g). The origins of the
8 directions and dimension of the functional space we used for the model can be deduced
from observing the temporal covariance matrix obtained from the data (Fig. 3b): close-by
directions lead to similar neural activity in a circular fashion, yet neural activity for opposing
direction are close to orthogonal, warranting a 3d functional space (Supplementary Fig. 3).
We applied PCA on this data and obtained oscillatory trajectories in the first three neural
modes that resemble the recorded 8-target dataset (CC=0.28, Fig. 3g). This model performed
better than the one-dimensional and two-dimensional models (CC=0.03 and CC=0.14
respectively, Supp. Fig. 4). Similarity of the dataset properties was confirmed by the
similarity between temporal covariance matrices (R2=0.64, Fig. 3g), and was also better than
when using alternative models (R2=0.35 for one dimensional model, R2=0.46 for two
dimensional model). Thus, by identifying the deviations between the trajectories associated
with each reaching direction, our model provides a convenient tool to help identifying the
necessary structure and the dimensionality of the space encoding the functional proximity
between neurons.
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[∼ 250 words] Deviations of oscillatory trajectories for multiple conditions inform
models of neural activity. (a) Colorplot in the left panel shows the temporal covariance matrix
for 2 reaching directions. Neural activity projected in the space spanned by three leading modes
traces 2 oscillatory trajectories, one for each direction (right panel). (b) Colorplot in the left
panel shows the temporal covariance matrix for 8 reaching directions. Neural activity projected
in the space spanned by three leading modes traces 8 oscillatory trajectories, one for each
direction (right panel). (c) We designed a neural encoding model that lacks latent oscillatory
dynamical systems to demonstrate that it can accurately reproduce deviations across
movements from the ideal circulant matrix. For each trial representing a movement in one of
eight directions, we simulated the functional proximity of activity in neurons as a cubic spatial
ordering with the phase shift of each neuron given by its distance each of the 8 sources for each
reaching direction respectively. Red points show the sources. (d) Simulated firing rate (top
panel) and corresponding spiking activity (bottom panels) can reproduce similar dynamics. (e)
Temporal covariance matrix is nearly Toeplitz. The first three latent variables (right panel) are
nearly sinusoidal curves of increasing frequencies (f) Temporal covariance matrix for 2
simulated reaching directions resembles the temporal covariance matrix of the real data (left
panel). Neural activity projected in the space spanned by three leading modes traces 2
oscillatory trajectories similar to those observed in real data (right panel). (g) Temporal
covariance matrix for 8 simulated trials also resembles the temporal covariance matrix of the
real data (left panel). Neural activity projected in the space spanned by three leading modes
traces 8 oscillatory trajectories similar to those observed in real data (right panel).
In this article, we showed that interpreting the output of dimensionality reductions
techniques applied to neural data can be sometimes misleading. Despite their limitations,
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dimensionality reduction techniques are extremely useful for summarizing the increasingly
complex high-dimensional neural recordings. We proposed a new simple, intuitive and
tractable model that goes beyond the dichotomy between representational and dynamical
models to focus on the deviations between conditions and directly encode time shift between
neurons as a spatial variable. This model brings insights about the encoding of the tasks in
neuronal networks by identifying latent structures in the temporal correlation of the neural
activity. We expect that the dimensionality of the model will need to increase with the
complexity of the task32,33, which might help bringing a testable account of generalization to
natural behavior34.
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Methods
All recording methods used in this article have been described in previous
publications25,26,28. We here only briefly describe them.

Experimental subjects
The animal neural datasets presented in this article were collected in accordance with the
ethical standards of the Northwestern University and the University of Pittsburgh
Institutional Animal Care and Use Committee. Data collection procedures were consistent
with Federal guidelines. The neural data were recorded from three male mucaca mulatta
monkeys.

Behavioral tasks
For the M1, PMd, and S1 datasets, monkeys set in a non-human primate chair and controlled
a cursor displayed on a computer screen using a custom 2-D planar manipulandum. To
successfully end a trial, the monkeys performed a standard center-out task – they started
from the center and captured one of eight different 2 x 2 cm square targets that were evenly
distributed on a circle of an 8 cm radius. We recorded the manipulandum handle position at
a 1k-sample frequency. The behavioral task was controlled by a custom Simulink code (The
Mathworks, Inc). The trial started when the monkeys moved the manipulandum to the
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center and captured the center target. Following a variable hold period (0.5 – 1.5 s), one of
the eight outer targets appeared. After a variable instructed delay period (0.5 – 1.5 s), the
monkeys received an auditory “go” cue, and the center target disappeared. The monkeys had
to reach the outer target within one second, and had to hold the cursor there for another 0.5
s to successfully finish the trial. For the V4 dataset, monkeys performed a fixation task while
a sequence of static gratings and plaid stimuli were shown peripherally in a location centered
on the V4 receptive fields. Each trial started with a period of fixation, followed by a sequence
of ten flashed stimuli shown for 100 ms each and a new fixation period. The trial ended with
a saccade to a random position target.

Data acquisition
Monkeys were surgically implanted with microelectrode arrays (Blackrock Microsystems,
Salt Lake City, UT), simultaneously in M1 and PMd for the first monkey, simultaneously in
M1 and S1 for the second monkey, and in V4 for the third monkey. Blackrock Cerebus system
(Blackrock Microsystems, Salt Lake City, UT) were used to record 96 channels of neural
activity from each array. For the M1, PMd, and S1 datasets, the acquired data were processed
using the Offline Sorter v3 software (Plexon, Inc, Dallas, TX) to identify action potential trains
of individual neurons. There is a small possibility that duplicate neural activity can appear
on different channels due to electrode shunting. We performed two procedures to ensure
our data included only independent channels. First, we used Blackrock Cerebus system
utility to identify and disable any channels with high crosstalk. Second, we computed the
percent of coincident spikes between any two channels. This percentage was compared
against an empirical probability distribution from all sessions of data. Any neurons with a
coincidence above a 95% probability threshold were excluded from the analysis
(approximately 15%–20% neurons per session). For the V4 dataset, data were sorted using
customized semi-supervised clustering. Neurons that were not recorded stably throughout
the session were excluded. For all datasets, we excluded neurons with trial-averaged firing
rates below 1 Hz.

Data processing
Neural spiking activity was counted in 10 ms bins. A smooth firing rate was then obtained
for each electrodes by convolving a Gaussian kernel (s.d. 100 ms) with the binned spike train.
For each trial of the center-out reaching task, we considered all time points between the go
cue and the return to the initial start position after successful reaching of the target. Trials
that were outside of the range of the median trial duration plus or minus 200 ms were
discarded. To ensure that each trial contains the same number of samples (which is required
for computing canonical correlation), we linearly interpolated reaching and returning
sequence of each trial to match the number of samples found in the median trial duration.
For the fixation task with visual stimuli, we used the full one-second length of the trials,
shifted by 50 ms to account for the latency between the visual signal and the observed
activity in V4. We used 124 trials of the same repeated stimulus sequence.
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Models
SfN watch model
We simulated the time on a set of 12 watches. The time on each watch linearly increases from
0 h to 12 h, and is reset to 0 h whenever it reaches 12 h. For each of the watches, the initial
conditions were given by a phase shift specific to each watch, and ranged from 0 h to 11 h,
e.g. time on watch 1 start at 0 h, time on watch 2 starts at 1 h, etc.
Ideal neuronal model
We simulated 216 neurons using a point-process generalized linear model with a log-link
function and a conditionally Poisson distribution. The dynamics of the instantaneous rate
(also called conditional intensity function) of neuron 𝑖 were modeled as:
𝑙𝑜𝑔(𝜆𝑖 (𝑡|𝜑𝑖 )𝛥𝑡) = 𝜇 + 𝑎𝑐𝑜𝑠(2𝜋𝑡 + 𝜑𝑖 )

(1)

2𝜋

with the phase 𝜑𝑖 ∈ (0, 𝑛 , … ,2𝜋), 𝜇 = −5, and 𝑎 = 2. In this and all subsequent simulations,
the number of time samples were chosen to match the number of samples of the data (396
for the M1 and PMd datasets, 74 for the S1 dataset, and 100 for the V4 dataset).
Full neuronal model
We simulated 216 neurons. The dynamics of the instantaneous rate of neuron 𝑖 were
modeled by Eq. (1) with 𝜇 = −4, and 𝑎 = 2. The phase 𝜑𝑖 is calculated as the distance
between the position of each neuron in a three dimensional space and the position of the
source, which is different for each reaching direction:
𝜑𝑖 = 2𝜋 ‖𝑥 𝑇 − 𝑠 𝑇 ‖2 ⁄𝑚𝑎𝑥 (‖𝑥 𝑇 − 𝑠 𝑇 ‖2 )
𝑖

(2)

with each neuron i and source j given as a set of three Cartesian coordinates 𝑥 = (𝑥𝑖 , 𝑦𝑖 , 𝑧𝑖 )
𝑦
and 𝑠(𝑠| |𝑗 𝑥 , 𝑠𝑗 , 𝑠𝑗𝑧 ) (Supplementary Fig. 3). For neurons, 𝑥𝑖 ∈ ⟦1,6⟧, 𝑦𝑖 ∈ ⟦1,6⟧, and 𝑧𝑖 ∈
⟦1,6⟧. For sources 𝑠𝑗 , 𝑗 ∈ ⟦1,8⟧, we used two spherical coordinates (𝜃| |𝑗, 𝜙𝑗 ) ∈
𝜋

𝜋 3𝜋

((0, 2 ) , (4 ,

8

𝜋 𝜋

3𝜋 𝜋

5𝜋 𝜋

3𝜋 𝜋

7𝜋 3𝜋

) , ( 2 , 4 ) , ( 4 , 8 ) , (𝜋, 0), ( 4 , 8 ) , ( 2 , 4 ) , ( 4 ,

8

)) and a radius 𝑟 = 2.

Alternative one-dimensional model
We simulated 217 neurons. The dynamics of the instantaneous rate of neuron 𝑖 were
modeled by Eq. (1) with 𝜇 = −4, and 𝑎 = 2, and the phase as for the full neuronal model
defined in Eq. (2) (Supplementary Fig. 3). Each neuron i and source j were given as a one
Cartesian coordinates 𝑥 = (𝑥𝑖 ) and 𝑠𝑗𝑥 . For neurons, 𝑥𝑖 ∈ ⟦1,217⟧. Sources 𝑠𝑗 , 𝑗 ∈ ⟦1,8⟧, were
equally spread over the line of neurons: 𝑠𝑗𝑥 = (𝑗 − 1) ∗ 31 + 1.
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Alternative two-dimensional model
We simulated 225 neurons. The dynamics of the instantaneous rate of neuron 𝑖 were
modeled by Eq. (1) with 𝜇 = −4, and 𝑎 = 2, and the phase as for the full neuronal model
defined in Eq. (2) (Supplementary Fig. 3). Each neuron i and source j were given as a set of
𝑦
two Cartesian coordinates 𝑥 = (𝑥𝑖 , 𝑦𝑖 ) and (𝑠| |𝑗 𝑥 , 𝑠𝑗 ). For neurons, 𝑥𝑖 ∈ ⟦1,15⟧, and 𝑦𝑖 ∈
⟦1,15⟧. For sources 𝑠𝑗 , 𝑗 ∈ ⟦1,8⟧, we used one polar coordinate 𝜃𝑗 ∈
𝜋 𝜋 3𝜋

(0, 4 , 2 ,

4

, 𝜋,

5𝜋 3𝜋 7𝜋
4

,

2

,

4

, 𝜋) and a radius 𝑟 = 10.61.

Dimensionality reduction
Principal component analysis
We used standard principal component analysis (PCA). PCA projects the firing rate,
originally described in the basis built by using each neuron as a dimension, to a new
orthonormal basis, by maximizing the variance of the projected data1. We termed this new
basis the neural modes, and the variables dictating the evolution of these neural modes in
time are called latent variables, following previous taxonomy9 . Formally, if we defined our
𝑥11 ⋯ 𝑥1𝑁
feature matrix 𝑋 = [ ⋮ ⋱
⋮ ], with 𝑡 the length of the trials and 𝑁 the number of
1
𝑥𝑡 ⋯ 𝑥𝑡𝑁
neurons, then the neural modes and latent variables are given by the eigenvectors and
𝑇

eigenvalues of the covariance matrix 𝐸 [(𝑋 − 𝑋)(𝑋 − 𝑋) ]. To compute the temporal
covariance matrix, we compute the covariance between the transposed feature matrices,
𝑇

𝐸 [(𝑋 − 𝑋) (𝑋 − 𝑋)].

Measures
Canonical correlation
Canonical correlation finds linear transformations between two distinct feature matrices
such that the corresponding latent dynamics are maximally correlated9. Formally, this
corresponds to recursively defining a new basis (𝜉𝑋 , 𝜉𝑌 ) for each feature matrix X and Y such
that each of the dimension 𝑖 ∈ ⟦1, 𝑁⟧ of the basis maximizes the canonical correlation
corr(𝜉𝑋𝑖 𝑋, 𝜉𝑌𝑖 𝑌) and is orthogonal to previously defined components.
Correlation between covariance matrices
Correlation between two temporal covariance matrices was assessed by using the coefficient
of determination between all the values of those covariance matrices. It was obtained by
linearly regressing all values of one temporal covariance matrix on all values of the other
temporal covariance matrix.
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Data availability
M1 and PMd data were used in previously published article25 and are available upon
requests to the authors of this publication. S1 data are available on Dryad26. V4 data are
available on CRCNS.org29.

Code availability
Code needed to run the data processing, analysis and modeling is available at DOI will be
made available upon acceptance.

