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Abstract
Testing for differential abundance is a crucial task in metagenome-wide association studies,
complicated by technical or biological confounding and a lack of consensus regarding
statistical methodology. Here, we developed a framework for benchmarking differential
abundance testing methods based on implanting signals into real data. This strategy yields a
ground truth for benchmarking while retaining the statistical characteristics of real
metagenomic data, which we quantitatively validated in comparison to previous approaches.
Our benchmark revealed dramatic issues with elevated false discovery rates or limited
sensitivity for the majority of methods with the exception of limma, linear models and the
Wilcoxon test. When additionally modeling confounders, we observed these issues to be
exacerbated, but also that linear mixed-effect models or the blocked Wilcoxon test effectively
address them. Exploratory analysis of cardiometabolic disease cohorts illustrates the
confounding potential of medications and the need to consider confounders to prevent
spurious associations in real-world applications.
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Introduction
The human gut microbiome is increasingly understood to perform critical roles in host
physiology and immunity, and has therefore been extensively mined for biomarkers related
to host health and disease states. The composition of gut microbial communities is highly
variable between individuals1, yet clinical metagenome-wide association studies (MWAS)
strive to overcome inter-individual differences in associating taxonomic and functional
features with grouping variables such as disease phenotypes or lifestyle factors.
Researchers have performed MWAS in the context of numerous diseases, including but not
limited to inflammatory bowel diseases2,3, gastrointestinal cancers4,5, and cardiometabolic
diseases6. To identify group-specific microbiome alterations, MWAS typically perform
statistical tests for differential abundance (DA) on each microbial feature independently,
borrowing both nomenclature and entire methods from differential gene expression analysis.
DA methods applied in MWAS loosely fall into four categories: a) methods adapted from
RNA-Seq analysis, b) generalized linear models, c) non-parametric statistical tests, and
finally d) methods developed specifically for microbiome data.
While significant microbiome disease associations have been reported in many studies,
some meta-analyses and cross-disease comparisons have suggested many of these
associations to be unspecific or confounded7–9. Microbiome composition varies not only with
host health and disease states, but also with myriad other host and environmental factors
(covariates) collectively estimated to explain nearly 20% of microbiome variation10. Lifestyle
and physiological covariates demonstrating the largest effects on microbial communities
include medication regimens11,12, stool quality, geography, and alcohol consumption
frequency13. Technical differences such as stool sample collection and DNA extraction
method, if present, often outweigh biological factors of interest in terms of explained
variation, and can therefore hamper meta-analyses if unaccounted for5,14,15.
Although the unique statistical challenges intrinsic to analysis of high-throughput
metagenomic data are well-described by now16–18, there is no consensus about the most
appropriate DA procedures in the literature19–25. In principle, this is the purpose of
benchmarking studies, which try to assert how methods perform under varying yet controlled
conditions in order to establish points of reference for method behavior that cannot be
discerned from single applications. To achieve such conditions, simulated data is typically
generated from parametric models, which cleanly specify the differentially abundant features
required for performance evaluation as a ground truth.
A high-level concern with benchmarking is the phenomenon of over-optimistic performance
evaluation observed in newly introduced bioinformatic methods, whereby data, results, and
competitor tools in a benchmarking study (frequently published in the same manuscript as
the new method) suffer from selection and reporting bias26. The lack of consensus on how to
simulate data in microbiome research, however, is a much more fundamental problem; an
evaluation of simulation methods on the basis of their resemblance to real experimental
data, and the impact this has on downstream applications in benchmarks, has not yet been
conducted.
Here, we quantitatively assess the degree to which parametric simulations employed in
previous DA benchmarks lack biological realism, and show that the choice of simulation
framework can explain the divergent recommendations regarding DA methods made in
previous studies. To address these shortcomings, we propose a novel simulation technique
using spike-ins of differential abundance between two groups (imitating a case-control
MWAS) into real data, and extend it to additionally include confounded effects. Based on
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these more realistic simulations, we perform a comprehensive benchmarking study of widely
used DA methods revealing an alarmingly common inability to control the false discovery
rate (FDR). Under confounded conditions, full FDR control is unattainable by any method,
but we show how to adjust some methods so that they suffer a lot less from these issues,
and explore the merits of doing so in a real clinical dataset.

Results
Assessment of realism for parametric simulations of microbiome data
As a first step, we aimed to explicitly evaluate how data generated from previous simulation
frameworks compare with real metagenomic data. To do so, we simulated taxonomic profiles
using the source code employed in previous benchmarks20,22,23,27, whereby case-control
datasets were repeatedly generated with differentially abundant features introduced under
varying effect sizes (see Methods). Simulation parameters were estimated in each case
from the same baseline dataset of healthy adults28. We observed the data simulated with
every one of the tested parametric models to be very different from real data as visualized by
principal coordinate analysis (see Fig. 1a). Additionally, there was a large discrepancy
between the feature variance and sparsity of simulated profiles and what is observed in real
metagenomic data (see Fig. 1b and SFig. 1), where the multinomial method in particular
dramatically underestimated feature variance. Finally we trained machine learning classifiers
to distinguish between real and simulated samples, which was possible with almost perfect
accuracy in nearly all cases, except for data generated from sparseDOSSA27 (Fig. 1c). This
classification attempt was motivated by the fact that machine learning, commonly employed
in MWAS to detect biomarkers, can reveal even subtle differences between groups and is
generally more sensitive than ordination-based analyses9. Overall, each of the assessed
parametric simulation frameworks failed to produce realistic metagenomic data.
Signal implantation yields realistic benchmarking datasets
To devise a simulation framework which would generate data that closely recapitulates key
characteristics of metagenomic data, we opted to manipulate real baseline data as little as
possible, by implanting a known signal with pre-defined effect size into a small number of
features using randomly selected groups (see Methods). As the baseline dataset, we chose
a cohort consisting of healthy adults without obvious biological groupings, into which we
repeatedly implanted a differentially abundant signal by multiplying the counts in one group
with a constant (abundance scaling) and/or by shuffling a certain percentage of non-zero
entries across groups (prevalence shift, see Methods). The main advantage of this
proposed signal implantation approach as a foundation for benchmarking is that it generates
a clearly defined ground truth of DA features while retaining key characteristics of real data.
In particular, feature variance and sparsity (see Fig. 1b) are preserved, which is reflected in
both the principal coordinate projection (Fig. 1a) and in the more sensitive machine learning
classification task (Fig. 1c).
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Figure 1: Signal implantation, but not parametric simulations, can reproduce key characteristics of
metagenomic data and realistic disease effects
a) Principal coordinate projections on log-Euclidean distances for real samples (from Zeevi et al.28, which served
as a baseline data set) and representative samples of data simulated in a case-control setting (group 1 and 2)
using different parametric models or signal implantation. For each method, the results from a single repetition and
a fixed effect size are shown (see Methods, abundance scaling factor of 2 and prevalence shift of 0.3, if
applicable). b) The log-transformed feature variance is shown for the real and simulated data from the same
simulated data as in a). c) The area under the receiver operating curve (AUROC) values from machine learning
models to distinguish between real and simulated samples are shown across all simulated data sets in cyan. As
complementary information, the log-transformed F values from PERMANOVA tests are shown in brown. d) The
absolute generalized fold change5 and the absolute difference in prevalence across groups is shown for all
features in colorectal cancer (CRC) and Crohn’s disease (CD). As a comparison, the same values are displayed
for two data sets simulated using signal implantation (abundance scaling factor of 2, prevalence shift of 0.1), with
implantations either into all features or only low-abundance features (see Methods). Well-described
disease-associated features are highlighted (F = Faecalibacterium, R = Ruminococcus) and selected bacterial
taxa and simulated features are shown as percentile plot in e).
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Implanted DA features are similar to real-world disease effects
To compare implanted DA features to those observed in real MWAS data in terms of their
effect sizes, we focused on two diseases with well-established microbiome alterations,
namely colorectal cancer (CRC)4,5 and Crohn’s disease (CD)2,3. In two separate
meta-analyses (see Methods), we calculated the generalized fold change as well as the
difference in prevalence between controls and the respective cases for each microbial
feature (see Fig. 1de). The effect sizes in CRC were generally found to be much lower than
in CD, which is consistent with machine learning results in both diseases (mean AUROC for
the distinction between cases and controls: 0.92 in CD and 0.81 in CRC, see ref9). For
instance, the well-described CRC marker Fusobacterium nucleatum exhibits a rather
moderate increase in abundance in CRC, but a strongly increased prevalence. This
observation, generalizable also to many other established microbial disease biomarkers,
motivated the inclusion of the prevalence shift as an additional type of effect size for the
proposed implantation framework.
Depending on the type and strength of effect size used to implant DA features, the simulated
datasets included effects that closely resemble those observed in the CRC and CD
case-control datasets (Fig. 1ed). In particular, simulated abundance shifts with a scaling
factor between groups <=10 were the most realistic and thus used for subsequent analyses
(SFig. 2).
Performance evaluation of differential abundance testing methods
To benchmark the performance of various DA testing methods under realistic conditions,
fifteen DA tests (see Methods for a list) were applied featurewise across all simulated
datasets including repeated sampling with varying effect sizes. Different sample sizes were
created by repeatedly selecting random samples from each simulated group in a balanced
manner, and each test was applied to the exact same sets of samples (see Methods). In
general, we aimed to use the recommended data preprocessing steps for each method, but
also explored different normalization techniques when appropriate (see SFig. 3).
The P values resulting from each of the included DA methods were adjusted for multiple
hypothesis testing with the Benjamini-Hochberg procedure29 and recall and precision
(equivalent to 1 - false discovery rate (FDR)) were estimated using P=0.05 as cutoff.
Additionally, a receiver operating characteristic (ROC) analysis was carried out to evaluate
how accurately the returned P values could distinguish between ground truth and
background features. In the ideal case of P values for all ground truth features being smaller
than for any of the background features, the area under the ROC curve (AUROC) will be
one; for random P values an AUROC of 0.5 is expected.
In this benchmark, most methods failed to consistently control the FDR at the nominal 5%
level, especially for sample sizes under 200 (displayed for a single representative effect size
in Fig. 2a-d and SFig. 4 for other effect sizes). In the most extreme case, the fitZig method
from metagenomeSeq (mgs), only around 20% of features identified as significantly
differentially abundant between groups were correctly predicted (FDR of 80%), and this
behavior was observed across many sample and effect sizes (see SFig. 4). Theoretically, a
possible explanation for these high FDR values could be that the methods are not
well-calibrated for microbiome data and report universally low P values, while still able to
distinguish between ground truth and background features. Such cases would result in high
AUROC values and could theoretically be addressed by changing the P value cutoff for
significance. Of the methods with insufficient FDR control, only edgeR showed comparably
high AUROC values and could therefore be recalibrated with a lower P value cutoff
5

bioRxiv preprint doi: https://doi.org/10.1101/2022.05.09.491139; this version posted May 10, 2022. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It is
made available under aCC-BY-NC 4.0 International license.

(although determining this cutoff in practice is not straightforward), whereas other methods
(mgs, ZIBSeq, corncob or DESeq2) could not even be theoretically recalibrated to low FDR
and high sensitivity.
On the other hand, six DA methods managed to consistently provide reasonable FDR
control across all tested settings (FDR never exceeding twice the nominal value, even at
smaller sample sizes). Of those, ALDEx2, distinct, and the Kolmogorov-Smirnov (KS) test
resulted in comparably low recall and AUROC values (mean AUROC<0.75 over all
repetitions), indicating that they are relatively insensitive in identifying true DA features. The
other three methods, limma, the Wilcoxon test, and the linear model (LM) manage to control
the FDR at comparably high sensitivity values (Fig. 2e), thereby emerging as reliable testing
frameworks suitable for the analysis of microbiome data.

Figure 2: Performance evaluation of differential abundance testing methods
a) For a signal implantation simulation with a single, moderate effect size combination (abundance scaling factor
of 2, prevalence shift of 0.2, all features eligible for implantation), the mean precision a), mean recall b), the mean
AUROC values c), and the mean log-transformed FDR (equivalent to the inverse of precision) are shown for all
included DA testing methods (see also Methods) across different sample sizes. For precision and FDR, the
nominally expected value (5% FDR or 95% precision) is indicated by a dotted black line and the area of
insufficient FDR control is highlighted by a magenta bar on the side. e) The mean AUROC values across the
sample sizes 50, 100, and 200, all repetitions, and all effect sizes are depicted in the heat map for the different
simulation strategies. Cells are not coloured if the mean FDR across all settings exceeded 10% in at least 10% of
cases.

Variations of the differential abundance testing benchmark
To estimate the effect of different normalization strategies on the performance of DA
methods, we additionally explored common normalization techniques, whenever appropriate.
One of the most commonly employed normalization techniques is rarefaction, which is
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compatible with all DA methods that use counts as input. On average, rarefaction led to a
reduction of sensitivity (lower recall and lower AUROC values) across all tested methods
without improving precision (see SFig. 3). Limma and the LM were most affected by some
normalizations, which in extreme cases resulted in substantial improvements or decreases
of AUROC or recall values, which suggests that appropriate normalization should be taken
into account for these methods, namely the TSS-log transformation for the LM and
TSS-arcsin for limma (see SFig. 3 and Methods).
Some of the tested DA methods were developed to explicitly model the compositionality of
microbiome data, since compositional effects can theoretically lead to spurious
associations16,30. In our framework, signals were implanted to be balanced between groups,
thereby minimizing compositional effects (see Weiss et al.22 and Methods). To further test
DA methods under conditions of stronger compositional effects, we created simulations in
which we implanted signals into one group only (see Methods), leading to abundance shifts
also for background features (see SFig. 5). Under these conditions, all tested methods lost
FDR control with increasing effect sizes, with ANCOM and ALDEx2 being least affected
(FDR around 20% at an abundance shift of 5, FDR > 40% for other methods, SFig. 5).
However, the (relative) FDR control of these methods was not matched by gains in
sensitivity, highlighting a general challenge to disentangle true from spurious signals given
extreme compositionality effects.
Lastly, our benchmarking results were found to strongly depend on the simulation method
used for data generation, indicating that the distributional assumptions made by these can in
turn lead to biased conclusions (see Fig. 2e and SFig. 6). For example, the benchmarking
study by Weiss et al.22 proposed using the ANCOM method for DA testing. While this
method shows apparently superior performance when multinomial data distributions are
assumed (as done in Weiss et al22 and reproduced here), this is in stark contrast to
benchmarking with the realistic signal implantation setting, where ANCOM did not perform
significantly better than random guessing for the identification of ground truth DA features (P
value=0.34, one-sample t-test) for sample sizes up to 200. Similarly, the publication by
Hawinkel et al.23 concluded that almost all methods fail to control the FDR. This conclusion,
based on metagenomic data simulated using a negative binomial distribution, could be
faithfully reproduced here (Fig. 2b and SFig. 6), but was not supported by the results of our
more realistic benchmarking.
Extending the simulation framework to include different types of confounding
In recent years, awareness of confounding as a prevalent issue in MWAS has increased13,31.
Confounding occurs when covariates other than the main variable of interest explain
variation in microbial composition or individual taxon abundances. When not accounted for,
confounding can lead to spurious associations that do not replicate in independent datasets.
As a well-known example, associations between gut microbiome composition and type 2
diabetes (T2D) from two different studies were later identified to be mainly caused by
metformin treatment in a subset of T2D patients7. In addition, study or batch effects are
prominent in metagenomic data due to non-standardized data generation procedures, which
generate technical variation between datasets32,33. This is a particular issue for
meta-analyses, when multiple MWAS of the same disease are compared.
Whether technical or biological in nature, the confounding potential of a covariate can be
assessed by calculating its association with the main variable of interest (e.g. the disease
status label). In the case of a covariate which is also binary, this can be quantified by the phi
coefficient34 which functionally ranges from 0 to 1. Large values indicate a class imbalance in
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the joint distribution of both variables, implying potential overlap in their explanatory power.
For example, disease cohorts are often highly medicated in contrast to mostly unmedicated
healthy control groups35 and therefore display very high phi coefficients between disease
labels and intake of standard drug treatments (SFig. 7).
To create confounded conditions for our benchmark, we parameterized our signal
implantation method to incorporate a bias term analogous to the phi coefficient and used it to
generate DA features that were imbalanced between groups with respect to an additional
binary variable (see Methods and SFig. 7). To evaluate how DA methods perform under
such conditions, we set up scenarios mimicking broad (affecting a large number of features)
or narrow (affecting a smaller subset of features) confounding effects separately, and applied
both naive (tested in previous benchmark) and covariate-aware DA tests to compare their
performance. We focused on those methods which were found to control the FDR at
concomitant high sensitivity in our previous benchmark (limma, the LM, and the Wilcoxon
test), and which could be explicitly adjusted for covariates.
Performance evaluation under confounded conditions
To simulate broad confounding resembling for example study effects encountered in
meta-analyses or treatment with broad-spectrum antibiotics, we combined the samples from
two baseline datasets of healthy adults28,36 and implanted DA features into the datasets.
When we generated the sample sets for testing, a low bias parameter, meaning proportional
sampling from both studies, led to minimal confounding (see Fig. 3a). Larger bias values
resulted in study differences that became more and more aligned with the group label,
making it increasingly challenging to discern true DA features from study differences (see
Fig. 3b). Relying again on the meta-analyses datasets for CRC and CD, we additionally
verified the relevance of study effects in real study comparisons, although we noted that a
balanced study design could mitigate extreme study confounding in most cases (see SFig.
8).
When applying DA tests to the simulated data, we found that without adjustment for the
study covariate, all DA tests exhibited an increased FDR, even in the presence of moderate
study confounding (median FDR increased 12-fold over the nominal value for Wilcoxon and
the LM, or 60%), which further surged under strong study confounding (up to 16-fold, or 80%
FDR, see Fig. 3c). We next adjusted the DA methods by including the study covariate in the
respective test formula (see Methods for details) and observed that the LM and the
Wilcoxon test performed nearly as well as under non-confounded conditions, apart from a
moderate loss of sensitivity (median recall of 50% for strong confounding vs 60% for no
confounding for the LM, see Fig. 3c) and a moderate loss of precision for the LM (only
notable with extremely strong confounding, see also SFig. 9). One notable exception was
limma, which showed a relatively high median FDR (around 60% under moderate
confounding) even after adjustment for the study covariate.
To simulate confounding imitating a factor with a strong, but narrow effect on the
microbiome, we again began with data from Zeevi et al.28 and implanted DA features into
random groups (mimicking the disease label) as described before. Then, we additionally
created an orthogonal confounder label (corresponding to a medication or other biological
factor) and implanted distinct sets of DA features into these groups (see Methods for
details). By again varying the bias parameter while generating the set of samples for testing,
we could simulate different levels of narrow confounding which increased as disease and
confounder labels became more and more aligned (see Fig. 4a and SFig. 9).
8
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Figure 3: Broad confounding leads to a dramatic reduction of precision which can partly be alleviated by
methods able to model confounders
a) Principal coordinate projections for simulated data (abundance scaling factor of 2, prevalence shift of 0.3, all
features eligible for implantation, a single representative repeat shown) using two different studies as input. The
difference between studies is most prominent in the first principal coordinate. Beneath the projections, the values
of the first principal coordinate are shown across the two simulated groups. On the left, samples are selected for
both groups proportionally from both studies, leading to a setup with minimal confounding. Towards the right side,
the proportion of samples of Study 1 to be selected into group 1 increases, leading to stronger confounding
affecting most bacterial taxa (broad confounding). b) Generalized fold change (gFC) calculated for the label is
contrasted to the gFC calculated for differences between studies across all bacterial taxa for the same repeat as
shown in a). Implanted features are highlighted in green. c) Mean precision, recall and AUROC for sample size
200 and the same effect sizes as shown in a) were computed for included DA methods, using either naive
(hatched bars) and confounder-aware (solid bars) tests. Error bars indicate standard deviation around the mean
for all repeats.
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Under these narrowly confounded conditions mimicking biological effects, the results of the
DA testing with limma, the LM, and the Wilcoxon test were generally similar compared to the
results obtained from broad confounding conditions imitating study effects (see Fig. 4b).
One difference was that the loss of FDR control was not as severe given narrow
confounding (10-fold increase from the nominal FDR for naive tests under strong
confounding versus 16-fold for broad confounding, or 50% versus 80%) and that the
confounder-adjusted limma showed better precision (at a notable loss of sensitivity). Lastly,
the FDR control of the confounder-adjusted LM was better under strongly confounded
conditions, while the LM also exhibited the highest sensitivity for the detection of true DA
features (see also SFig. 9). Overall, these results suggest that measured confounders can
be effectively adjusted for in MWAS when explicitly modeled as such.

Figure 4: Loss of precision and recall under narrow confounding can be addressed by confounder-aware
DA tests
Using a single dataset, DA features were implanted for both a main disease label (as described above) and
additionally for an independent binary confounder label, imitating narrow effects (i.e. affecting a limited number of
taxa) by a medication, for example. a) Generalized fold change (gFC) calculated for the label is contrasted to the
gFC calculated for differences between confounder values across all bacterial taxa (abundance scaling factor of
2, prevalence shift of 0.3, all features eligible for implantation, a single representative repeat shown). The top
bars visualize the confounder strength by showing the proportion of confounder-positive samples across both
groups. Implanted features are highlighted in green and features implanted for the confounder label in orange. b)
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Mean precision, recall and AUROC for sample size 200 and the same effect sizes as shown in a) were computed
for included DA methods, using either naive (hatched bars) and confounder-aware (solid bars) tests. Error bars
indicate standard deviation around the mean for all repeats.

Discerning robust from confounded associations in real datasets
To further explore the role of adjusting for confounders in real microbiome data, we applied
naive and covariate-aware association tests to gut metagenomic samples from
cardiometabolic diseases in the MetaCardis cohort12,35,37. The strongest confounding
potential was seen for chronic coronary artery disease (CCAD) and commonly-indicated
medications taken by a large fraction of these patients, especially statins and aspirin (ϕ=0.89
and ϕ=0.9, respectively), as well as type 2 diabetes (T2D) and metformin (ϕ=0.72, see SFig.
7). Four linear models were built for each disease-drug combination across all species-level
taxonomic features, and the resulting coefficients and P values were used to classify each
feature association with respect to both drug intake and disease status (see Methods). As
expected, large phi coefficients manifested as a strong linear relationship between naive
drug and disease associations with taxa (as in Fig. 4a). Inclusion of random effects in the
adjusted models diminished this relationship and exposed drug- or disease-specificity in
numerous individual taxon associations (Fig. 5a).
In contrast to CCAD (and other diseases), T2D exhibited larger, more significant naive
associations with more taxa (Fig. 5b). A little less than half of these were confounded by
metformin treatment, as identified by the loss of a significant association with T2D and
retention of a significant association with metformin in the adjusted models for a given taxon
(Fig. 5b and Methods). Adjusting for antibiotic intake, on the other hand, did not significantly
reduce the number of T2D-associated taxa, but generally reduced their coefficient size and
significance. CCAD-associated taxa were sensitive to adjustment by multiple different drugs,
including antibiotics, better reflecting the complexity and variation typically seen in disease
MWAS. In general, covariate-aware linear models reduced the number of significant disease
associations by disentangling disease- and drug-associated taxa, similar to their ability to
distinguish true positives from confounder positives in our confounded benchmarks.
Metformin and proton pump inhibitors (PPIs) were among the largest drug effects observed
in our analysis. Whereas most metformin-associated taxa were also naively T2D-associated,
most PPI-associated taxa were not. This is in line with previous reports characterizing
metformin intake as a marker of T2D disease severity7,35,38, and PPI-associated gut
microbiota changes as a disease-independent “spike-in” of mainly oral commensals39,40. To
further resolve disease-associated taxa, we cross-referenced the feature classifications we
obtained from our models across multiple drugs as a robustness analysis. For example,
PPI-adjusted models resulted in disease associations, several of which were
metformin-confounded; however, integrating information across both covariate-aware
models revealed a more robust subset of disease-associated taxa (Fig. 5c). The consistent
number of background features across models also demonstrated that adjusting for
covariates specifically reduced would-be spurious associations, especially in cases where
confounding potential was high. Taken together, this analysis suggests that linear
mixed-effect models are a flexible and scalable method to statistically improve robustness of
findings in MWAS.
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Figure 5: Linear models are capable of disentangling drug- and disease-associated microbial features
a) Regression coefficients from a subset of disease-drug combinations comparing naive linear models to
mixed-effect models for all bacterial taxa. Adjusted models included a second term (either drug intake or disease
status for x and y axes, respectively) as a random effect, which diminished the strong linear dependence
between naive model coefficients (if present) and revealed drug-specific effects in some features. b) Subset of
features displaying the largest number of significant disease associations across different drug-adjusted models
(most robust, indicated with an asterisk or a hash) or displaying the largest reductions in disease coefficient
significance upon adjustment (most confounded, below 5% FDR threshold line). c) Comparison of feature
classifications (see Methods) from the metformin- and PPI-adjusted disease association models across all
bacterial taxa. Integrating information across models restricts disease associations to a more robust subset and
reveals drug-confounded associations. Adjusted T2D coefficients are shown in light grey or light brown bars
behind species names (indicating enrichment in T2D or control group, respectively).
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Discussion
Clinical interest in the microbiome has produced myriad studies which apply differential
abundance tests to detect associations with host phenotypes, including many common
diseases, or response to treatment41. To address this fundamental statistical task in MWAS25,
numerous DA methods have been developed encompassing a broad range of assumptions
and hypotheses, which unsurprisingly vary in their performance when applied to real data42.
We argue that previous benchmarks19–24 have failed to produce consensus, since their
parametric simulations were unvalidated and ultimately unrealistic. We addressed this by
proposing a novel implantation framework for the generation of simulated taxonomic profiles
based on minimal modifications to real metagenomic data, which we extended to incorporate
effects resembling technical and biological confounders frequently encountered in MWAS. To
our knowledge, our benchmark is the first to comprehensively evaluate DA methods using
simulated data that has itself been evaluated on its resemblance to real clinical microbiome
data. We empirically verified that our framework, unlike previously employed simulation
methods based on parametric distributions, retains essential metagenomic data properties,
most importantly feature sparsity and variance, and produces data that are virtually
indistinguishable from real samples. Yet, our framework provides the flexibility to specify
effect and sample sizes as well as confounder effects needed for an extensive evaluation
against a ground truth, which was not the case in previous benchmarks built upon real
datasets23,24,42.
To resolve the question of which DA methods are best suited for gut microbiome data, we
impartially benchmarked widely used DA methods using our feature implantation framework.
Evaluating each DA test on nearly one million simulated data sets, we found that the majority
of methods yielded an excess of false-positives (mean FDR exceeding twice the adjusted
value at least once for 8/15 methods at a data set size between 50 and 200), which was
generally worse at smaller sample sizes (N<100). Notable exceptions were the
non-parametric Wilcoxon test, limma, and LMs, all of which were found to properly control
the FDR while retaining high sensitivity across a range of sample and effect size. LEfSe43,
one of the most popular DA analysis packages for microbiome data, uses the Wilcoxon test
as part of a more complicated procedure to estimate feature effect sizes (an evaluation of
which is beyond the scope of this study). Our results strongly suggest that these DA
methods should be preferred over the other tests evaluated here, including ALDEx2, distinct,
and the Kolmogorov-Smirnov test, which did control the FDR, but were much less sensitive.
DA methods borrowed from RNA-seq analysis, with the exception of limma, were among
those with the highest FDRs. These methods were originally developed for few replicates
with much lower dispersion than what is observed for fecal metagenomes of different human
individuals. Our conclusion that these methods are unsuitable for microbiome data directly
contradicts the results of a previous benchmark20, a discrepancy that can be explained by
the use of the multinomial simulation in that study, which strongly underestimated the
variance of real microbiome data (see Fig. 1b). Surprisingly, most methods developed
specifically for metagenomic data were found to have comparably low power and high false
discovery rates (with the exception of mgs2) across the range of dataset sizes most
commonly seen in recent MWAS (see Fig. 2b). On a positive note, more DA tests (including
both ANCOM and ANCOMBC, ZIBseq, ZINQ, and mgs2) controlled the FDR at the nominal
level when applied to larger samples (N>=200 per group). Overall, however, our findings
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strongly suggest that many MWAS studies may have reported a substantial fraction of
spurious microbiome-disease associations.
This issue is further exacerbated by confounding factors, for which awareness is growing in
recent years7,11,13,31,44. While medication can be an obvious confounder for disease cohorts35,
one study based on the American Gut Project dataset13 identified various lifestyle and
physiological parameters, for example alcohol intake or bowel movement quality, as
additional sources of heterogeneity. The proposed solution, matching for all potential
confounders between groups, is however unattainable for most MWAS that are usually
limited in their sample size. As a more straightforward alternative, we explored
confounder-aware DA tests by extending our signal implantation framework to model both
narrow (strong effects on a small number of taxa, imitating for example medication35) and
broad (mimicking technical variation affecting the majority of taxa) confounding (see
Methods). Reassuringly, inclusion of the confounder in the respective DA models mostly
restored unconfounded performance. When explicitly adjusted for a measured covariate, the
blocked Wilcoxon test, followed by linear mixed-effect models (LMEMs), most tightly
controlled the FDR while retaining high power even under strong confounding; however, as it
is limited to blocking a single discrete covariate, this test is less flexible than LMEMs, which
can accommodate multiple covariates and be configured to handle nested or longitudinal
study designs.
In our benchmark, we implemented simple LMEMs from the lmerTest R package45.
Statistically analogous implementations to ours are available through MaAsLin246, which also
includes several count-based linear models, and SIAMCAT9, which provides not only
confounder-aware DA tests but also dedicated functionality to check for confounders in the
metadata. Similar to LEfSe, metadeconfoundR35,47,48 employs non-parametric tests to first
screen for naive associations, but goes a step further to construct multiple mixed-effect
models (from the lme4 package49) and apply iterative nested model testing procedures to
further classify feature robustness or susceptibility to confounding. Analogous logic may be
found in the vibration-of-effects paradigm50,51. In our analysis of drug confounding in T2D, we
demonstrated the importance of integrating information across covariate-aware association
models to reveal robust disease-associated microbial features. Given the limiting
prerequisite that covariates need to be recorded for such approaches, methods that account
for broadly-manifesting unmeasured confounders, as with population structure in
genome-wide association studies52,53, could help to minimize confounding variation in MWAS
as well. As more attention is paid to the complexity of factors at play in clinical MWAS, the
need for DA tools to not only consider potential confounders in their association models, but
also to implement high-throughput robustness checks, is increasingly apparent.
In our view, the unsatisfactory performance of a wide range of DA methods and the
persistent danger of unchecked confounding in MWAS warrant a community effort to
develop and benchmark more robust methodology. To assist researchers in developing and
validating new DA methods, or establishing benchmarks for other microbiota and study
designs, both the signal implantation framework and the benchmarking analysis are
designed to be easily extensible and available as open source code (see Methods).
Ultimately, community-driven benchmarking efforts similar to DREAM challenges54 or the
critical assessment of metagenome interpretation (CAMI)55 project could accelerate the
much-needed consolidation of statistical methodology for microbiome research.
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Methods
The codebase for the presented results is split into two projects. The first one, an R package
called SIMBA (Simulation of Metagenomic data with Biological Accuracy), provides the
modular functionality to i) simulate metagenomic data for a benchmarking project, ii) perform
reality checks on the simulated data, iii) run differential abundance (DA) testing methods,
and finally iv) evaluate the results of the tests. The second project, BAMBI (Benchmarking
Analysis of MicroBiome Inference methods), is a collection of scripts that produce the
presented analyses, consisting mostly of functions to automate and parallelize the execution
of SIMBA functions relying on the batchtools package56. Both projects are available through
Github and will enable other researchers to explore a similar benchmarking setting for other
baseline datasets, other biomes, and additional DA testing methods. As part of the
respective Github repositories, we included vignettes to showcase the functionality with toy
examples. However, the simulation files and results of the statistical tests are available
through Zenodo in order to provide reproducibility and direct comparison of new methods
with the presented benchmark.
Data preprocessing
The dataset from Zeevi et al.28 was used as a baseline for the simulations in most cases.
Additionally, the TwinsUK dataset36 was included in the broad confounder simulations
(mimicking study effects). The MetaCardis dataset35 was used to explore drug confounding
in real data. Raw data were downloaded from ENA (PRJEB11532 for Zeevi and ERP010708
and TwinsUK) and profiled using the mOTUs2 profiler, version 2.557. The resulting taxonomic
profiles were filtered within SIMBA for prevalence (at least 5% in the complete dataset) and
abundance (relative abundance of at least 1e-04). For the MetaCardis data, cell count
adjusted, quantitative mOTUs profiles generated by the procedure outlined in Vandeputte et
al.58 were downloaded from an internal data hub. In the case of repeated samples per
patient, SIMBA selects only the first time point for each patient.
Parametric methods for the simulation of metagenomic data
To simulate metagenomic data on the basis of parametric methods, the implementations
employed in previous benchmarking efforts were adapted into SIMBA. Data were simulated
under multinomial distributions using code from both McMurdie and Holmes20 and Weiss et
al.22, since the functions to include differentially abundant features differed slightly between
the two benchmarks. If not indicated otherwise, results for multinomial simulations were
based on the implementation from Weiss et al., since the effect sizes were closer to real
effects (see SFig. 2). The publication from Hawinkel et al.23 included simulations based on
the negative binomial, the beta binomial, and the Dirichlet distribution, which were likewise
included in SIMBA. As in the original publication23, correlations across bacterial taxa were
estimated using SPIEC-EASI17, since the correlation structure was needed for the beta
binomial and could optionally be considered for the negative binomial simulations. Lastly, to
simulate data as described in Ma et al.27, SIMBA relies on the dedicated functions in the
sparseDOSSA R package.
For each of the parametric simulation methods, the required parameters were estimated on
the filtered Zeevi dataset. A dataset of equal size was simulated to include two different
groups into which differentially abundant features were added as described in the respective
original publications. For the multinomial simulations from McMurdie and Holmes as well as
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for the sparseDOSSA approach, features were scaled in abundance after the simulation was
completed. In the case of the other simulation methods, the underlying parameters were
adjusted with a scaling factor before the simulation. A range of effect sizes (abundances
scaled by multipliers of 1, 1.25, 1.5, 2, 5, 10, and 20) was explored and for each effect size,
a total of 20 repetitions were simulated per simulation method. At an abundance scaling
factor of 1, no effects were introduced into the data and therefore those repeats can serve as
internal negative controls.
Signal implantation into real data
To create benchmarking datasets through signal implantation, differentially abundant
features were implanted using the Zeevi dataset as a baseline. In each repetition, the
original samples were randomly split into two groups, which served as the positive and
negative groups. Differential abundance effects were implanted into a set of randomly
selected features both via scaling abundances (same effect sizes as the parametric
simulations) as well as by shifting prevalences (0.0, 0.1, 0.2, and 0.3).
For the abundance scaling, the count values in one group were multiplied with the scaling
factor to increase the abundance. The prevalence shifts were implemented by identifying
non-zero counts in one group and exchanging a specific percentage of those with
occurrences of zero abundances in the other group (if possible), thereby creating a
difference in prevalence across the groups. The implantation of signals alternated between
the two groups in order to not introduce a systematic difference in total count number across
groups (inspired by the considerations in Weiss et al.22). For each combination of effect sizes
(abundance scaling and prevalence shift), 100 repetitions were simulated.
In each repetition, 10% of features were randomly selected for signal implantation. The set
of features eligible to be selected could vary (see SFig. 2): all - all taxa were equally likely to
be selected to carry a signal, low - only low abundance features (the 75th percentile across
all samples not exceeding 0), high - only high abundance features (the median abundance
across all samples higher than 0), abundance - the probability of a taxon to be selected is
proportional to the mean abundance across all samples, and inverse_abundance - the
probability of a taxon to be selected is inversely proportional to the mean abundance. Since
the effect sizes from other schemes yielded unrealistic effect sizes, the downstream
analyses were only carried out for the all and low implantations.
As a last step, the resulting generalized fold change5 between the groups for all implanted
features was recorded. Features with a fold change lower than 0.001 (resulting mostly from
low-prevalence features being selected for implantation) were rejected and not recorded as
implanted signals.
To generate simulations that mimic compositional effects, the signal implantation was carried
out as described with the modification that signals were implanted into one group only (not
alternating between groups). Then, the number of counts for each sample was scaled down
to the original value of the unaltered sample by rarefaction using the vegan R package59.
Reality assessment for simulated data
To determine how well a simulated metagenomic dataset approximated real data, several
metrics were calculated by SIMBA. For each repetition of each simulation, sample sparsity
and feature variance were recorded together with differences in prevalence and the
generalized fold change5 between groups. Additionally, the separation between original and
simulated samples in principal coordinate space was evaluated using PERMANOVA as
implemented in the vegan package59. As a complementary approach, a machine learning
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model was trained to classify real and simulated samples using the SIAMCAT R package9
and the AUROC of the cross-validated model was recorded.
Included DA testing methods and normalization procedures
To evaluate the performance of various DA testing methods, the R implementation of each
method was incorporated into SIMBA using the recommended preprocessing, if applicable.
The following methods were included in the benchmark (usually available through an R
package of the same name): the Wilcoxon test, the Kolmogorov-Smirnov (KS) test and linear
models (LM, all available within the base R distribution), limma60, edgeR61, DESeq262,
ALDEx263, metagenomeSeq19, ZIBSeq64, corncob65, ZINQ66, distinct67, ANCOM68, and
ANCOMBC69. For metagenomeSeq, two different models can be fitted within the same R
package, which are included here as mgs (using the fitZig function) and mgs2 (using the
fitFeatureModel function), analogously to Weiss et al.22. For ANCOM, no dedicated R
package is available from the original publication and the standard implementation is
prohibitively slow, thus the implementation available through Lin et al.70 was used (see SFig.
10).
All methods were run with different ways of normalizing the data: pass (no normalization)
and rarefaction (rarefaction of counts to the 25th percentile of the total counts across
samples) were applied to all methods. For the Wilcoxon test, the KS test, the LM, and
limma, additional normalization methods were explored, namely clr (centered log ratio
transform), rclr (robust centered log ratio transform), TSS (total sum scaling), TSS.log (total
sum scaling, followed by log10 transformation of the data), and TSS.arcsin (total sum
scaling, followed by the arcsine square root transformation), rarefaction-TSS (rarefaction
followed by total sum scaling), rarefaction-TSS.log (rarefaction followed by total sum scaling
and log10 transformation of the data). Lastly, the ZIBSeq DA test included an internal option
for a sqrt normalization.
Benchmarking of DA testing methods at different sample sizes
To simulate different cohort (sample) sizes, SIMBA randomly selected n samples out of the
two groups equally for each combination of effect size and each repetition. These samples
were saved via their indices such that each method was applied to the exact same data.
Seven different sample sizes were explored (12, 24, 50, 100, 200, 400, and 800) and 50 sets
of test indices were created for each. For the evaluation of a single DA method, a total of
980,000 unique configurations were generated and used as input (7 abundance shifts x 4
prevalence shifts x 100 simulation repeats x 7 sample sizes x 50 repeats).
Each method was applied to each bacterial taxon in succession using the previously indexed
samples. The P values across all taxa were recorded and adjusted for multiple hypothesis
testing using the Benjamini-Hochberg procedure29. Since ANCOM does not return P values,
its primary outputs (W values) were converted to be comparable to P values by transforming
them to range between 0 and 1. The recommended decision threshold for significance in
ANCOM is equal to 0.7 x number of tested taxa. Therefore, the W values above this decision
threshold were transformed into ‘significant’ P values (lower than 0.05), whereas all other W
values were transformed to range between 0.05 and 1 in the P value space. The ranking of
the W values was conserved in this transformation.
To evaluate the performance of each method, SIMBA checked the P values from each
testing scenario for how well bacterial taxa with differential abundance were detected. An
AUROC was calculated with the P values as a predictor and the false discovery rate (FDR)
was recorded with 0.05 serving as the decision threshold.
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Generating confounders through biased resampling
To simulate the effects of a confounding variable, the signal implantation method was
extended to include a secondary binary variable, similar to the main binary groups. In the
narrow confounding simulations, an additional set of non-overlapping features (different than
those implanted into the main binary groups) was implanted as described above, resulting in
two orthogonal sets of ground truth features. Alternatively, for the broad confounding
simulations which combined data from two different studies, this variable denoted the actual
study membership (Zeevi28 or TwinsUK36).
The confounding effect was generated when selecting samples for testing: in the different
simulation repetitions, the probability of a sample to be selected for the positive group was
contingent on the value of the secondary variable and a bias parameter. At a bias of 0.5, the
probability for a sample to be selected for the positive group was not influenced by the
secondary variable and the resulting groups were balanced (all four cells of the 2x2
contingency table have the same probability of 0.25). At a bias of 1, only the samples also
bearing positive values for the secondary variable were selected for the positive group
(increased probabilities along diagonal of 2x2 contingency table). Modulation of the bias
parameter, and thereby the resulting class balance of samples selected with respect to both
binary variables, enabled a systematic shift between the groups to be introduced into most
taxa.
Confounder-aware DA testing
For the confounded benchmarking, only tests with a reasonable performance in the
not-confounded setting were run through SIMBA, namely the Wilcoxon test, the LM, and
limma. All tests could also be adjusted by the confounder covariate, usually by inclusion in
the test formula. For the Wilcoxon test, confounder-aware testing was performed using the
blocked Wilcoxon test implemented in the coin package71 and for the LM, the confounder
covariate was included as a random effect in the model formula. The significance of the
original study variable was then tested by fitting the model using the lmer function within the
lmerTest package45. The evaluation procedure was otherwise unchanged compared to the
benchmarking without confounding.
Effect size assessment in real case-control datasets
To compare simulated data to real case-control microbiome studies, we collected datasets
for two diseases with a well-described microbiome signal. For colorectal cancer (CRC), we
included the data from five studies5,72–75 across three continents, which were the basis for an
earlier meta-analysis that identified consistent and predictive microbial biomarkers for CRC5.
For Crohn’s disease (CD), we similarly included five case-control studies3,76–79 that had been
analyzed previously9. For CD, the data were restricted to the first measurement for each
individual, whenever applicable. The data from all studies were taxonomically profiled via
mOTUs2 (version 2.5, ref57) and features were filtered for at least 5% prevalence in at least
three of the studies. Differences in prevalence across groups and the generalized fold
change were calculated for each microbial feature as previously described5 and the
significance of enrichment was calculated using the blocked Wilcoxon test from the coin
package in R71.
Confounder and robustness analysis in the MetaCardis data
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To deepen our understanding of confounding variable effects found in real clinical
microbiome data, we evaluated a subset of drug-disease combinations from the MetaCardis
cohort, which were preprocessed as described above. Each disease subcohort was
combined with the control group to constitute a case-control dataset, and the phi coefficient
was calculated using a custom implementation of the standard formula34 with respect to each
binary drug intake metadata variable (see SFig. 7a). For each bacterial taxon, two naive
linear models were built using the base R lm function which modeled bacterial abundance as
a function of either disease status or drug intake only, and two corresponding
covariate-aware models were built using the lmer function from the lmerTest package45, and
additionally incorporated drug intake or disease status as a random effect, respectively.
Significances of the resulting coefficients were adjusted for multiple testing according to the
Benjamini-Hochberg procedure29 and used to classify associations.
For a given disease-drug combination, taxa which were significantly associated with the
disease status and the drug intake in all four models were assigned a “drug- and
disease-associated” status. Likewise, taxa bearing a significant association with drug intake
in both naive and drug-adjusted models but lacking a significant disease association in the
drug-adjusted model were considered to be “drug-confounded” if naively disease-associated,
and “drug-associated” if not. Finally, taxa bearing a significant disease association in both
naive and drug-adjusted models which did not possess a significant association with drug
intake in the drug-adjusted model were classified as (robustly) “disease-associated”.
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Code availability
The software package to simulate metagenomic data (SIMBA) is available on Github:
https://github.de/zellerlab/SIMBA. Similarly, the repository containing the scripts to run a
benchmark (BAMBI) is also available on Github: h
 ttps://github.de/zellerlab/BAMBI.
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