MIPSTR: a method for multiplex genotyping of germ-line and somatic STR variation across many individuals

Keisha D. Carlson¹, Peter H. Sudmant¹, Maximilian O. Press¹, Evan E. Eichler¹,², Jay Shendure¹, Christine Queitsch¹

¹Department of Genome Sciences, University of Washington, Seattle, WA 98195, USA;
²Howard Hughes Medical Institute, University of Washington School of Medicine, Seattle, Washington 98195, USA

Running title- MIPSTR: high-throughput method for STR genotyping

Keywords: short tandem repeat (STR), microsatellite instability (MSI), genetic heterogeneity, somatic variation, STR variation

Christine Queitsch, PhD
Associate Professor
Foege Building S-410, Box 355065
3720 15th Ave NE
Seattle, WA 98195-5065
queitsch@u.washington.edu
206.685.8935 (office)
206.685.3776 (lab)
Abstract

Short tandem repeats (STRs) are highly mutable genetic elements that often reside in functional genomic regions. The cumulative evidence of genetic studies on individual STRs suggests that STR variation profoundly affects phenotype and contributes to trait heritability. Despite recent advances in sequencing technology, STR variation has remained largely inaccessible across many individuals compared to single nucleotide variation or copy number variation. STR genotyping with short-read sequence data is confounded by (1) the difficulty of uniquely mapping short, low-complexity reads and (2) the high rate of STR amplification stutter. Here, we present MIPSTR, a robust, scalable, and affordable method that addresses these challenges. MIPSTR uses targeted capture of STR loci by single-molecule Molecular Inversion Probes (smMIPs) and a unique mapping strategy. Targeted capture and mapping strategy resolve the first challenge; the use of single molecule information resolves the second challenge. Unlike previous methods, MIPSTR is capable of distinguishing technical error due to amplification stutter from somatic STR mutations. In proof-of-principle experiments, we use MIPSTR to determine germ-line STR genotypes for 102 STR loci with high accuracy across diverse populations of the plant *A. thaliana*. We show that putatively functional STRs may be identified by deviation from predicted STR variation and by association with quantitative phenotypes. Employing DNA mixing experiments and a mutant deficient in DNA repair, we demonstrate that MIPSTR can detect low-frequency somatic STR variants. MIPSTR is applicable to any organism with a high-quality reference genome and is scalable to genotyping many thousands of STR loci in thousands of individuals.
Introduction

Variation in short tandem repeats (STRs), which are also known as microsatellites, significantly contributes to phenotypic variation, evolutionary adaptation, and human disease (Gemayel et al. 2012). STRs consist of short (2-10 bp) DNA sequences (units) that are repeated head to tail. The presence of multiple identical or nearly identical adjacent sequence units causes frequent errors in recombination and replication, resulting in loss or gain of units. Consequently, STR mutation rates are 10-10,000 times higher than mutation rates of non-repetitive loci (Eckert and Hile 2009; Legendre et al. 2007).

In spite of their hyper-variability, STRs frequently reside in functional DNA, including coding and regulatory regions. STRs are estimated to be present in six percent of human coding regions (Mularoni et al. 2006; O’Dushlaine et al. 2005), highlighting the potential of STR variation to affect disease risk and other complex traits. Coding STRs that vary among humans tend to reside in genes affecting transcription and neural development (Molla et al. 2009). Several severe genetic diseases, including the trinucleotide expansion disorders Huntington’s and Spinocerebellar Ataxias (SCA), are a consequence of extended STR alleles that act as dominant mutations (Gatchel and Zoghbi 2005). The severity of STR expansion disorders would suggest that natural selection should remove STRs from functional genomic regions, but some, for example the pre-expansion STR allele in SCA2, are maintained by selection (Yu et al. 2005).

Model organism studies have demonstrated significant functional consequences of even subtle unit number variation in select STRs in plants, fungi, flies, voles, dogs, and fish, among other organisms (Fondon and Garner 2004; Hammock and Young 2005; Michael et al. 2007; Rosas et al. 2014; Sawyer et al. 1997; Scarpino et al. 2013; Undurraga et al. 2012). Similarly to humans, STR-containing genes in these organisms tend to be regulatory genes functioning in
transcription, development, and sensing environmental factors (Fondon and Garner 2004; Verstrepen et al. 2005). Adding or subtracting a single STR unit can have dramatic phenotypic effects, such as in the polyglutamine-encoding STR in the circadian clock gene ELF3 in Arabidopsis thaliana (Undurraga et al. 2012). STR unit number can show striking non-linear relationships with phenotype, which may in part be due to extensive epistatic interactions with other loci (Butler et al. 2007; Peixoto et al. 1998; Undurraga et al. 2012). Based on existing evidence, STR variation likely comprises an important component of the genotype-phenotype map (e.g., STRs are a viable explanation for some component of the ‘missing heritability’ of genome-wide association studies (Press et al. 2014)), yet due to technological difficulties in genotyping STRs, this component has remained largely undefined.

STRs have almost entirely escaped genome-wide assessment across many individuals due to the complexities of uniquely mapping short, repetitive sequencing reads and the inherently high error rate of STR amplification (i.e. amplification stutter). Thus, STR variation is typically excluded or misreported for genomes sequenced with short reads. Recently, several tools have been developed to estimate STR unit number from short read sequencing data (Gymrek et al. 2012; Highnam et al. 2013; Tae et al. 2013). These tools rely on the use of only STR-spanning reads with unique flanking regions to improve mappability and ascertain STR unit number. This restriction imposes size limits (read lengths in extant data are generally 101 bp or less) and greatly reduces coverage of informative reads (Supplemental Fig. 1). For example, when assessing the genotype of an STR locus of ~30 bp for a genome sequenced with 101 bp reads at 5X coverage, one will have to rely on fewer than three STR-spanning reads on average. Moreover, these tools model technical error due to amplification stutter based on STR genotypes from sequenced homozygous or haploid genomes, ignoring the expected diversity of somatic
alleles within individuals. These probabilistic models lose applicability in practice, because STR genotype calls are made with as few as one or two STR-spanning reads. Another recent method uses paired-end sequencing reads to infer variation at STR loci, similar to previous methods to detect large insertions and deletions (Chen et al. 2009; Grimm et al. 2013; Hajirasouliha et al. 2010; Qi and Zhao 2011). Due to the resolution limits of gel size selection, this method infers only whether STRs are variable rather than calling STR unit number genotypes (Cao et al. 2014). Thus, the comprehensive assessment of accurate STR genotypes from short-read sequencing data has remained a largely intractable problem.

Vast numbers of genomes, including genomes of hundreds *A. thaliana* strains have been generated with 36 to 64 bp read lengths (Cao et al. 2011; Gan et al. 2011) that are too short for the aforementioned tools. The existing read lengths and coverage depths of these genomes are sufficient to call most single nucleotide variants (SNVs), but insufficient to understand STR variation. It would be inefficient and costly to re-sequence whole genomes of hundreds of individuals or strains with sufficient depth and the longer reads necessary to understand STR variation (~150-300 bp, >30x coverage) when STRs only make up a small portion of the genome.

The challenges of STR genotyping can be addressed by targeted STR capture to increase the number of STR-spanning reads combined with a sequencing technology that accommodates longer reads to improve mappability and STR genotype calling. Such strategies were recently applied to the human genome, using STR-targeted microarray capture or RNA probe capture prior to sequencing (Duitama et al. 2014; Guilmatre et al. 2013). However, these STR capture methods produced only limited enrichment for STR-containing reads with flanking sequence
(2.2% of mappable reads (Guilmatre et al. 2013) and 25% of mappable reads (Duitama et al.
2014) and only marginally improved STR coverage for unit number calls (Table 1).

Here, we address the major obstacles of STR genotyping with a robust, scalable, and
inexpensive method, MIPSTR. MIPSTR combines STR capture via single-molecule molecular
inversion probes (smMIPs) (Hiatt et al. 2013) with mid-size sequencing reads and a unique
mapping strategy. In proof-of-principle experiments, we captured and sequenced STRs genome-
wide in diverse A. thaliana populations, called germ-line STR genotypes with high accuracy, and
quantified technical error with single-molecule information. Moreover, enabled by single-
molecule degenerate sequence tags, we demonstrate that MIPSTR can capture the same STR
locus from thousands of different cells, thereby enabling detection of somatic STR variants with
high sensitivity.

Results

Single molecule capture strategy yields highly accurate STR germ-line genotypes

We employed single molecule Molecular Inversion Probes (smMIPs) (Hiatt et al. 2013) to
capture STRs, thereby maximizing the number of STR-spanning, informative reads. In a proof-
of-principle experiment, we targeted 102 STRs across the genome of the model plant A. thaliana,
including exonic, intronic, regulatory (AM Sullivan, AA Arsovski, J Lempe, KL Bubb, MT
Weirauch, PJ Sabo, R Sandstrom, RE Thurman, S Neph, AP Reynolds, et al., in press), and
intergenic tri- and hexa- nucleotide STRs (Supplemental Fig. 2, Supplemental Table 1). We
first applied MIPSTR to the reference A. thaliana strain Columbia-0 (Col-0), which has been
Sanger-sequenced and for which accurate STR genotypes are available for comparison.
For each targeted STR, we designed a MIP, which is an 80bp oligonucleotide that contains: i) targeting arms which will uniquely hybridize to STR flanking regions, ii) a 12bp degenerate tag to distinguish individual capture events, and iii) a common backbone for PCR and sequencing priming (Fig. 1A) (Hiatt et al. 2013). In Col-0, we successfully captured all 102 STR target loci (Supplemental Fig. 3). After capture, MIPs were amplified for subsequent sequencing. As STR amplification is prone to PCR stutter and rampant technical error, we performed optimizations including modifying amplification conditions, specifically adjusting extension time, extension temperature, and polymerases used (see Methods).

MIPSTR libraries were sequenced using 250bp forward reads paired with 50bp reverse reads on the Illumina MiSeq platform. The 250bp forward reads spanned the ~20 bp ligation targeting arm followed by 200 bp of target sequence (STR sequence and unique flanking sequence) and ~20 bp extension targeting arm (large STR expansions will be missing some or all of the extension targeting arm). MIPSTR can assess STRs up to ~180 bp in length, considerably longer than the STRs currently assessed from whole-genome-sequencing data. The 50 bp reverse reads spanned the 12 bp degenerate tag, which identifies each specific MIP molecule, and the extension targeting arm (Fig. 1A). This experimental design allows MIPSTR to omit the computationally costly and error-prone step of mapping repetitive reads of low complexity to whole genomes. We sorted reads according to their MIP targeting arms, and for each MIP, used BWA (Li and Durbin 2009) to map its corresponding reads to a set of synthetic reference sequences designed specifically for each targeted STR (Fig. 1D). These synthetic references consisted of the STR sequence from the Col-0 reference genome with all possible STR unit number alleles between 1 and 100, which suffices for STR alleles within our size range. We successfully mapped 72% of all sequencing reads to the targeted loci (Table 1).
We called a genotype for each mapped read according to the quality of its alignment to an STR allele sequence (BWA alignment scores ≥ 180 were called as genotypes). Due to our mapping strategy, variation outside of the STR or SNVs within the STR does not affect STR unit number genotype calls (Fig. 1D). For Col-0, 55% of our mappable reads yielded informative STR unit number calls. Relative to previously described methods, this result represents a dramatic improvement in the number of informative reads per unit of sequencing effort (Table 1), such that it represents a substantial improvement in the efficiency and accuracy of STR genotyping. We required at least four STR-spanning reads at each locus to call an STR genotype. Ultimately, we called unit number genotypes for 96 out of the 102 examined STR target loci. For these loci, our calls were 96% concordant with the Col-0 reference allele, including the highly variable coding STR in the gene ELF3 (Fig. 2) (Undurraga et al. 2012).

Most importantly, unlike any previous method that we are aware of, each STR is represented by many independent capture events of STR loci at the pre-amplification stage. Although amplification introduces technical error, MIPSTR distinguishes between technical error, heterozygosity, and somatic mutations by comparing reads within and between capture events (Fig. 1C). The assessment of independent capture events is enabled by the use of smMIPs with degenerate tags (Hiatt et al. 2013), i.e. the same STR locus from many different cells is captured by many differently tagged MIP molecules. For each tag-defined read group (i.e. reads containing the same degenerate MIP tag), we assumed that the mode of called unit numbers across reads is the true allele for this capture event (Fig. 3). STR unit number variation within a tag-defined read group is considered technical error (Fig. 3, Supplemental Table 1). However, unit number variation observed among different MIP molecules, each representing independent capture events, is potentially the result of heterozygosity, somatic variation, or duplication (Figs. ...
Using the additional information of tag-defined read groups resolves the distribution of total read counts (compare Fig. 3A to 3B, C) and greatly improves confidence in STR genotype calls. Using information from tag-defined read groups also identified STR loci with consistently high technical error (Fig. 3, middle panel, Supplemental Table 1), which can be excluded in subsequent analyses. Furthermore, using information from tag-defined read groups has the potential to detect multiple STR alleles within a single individual (Fig. 3, right panel).

*A. thaliana* is an inbreeding plant and hence assumed to be homozygous at the vast majority of loci. Therefore, to test the potential of our method to detect multiple high-frequency alleles of the same STR, we assessed two STR loci present in two nearly identical copies on two different chromosomes in the Col-0 reference genome. For both STRs, the two genomic copies have different STR unit number genotypes in addition to SNV variation, enabling us to readily distinguish them. Indeed, for both STRs, we detected both unit numbers at high levels.

Specifically, for the STR (STR ID 73a and b) with only one SNV difference between duplicate copies, we observed near equal representation of both alleles (Fig. 3, right panel). We also observed two tag-defined read groups supporting unit number six, which may represent a somatic STR variant in this individual. Without differentiating tag-defined read groups, reads representing this STR genotype would be interpreted as technical error, like the few reads representing ELF3 STR unit number as six (compare Fig. 3 left panel to right panel). This example demonstrates the importance of including single-molecule information in STR genotype analysis.

Furthermore, we found evidence for the duplication of an intergenic STR that is located amidst multiple transposons; this duplication is not present in the Col-0 reference assembly (Fig. 2, STR ID 89). As for the other duplicated STRs, the two alleles, in this case six and seven, were
supported by approximately equal number of tag-defined read groups in multiple Col-0 siblings. These results suggest that MIPSTR can readily identify heterozygous and somatic STR variants, which have been largely inaccessible by previous analytical or empirical methods (Gymrek et al. 2012; Willems et al. 2014; Guilmatre et al. 2013; Highnam et al. 2013; Duitama et al. 2014).

MIPSTR accurately determines STR unit number genotypes across diverse *A. thaliana* strains

We applied MIPSTR to 96 genetically diverse strains of *A. thaliana*. These strains have been assessed for over 100 quantitative phenotypes and have been previously sequenced, primarily with 36 to 64 bp reads at a coverage of ~20X, to detect SNVs and structural variation (Cao et al. 2011; Gan et al. 2011). STRs evolve on a different time scale than SNVs, so linkage disequilibrium between STRs and SNVs breaks down quickly (Willems et al. 2014). Therefore, we cannot use linked SNV data to understand the relationship between STR unit number genotype and phenotype. Given the strong potential of STR variation to cause phenotypic variation, we set out to call STR genotypes across many divergent individuals and to show how even data for only 100 STR loci can improve our understanding of the genotype-phenotype map.

We determined the genotypes of the 100 STRs across the 96 diverse strains of *A. thaliana* including the reference strain Col-0 for a total of 9600 targeted STR loci in one Illumina MiSeq v2 sequencing run. MIPSTR scaled well to this task; both the number of targeted loci and the number of examined genomes can be readily increased by several orders of magnitude. STRs tend to be surrounded by repetitive sequence and AT rich regions, but in spite of this challenge, we successfully captured STR loci genome-wide for these genetically divergent strains.
Specifically, we captured at least 50 STR loci in 86 out of 96 strains (90%, Table 1) and at least 75 STR loci in 59/96 strains (61%). To apply MIPSTR to multiple strains, we pooled the 96 strain-specific capture libraries, each with a unique strain barcode on the reverse PCR primer, and sequenced as described above. For these pooled libraries, we sorted reads first by strain-specific barcode, then by targeting arm to identify the STR locus and degenerate MIP tag to identify reads originating from the same capture event (Fig. 1B). Similarly to our results with the reference strain Col-0, we were able to map 72% of sequence reads to their STR target loci and of those 64% were informative for calling STR unit number genotypes (Table 1). In this experiment, the Col-0 library represented ~1% of the total sequence reads, which should greatly reduce the information for each STR compared to our single Col-0 library run. Despite this dramatic reduction in information content, we could accurately call germ-line STR unit number genotypes for 97% of loci (64 out of 66 loci with at least 4 STR-spanning reads) (Supplemental Table 2). Comparing MIPSTR calls for the ELF3-STR to genotype calls from previous Sanger sequencing (Undurraga et al. 2012), MIPSTR performed with 98% accuracy (51 out of 52 strains) (Fig. 4). As previously discussed, using information from tag-defined read groups aided us in resolving STR genotypes. For example, for the strain Kin-0, total counts supported unit number 18 and 19 for the ELF3 STR (Fig. 4). Resolving read counts by tag-defined read groups enabled us to eliminate technical error and call 19 units as the correct Kin-0 ELF3 STR unit number. Across all 96 strains, we called STR unit number for 60% or more of STR loci in 62% of strains, with a total of 6,179 STR unit number genotypes (out of 9,600 targets or about 64% of targets) determined with a single Illumina MiSeq v2 sequencing run. As previously shown, additional sequencing is expected to yield many more capture events and thus more complete coverage across STRs (Turner et al. 2009).
The unit number, unit length, and purity of a given STR locus in a high-quality reference genome predict its variation across individuals (Legendre et al. 2007). STRs with high unit number, short unit length, and high purity are typically highly variable. With population-scale STR genotypes in hand, we addressed how well predicted variation of STRs (VARscore) (Legendre et al. 2007) correlated to observed variation across *A. thaliana* strains.

In general, VARscore correlated well with observed variation across STRs ($r=0.68$, Fig. 5), a substantially better agreement than previously observed (Duitama et al. 2014). However, this correlation was substantially weaker among coding STRs ($r=0.46$) than among non-coding STRs ($r=0.75$). This discrepancy suggests that sequence characteristics alone do not suffice to predict whether coding STRs vary on a population-scale. Coding STRs are more likely to be functionally important, and thus are less subject to the “neutral model” of the VARscore prediction.

Deviation of predicted STR variation (*i.e.* VARscore) from observed variation may thus hold information about STR function and selective pressures acting upon it. Specifically, STRs that are observed to be more variable than predicted may be under diversifying selection whereas those STRs that are observed to be less variable than predicted may be functionally constrained and under purifying selection (Press et al. 2014). For example, the STR in the gene *ELF3* is highly variable across strains, ranging from 7 units to as many as 29 units in a set of strains previously analyzed by Sanger sequencing (Undurraga et al. 2012). The phenotypes associated with variation in the *ELF3* STR change dramatically in different genetic backgrounds, suggesting co-evolution of the *ELF3*-STR with epistatically interacting loci (Undurraga et al. 2012). Given this STR’s strong background-dependent phenotypes, it is likely under diversifying selection and, correspondingly, it is much more variable than predicted (Fig. 5).
A complementary approach for identifying STRs with important function in modulating phenotype is genome-wide association of STR genotypes with phenotypes. The standard statistical methods for associating genotype with phenotype were developed for common, biallelic SNVs (Hayes 2013). STRs are typically multiallelic and often involved in epistatic interactions, both of which make it difficult to associate STR genotype with phenotype using standard methods (Press et al. 2014). Nevertheless, we performed a naïve association analysis to determine whether STR variation across strains was associated with well-characterized phenotypes (Atwell et al. 2010). We used the one-way analysis of variance (ANOVA) to detect associations between STR loci and phenotypes following previous studies (Mackay et al. 2012), modeling STR alleles as factors to avoid assumptions of linearity (Press et al. 2014). To minimize spurious associations, we dropped STRs that were typed in fewer than 10 strains from this analysis, and for each STR we dropped all strains carrying alleles present in fewer than three strains (rare alleles). We identified 124 significant associations involving 27 STRs and 41 phenotypes at a 1% false discovery rate (Supplemental Table 3). However, an important caveat is that this analysis did not consider population structure, which is another challenge given the different evolutionary trajectories of SNVs and STRs (Willems et al. 2014).

Our MIP-based approach can easily be scaled to thousands of targets; the human exome MIP set targets ~55,000 loci (Turner et al. 2009). Over 2000 STR loci are accessible by MIPSTR in A. thaliana, and many more accessible STR loci exist in humans (Duitama et al. 2014; Guilmatre et al. 2013; Willems et al. 2014; Guilmatre et al. 2013; Molla et al. 2009). Our preliminary results, considering only a fraction of the accessible A. thaliana STR loci, highlight the promise of STRs to contribute to the variation and heritability of quantitative traits (Press et al. 2014).
MIPSTR has potential to sensitively detect heterozygous and somatic STR unit number alleles

To determine the sensitivity with which MIPSTR detects heterozygous and somatic alleles, we mixed DNA of two divergent *A. thaliana* strains, Col-0 and Landsberg (Ler), in known ratios before MIPSTR capture and sequencing (Fig. 6). Of the 100 STR loci, 56 differed in STR unit number genotypes between Col-0 and Ler, and hence their relative presence across mixtures could be detected by MIPSTR. To assess the relative proportions of STR alleles within each mixture, we determined the number of tag-defined read groups for which the majority of reads supported either the Col-0-specific STR unit number or the Ler-specific STR unit number. This measure, however, is confounded by unequal coverage between libraries. More deeply sequenced libraries will represent a higher number of capture events per target and hence be more likely to identify rare STR alleles (*i.e.* somatic events). To account for variation in number of supporting tag-defined read groups per locus, we performed bootstrap resampling of the modes of the tag-defined read groups at each locus in each library 1000 times, while measuring the proportion of bootstrap samples in which the Col-0 allele was detected. Applying this method to our mixing experiment, the agreement between predicted and observed probabilities of observing Col-0 STR alleles was striking. For example, when we mimicked a “heterozygous” state with a 1:1 Col-0/Ler mixture we observed the Col-0 allele nearly 100% of the time. This agreement of predicted and observed probabilities held across all mixtures (Fig. 6), indicating that MIPSTR sensitively detects rare alleles. Mixing 1 part Col-DNA into 999 parts Ler-DNA, we were able to detect the Col-alleles at half of the 56 loci.

STR instability at selected loci has been previously used as a measure of genome instability and is a hallmark of certain cancers (Kim et al. 2013; Boland et al. 1998). Our data suggest that
MIPSTR has the potential to offer considerably greater resolution by assessing somatic STR variation genome-wide. To examine the potential of our method to detect decreased genome stability, we performed MIPSTR on Atmsh2 mutant plants. This mutant carries an insertion in the MSH2 gene, which is a crucial component of the DNA repair machinery. Indeed, a previous study, using a reporter system, found a ~10% increase in dinucleotide STR somatic mutation events in this mutant (Golubov et al. 2010). We applied MIPSTR to three Col-0 plants and three Atmsh2 plants. After eliminating STR loci with high technical error rates and loci without information for both strains, we compared the average number of STR alleles per locus with bootstrap resampling as described above. Instead of assessing two alleles, those of Col-0 and Ler as in the mixtures, we counted all alleles supported by at least one tag-defined read group in the resampling procedure. Compared to Col-0, the Atmsh2 plants showed a 4.7% increase in average STR alleles across loci (p < 2.2E-16, Wilcoxon test, Supplemental Fig. 4A). Removing the two most overrepresented Col-0 and Atmsh2 libraries, (i.e. with many more tag-defined read groups represented), resulted in an even larger difference between Col-0 and Atmsh2, with a 10.6% increase in Atmsh2 mutants’ average STR alleles across all tested loci (p < 2.2E-16, Wilcoxon test, Supplemental Fig. 4B). This result is particularly remarkable considering that these loci were not optimized with respect to those most likely to exhibit somatic variation. Such optimization is readily possible with MIPSTR – for example, by applying MIPSTR to long non-coding dinucleotide STRs, which are far more prone to unit number mutation and hence somatic error. By combining such a specifically designed set of smMIPS (i.e. targets) for detecting somatic STR variation with deep sequencing, MIPSTR may be capable of identifying much more subtle increases in genome instability.
Discussion

The potential of STR variation to contribute to phenotypic variation and heritability of complex traits is increasingly recognized (Press et al. 2014). To realize this potential, several recent efforts, relying on either analytical or experimental innovation, have made progress towards the ascertainment of accurate STR genotypes on a population-scale (Cao et al. 2014; Duitama et al. 2014; Guilmatre et al. 2013; Gymrek et al. 2012; Highnam et al. 2013). However, the STR-specific challenges for accurate genotyping – mappability and high amplification stutter – were only partially addressed. Here, we resolve these challenges by capturing STRs with single-molecule Molecular Inversion Probes that allow detection of many independent capture events of the same STR across many DNA molecules (Hiatt et al. 2013). Specifically, we resolve the mappability challenge by using targeted capture and locus-specific synthetic reference sequences. We resolve the challenge of inherently high technical error in STR amplification by examining many tag-derived read groups for each STR locus. STR unit number variation within a tag-defined read group results from amplification stutter. In contrast, STR unit number variation among tag-defined read groups has the potential to detect genomic duplications, heterozygosity, and somatic variation. We show that MIPSTR is capable of distinguishing these crucial sources of STR variation within samples.

Previous studies relied on amplification of haploid or homozygous genomes to estimate technical error for STR-containing sequencing reads (Guilmatre et al. 2013; Gymrek et al. 2012; Highnam et al. 2013); this approach is confounded by somatic variation and high STR mutation rates. MIPSTR offers an experimental avenue for empirically ascertaining technical error for many types of STRs. Notably, we observed dramatic differences in technical error even among the 100 trinucleotide and hexanucleotide STRs tested here. With larger numbers and more types
of STRs, one may derive more precise predictions of sequencing error based on sequence composition, length, genomic position and other features.

However, even in this proof-of-principle study some patterns emerged that inform our understanding of the mutability of STRs. First, as others have seen, the most common technical error we observed was the loss of one STR unit (STR variation within tag-defined read groups) (Guilmatre et al. 2013). The loss of one STR unit was also the most common somatic event (STR variation observed among tag-defined read groups). As STR variation within a tag-defined read group exclusively derives from amplification stutter, we speculate that the somatic loss of one STR unit similarly derives from amplification errors during replication, rather than errors in DNA recombination or repair. Second, as anticipated by previous studies (2007 Legendre GR paper), longer STRs showed both increased technical and somatic error. Third, comparing predicted (based on neutral models) to observed variation in STR unit number, we found a stronger correlation for non-coding STRs than coding STRs, consistent with greater selective pressures on the latter, and suggesting that deviations from expected STR variation may hold information about an STR’s functional importance.

Although the immediate application of MIPSTR is in accurately assessing germ-line STR variation, we also emphasize our method’s potential to sensitively detect somatic STR variation. Somatic STR variation, better known as microsatellite instability (MSI), has a long history as a biomarker for certain colorectal cancers, more recently also for endometrial cancers (Boland et al. 1998; Kim et al. 2013). In fact, a recent study used exome sequencing data (~20X coverage, 100 bp reads, compare with Figure S1) to assess MSI in colorectal and endometrial tumor and matched normal samples (Kim et al. 2013). Using only STR-spanning reads, this study called an MSI event at a given STR locus by comparing STR unit number distributions between tumor and
matched normal samples, controlling for technical error with the STR variation observed in
normal samples. As we show, comparing read distributions is vulnerable to differences in
coverage and requires normalization by bootstrap resampling. MIPSTR eliminates the need to
compare distributions of “normal” and ‘tumor’ samples to correct for technical error because
MIPSTR calls both germ-line STR genotype and somatic STR variation in a given sample.

Although the STR loci that we targeted were not optimized for somatic events, MIPSTR
detected the Col-0 STR alleles even in a 1:999 mixture of Col-0 and Ler-DNA. Moreover, using
MIPSTR we observed a substantial increase of somatic events in a plant mutant deficient in
DNA repair. MIPSTR can readily test and identify panels of 100-500 STR loci that are
particularly unstable and prone to many somatic mutation events – for example by testing longer
and less complex STRs such as di- or mononucleotides.

Beyond cancer genomics, at a population-scale, somatic variation and its occurrence across
tissues, developmental stages, and in response to environmental perturbations has remained
largely inaccessible due to the prohibitive costs of ultra-deep and single-cell sequencing (Baslan
et al. 2012; Navin et al. 2011). As STRs are highly mutable, they are arguably the best
biomarkers to detect even subtle perturbations of genome stability. We suggest that MIPSTR in
combination with STR panels optimized for somatic variation has great promise to detect even
subtle decreases in genome stability. We and others have previously proposed that subtly
decreased genome stability may precede or coincide with many disease processes and may
increase the penetrance of disease risk alleles (Queitsch et al. 2012; Heng 2010; Poduri et al.
2013). MIPSTR offers an approach to empirically test this hypothesis. Compared to single cell
sequencing (Baslan et al. 2012; Navin et al. 2011). MIPSTR also offers a cost-and labor-efficient
alternative for assessing the genetic heterogeneity of tumors, which is clinically relevant for
disease treatment and prognosis (Fox et al. 2013; Schmitt et al. 2012)

Finally, we emphasize that MIPSTR is readily scalable: by simply targeting all STR loci in
its size range, our method can provide genome-wide assessment of STR variation; by sequencing
more deeply for an optimized panel of STR loci our method can provide information about
somatic variation. MIPSTR is applicable to any organism with a high-quality reference genome,
including humans. In the future, applying MIPSTR across populations of diverse species will
contribute to fulfilling the long overdue promise of STR variation for explaining trait heritability.

Methods

smMIP capture reagent design

Each smMIP is an 80 bp oligonucleotide with a 40 bp common backbone flanked by an
extension arm of 16-20 bp and a ligation arm of 20-24 bp. These unique arms specifically
hybridize to flanking regions of STR loci for a gap-fill of 200 bp. Included in the 40 bp of the
common backbone are 12 random nucleotides, the degenerate tag, generating \( \approx 12^4 = 1.67 \times 10^6 \)
unique sequences per MIP. The MIPs were designed for 102 STRs across the A. thaliana
genome (Supplemental Table 1).

These MIPs were procured individually by column-synthesis on an 100 nmol scale with
standard desalting purification (at a cost of \( \approx 32 \) per MIP). Once purchased, one has effectively
an infinite MIP supply allowing for millions of capture reactions, justifying the considerable
upfront MIP cost. Cost per MIP is significantly lower when ordering less MIP without
purification (25 nmol /$7.20 per MIP) (Hiatt et al. 2013).
MIPs were pooled at equal molarity and mixed with the target at 200-fold molar excess. The results of the first capture reaction in the Col-0 reference genome, specifically the distribution of read counts from each MIP, were used to adjust MIP concentrations. We increased the concentration of the lowest performing MIPs (28, fewest number of reads) 100-fold; concentration of the next lowest performing group of MIPS (43) was increased 10-fold.

**Capture and Library Construction**

DNA was extracted from rosette leaves of individual 20-day-old *A. thaliana* plants using DNeasy Plant Maxi Kit (Qiagen). DNA was cleaned up and concentrated with Amicon Ultra Centrifugal Filter Units (Millipore).

Capture procedures were modified from previous protocols (O’Roak et al. 2012; Hiatt et al. 2013). 750 ng genomic DNA was mixed with 2 pmol smMIP mixture (starting concentration before adjustment for low performing MIPs), 1.5 µl 10X Ampligase buffer, and molecular biology grade water to a total volume of 15 µl. For hybridization, these mixtures were incubated in a thermocycler with a heated lid for 10 minutes at 95°C followed by 48 hours at 55°C. After hybridization, we added 2.5 pmol dNTPs (TaKaRa), 1 unit Ex Taq polymerase (TaKaRa), 0.5 µl 10x Ampligase buffer, 60 units Ampligase DNA ligase (Epicentre) and molecular grade water to an added volume of 5 µl per mixture. The extension phase was carried out at 60°C for an hour. After gap-fill and ligation, the mixtures were cooled to 37°C for two minutes. We then added 40 units of Exonuclease I (NEB) and 200 units of Exonuclease III (NEB) for a total reaction volume of 19 µl. To digest unincircularized and excess genomic DNA, we incubated these mixtures at 37°C for 15 minutes, and then denatured the enzymes at 92°C for two minutes.

**Library construction, purification, and pooling**
To create sequencing libraries, we amplified the capture reactions using a common forward primer and an indexed reverse primer. We mixed 5 µl capture reaction with 12.5 pmol dNTPs (TaKaRa), 5 ul 10X Ex Taq buffer, 25 micromoles forward primer, 25 micromoles reverse primer, 1 unit Ex Taq polymerase (TaKaRa), and molecular biology grade water to a total reaction volume of 50 µl. We performed an initial denaturation at 98°C for 10 seconds, followed by 28 cycles of 10 seconds at 98°C, 30 seconds at 58°C and 12 seconds at 72°C. The final extension was for 3 minutes at 72°C. PCR products were pooled as equal volumes per sample or according to gel image quantification to get approximately equal representation. We then cleaned up the pooled PCR products using Ampure XP beads (Agencourt) at 1.8X according to manufacturer’s recommendations.

**Sequencing and primary analysis**

Samples were sequenced using the Illumina MiSeq v2 platform according to the manufacturer’s instructions with custom sequencing primers (Hiatt et al. 2013). To improve cluster generation for these low complexity STR libraries, we spiked in Phi-X or whole genomic DNA libraries at 10-20%. We collected one 250 bp forward read to determine sequence of the ligation arm and STR target locus, one 50 bp reverse read to determine the sequence of the degenerate tag and extension arm, and one 8 bp read to determine the sample index sequence. The MiSeq software sorted by index read to separate pooled libraries.

**Mapping and STR genotype calling**

For each target STR locus, we created a synthetic reference of 100 “chromosomes,” which consisted of the Col-0 reference target sequence with 1 to 100 pure STR units (no SNVs). We sorted reads by the first 16 bp of the ligation targeting arm allowing three mismatches and then used the bwasw alignment mode of the bwa aligner (Li and Durbin 2009) to map the reads to the
locus-specific synthetic reference. For a given read, if the A-score of its alignment to a specific synthetic “chromosome” was ≥180, we called the STR unit number of this “chromosome” for this read. Below this A-score, the read was discarded. When the sequence read ended within the STR (presumably due to a large expansion of STR units) but still mapped with an acceptable A-score, we called the genotype as ≥ the unit number of the “chromosome” to which the read aligned. In this way, MIPSTR can yield information about STR unit number expansions in a given individual even in the absence of STR-spanning reads. Here, these “≥” calls were not used in further analyses such as association or calculation of variation.

We then sorted the STR genotype calls by the degenerate tag on the paired reverse read from which they derived. We required an exact match of the 12 bp degenerate tag for reads to be grouped into a tag-defined read group. We then called the mode STR unit number of each tag-defined read group as the genotype of that DNA molecule. If we observed that more than one tag-defined read group supported an alternate STR allele, we considered it evidence of somatic variation.

**STR association with phenotypes**

We used previously published data for 107 phenotypes collected for 96 *A. thaliana* strains (Atwell et al. 2010). We then proceeded to detect associations between each of these phenotypes and each variable STR locus within genotyped strains. For each test, we omitted strains from the analysis that were not phenotyped for the relevant trait or genotyped at the STR in question. We additionally removed from the analysis strains that carried STR alleles that were found in fewer than three strains total, to avoid confounding from rare alleles. We then performed one-way ANOVA to test the null hypothesis of no association between each STR and each phenotype, while treating each STR allele categorically. We chose to treat STR alleles categorically because
assumptions of linearity in STR-phenotype associations are poorly founded in some cases (Undurraga et al. 2012; Press et al. 2014). Associations were accepted at a 1% false discovery rate ($p = 1.48 \times 10^{-4}$).

### Calculating technical error rates

To calculate the technical error rate of amplifying STR loci, we considered all tag-defined read groups for which a single STR unit number mode was supported by at least two reads. For these tag-defined read groups, we took the fraction of reads supporting unit numbers other than the mode and divided by the total number of reads. We averaged across all tag-defined read groups at a given locus for a technical error score between 0 and 1 representing the fraction of reads at a locus known to be error (Supplemental Table 1).

### Somatic allele counts

To compare the number of somatic events occurring in different individuals, we only considered STR loci with low technical error scores (below 0.2, Supplemental Table 1) and with information for all plants in the comparison. We used bootstrap resampling to account for sometimes vastly different read counts. For example, in the Col-0 and Ler mixing experiment, some mixture libraries had as few as ten tag-defined read groups at a given locus. Thus, we resampled ten modes from tag-defined read groups in these samples, counting the proportion of those samples in which the Col-0 unit number allele was present. In Col-0 versus atmsh2 experiment, depth of coverage was much higher and hence we resampled 1000 modes of tag-defined read groups for each locus. For each sample, we calculated how many different STR unit number alleles were present and averaged across loci.
Acknowledgements

This work was supported by grants from the National Human Genome Research Institute Interdisciplinary Training in Genomic Sciences (2T32HG35-16 to MOP, T32 HG00035 to KDC) and the National Institute of Health New Innovator Award (DP2OD008371 to CQ). We would like to thank Matt Rich, Josh Cuperus, Matthew Snyder, Akash Kumar, Joe Hiatt, Choli Lee, Rachel Youngblood, Giang Ong, Jacob Kitzman, and Queitsch lab members for helpful discussions.

Figure Legends

Figure 1. MIPSTR determines germ-line and somatic STR variation with a combination of targeted capture, sequencing, and a novel mapping strategy. A) single-molecule molecular inversion probe (smMIP) with common backbone for PCR primer binding (dark-green, also shown PCR and sequencing primers with arrows and purple sequencing adapter), 12 base pair degenerate tag (striped, green/white), and targeting arms with locus-specific, STR-flanking sequence (blue). As shown, one targeting arm is the primer for polymerase extension (extension arm), ligation closes the circle at the other targeting arm (ligation arm). B) Applying across individuals identifies germ-line STR variation across genetically diverse individuals. C) Applying MIPSTR distinguishes somatic STR variation from technical error, using many degenerate tags (see in A). STR variation within a tag-defined read group (i.e. reads with the same degenerate tag) is considered technical error. STR variation across tag-defined read groups is considered somatic variation. D) MIPSTR maps reads from a given STR locus (based on targeting arm sequence) to locus-specific synthetic references with unit number 1 through 100 (1
through 7 shown here). SNVs (in pink), even if occurring in the STR sequence, do not affect mapping or STR unit number genotype calls.

**Figure 2.** MIPSTR accurately determined germ-line STR unit number in the reference strain Col-0. Raw read counts at 30 representative STR loci, with reference genome STR unit number indicated in green. UNK indicates gene of unknown function. Numbers shown in parentheses refer to STR IDs (see Supplemental Table 1). Two instances of genomic duplication (residing in transposons) are shown (STR ID 73 and 89) – both alleles showed comparable read count. Note that erroneous calls show low read count or high technical error.

**Figure 3.** MIPSTR distinguished technical error from somatic variation. A) Three histograms from Figure 2 with total read counts. Left, the known ELF3-STR unit number is clearly supported by the modal unit number. Middle, this intergenic STR showed great variation in STR unit number; the mode did not support the known STR unit number. Right, this STR resides in two copies in two different genomic locations (transposons). Both known alleles were identified, yet total read counts alone cannot distinguish genomic duplicates from technical or somatic error. B) Reads are separated into tag-defined read groups with dot sizes and color representing read count (different scales for each locus, see inset). Colored boxes are shown in detail in C. Left, all tag-defined read groups with one exception supported the known STR unit number seven. Most tag-defined read groups showed low levels of technical error, primarily reads with unit number six (-1), but also five and eight. Middle, separating reads into tag-defined read groups illustrates the extremely high technical error for this STR. The mode of a tag-defined read group was often supported by less than 50% of total reads. Some tag-defined read groups
contained as many as six different STR genotypes. We exclude such loci from the analysis of
somatic STR variation. Right, as expected for a duplicate STR or a heterozygote, approximately
half of the tag-defined read groups support each of the known STR genotypes with very little
technical error. We also observed evidence of a somatic STR allele with unit number six, which
was supported by two tag-defined read groups (boxed, black outline). Note the absence of either
known STR allele for these tag-defined read groups. This STR genotype is also visible in the
total read count histogram (A, right), where it would be interpreted as technical error by other
methods. C) Detailed views of plots in B; outline color corresponds to respective plot.

Figure 4. MIPSTR accurately determined germ-line ELF3-STR unit number on a
population-scale across genetically diverse A. thaliana strains. Histograms of raw read counts
across 30 accessions. STR unit number as determined by Sanger sequencing is indicated in
green. Using tag-defined read groups, the Kin-0 ELF3 STR genotype can be resolved to the
known STR genotype even with comparatively few total reads. MIPSTR clearly calls STR unit
number 19 for Pro-0. Note that different individuals of the same strain were analyzed with
MIPSTR and Sanger-sequencing, which may explain the discrepancy.

Figure 5. Observed and predicted STR variation showed greater correlation for non-coding
STRs than coding STRs. The correlation between the observed log_{10} of the standard deviation
of STR unit number across strains (y-axis) and the VARscore (x-axis), which predicts STR
variation from sequence characteristics. Black points are non-coding STRs, red points are coding
STRs. Outliers may indicate functional importance (ELF3 STR is indicated).
**Figure 6. MIPSTR detects low frequency STR alleles.** X-axis, tested mixtures of Ler and Col-0 DNA. Y-axis, probability of detecting Col-0 STR alleles. Closed circles are observed probability of observing Col-0 STR alleles (standard error is indicated, black lines); open circles are predicted probability of observing Col-0 STR alleles. To calculate the observed probability for each mixture, we re-sampled tag-defined read group modes supporting either the Col-0 or Ler allele at each STR locus 1000 times. The proportion of samples that carry the Col-0 allele was determined and averaged across all STR loci that differ between Ler and Col-0. To calculate the expected probability for each mixture, we assumed the known ratios of Col-0 and Ler STR alleles in each mixture and the probability of observing the Col-0 STR allele with ten observations.
Figure 1

A

Ligation arm

Reverse PCR primer and sequencing adapter

Forward PCR primer and sequencing adapter

Common smMIP backbone

12 base pair degenerate tag

B

Strain I

STR 1 STR 2 STR 3

natural variation

Strain II

STR 1 STR 2 STR 3

C

Strain I

DNA molecule 1 STR 1 STR 2 STR 3

heterozygosity or somatic variation

Strain I

DNA molecule 2 STR 1 STR 2 STR 3

D

STR 1 read

Unit #1

Unit #2

Unit #3

Unit #4

Unit #5

Unit #6

Unit #7

Locus-specific synthetic reference

Unit #1

Unit #2

Unit #3

Unit #4

Unit #5

Unit #6

Unit #7

Unit #1

Unit #2

Unit #3

Unit #4

Unit #5

Unit #6

Unit #7

Figure 1
**Figure 3**

**A** Total read count distributions

- (22) Exon ELF3 Unit #7
- (42) Intergenic Unit #41
- (74) Transposon Unit #4,7

**B** Read counts resolved by tag-defined read groups

**C** Informative details of B
Figure 4

STR informative read count

STR unit number genotype

CC-BY-NC-ND 4.0 International license peer-reviewed) is the author/funder. It is made available under a CC-BY-NC-ND 4.0 International license.
Figure 5

Observed log10(SD) of STR unit numbers across 96 strains

- Diversifying selection
- Stabilizing selection

ELF3

Predicted variation (VARscore)

$r = 0.75$
$r = 0.46$

The copyright holder for this preprint (which was not peer-reviewed) is the author/funder. It is made available under a CC-BY-NC-ND 4.0 International license.
Figure 6

![Graph showing the probability of observing Col-0 STR allele in each mixture.](image-url)
### Tables

**Table 1. Technologies for assessing STR variation by targeted capture and high-throughput sequencing.**

<table>
<thead>
<tr>
<th>Name</th>
<th>Sequencing and analysis strategy</th>
<th>Accepted coverage*</th>
<th>Reported accuracy</th>
<th>Reads mapped to STR targets</th>
<th>Efficiency of mapped reads</th>
<th>STR targets successfully genotyped</th>
<th>Ref.</th>
</tr>
</thead>
<tbody>
<tr>
<td>Array Capture</td>
<td>Human, Illumina HiSeq, RepeatSeq (Highnam et al. 2013)</td>
<td>2 reads</td>
<td>88%-92%</td>
<td>38.7%</td>
<td>6.5% informative reads</td>
<td>&gt;= 1 genotype for 54.5% of targets across 8 individuals</td>
<td>(Guilmatre et al. 2013)</td>
</tr>
<tr>
<td>SureSelect RNA probe capture</td>
<td>Human, Roche 454, locally align flanking regions</td>
<td>4 reads</td>
<td>88%-95%</td>
<td>~60%</td>
<td>40% informative reads</td>
<td>30.1%-36.8% of targets per sample</td>
<td>(Duitama et al. 2014)</td>
</tr>
<tr>
<td>MIPSTR-smMIP capture</td>
<td>A. thaliana, Illumina MiSeq, map to locus-specific synthetic reference</td>
<td>4 reads</td>
<td>94%-98%</td>
<td>72%</td>
<td>55%-64% informative reads</td>
<td>64% of targets across samples, at least 50% of targets in 90% of samples</td>
<td></td>
</tr>
</tbody>
</table>

*Minimum coverage of a single STR that is considered sufficient to call a genotype.*
References


