Supplemental Figures

Figure S1. Related to Figure 1. A paradigm to probe heat perception in larval zebrafish.

(A) Schematic of z-stabilization during image acquisition. Before acquisition of experimental data in each plane a
small pre-stack spanning 10 µm around the plane of interest was acquired. Each acquired slice during the experiment was subsequently cross-correlated to each slice in the pre-stack to predict the most likely current z-position.
Based on the identified current position a required stage-shift was computed and applied after low-pass filtering. At
the same time data acquired using nuclear expressed RFP was used to calibrate a predictive model that pre-empted
stage movements. Using this model small stage-shifts were applied concurrently with the heat stimulus to offset
delays caused by the low-pass filter.
(B) Comparison of stimulus correlations observed in nuclear RFP stacks during heating trials. Since RFP is not
calcium sensitive observed stimulus correlations are due to heat-induced movements of the preparation. The blue
curve without stabilization indicates observable stimulus correlations while the juxtaposition of the orange line (with
stabilization) and the green line (shuffled data) indicates that stabilization removes all spurious stimulus correlations.
(C) Example average stage movements performed by the stabilizer during one experiment consisting of 30 imaged
planes. A negative offset indicates that the objective was moved away from the specimen, consistent with heatinduced expansion of the preparation. Shaded area reflects bootstrap standard error.
(D) Trial average clustered activity profiles after data shuffling. Note that the activity profiles do not show any relation
to the stimulus and furthermore that the number of identified cells is greatly reduced compared to Figure 1E. Color
indicates ∆F/F0 .
(E) Trial average clustered activity profiles when applying spectral clustering to the stabilized RFP dataset. Since
RFP fluorescence does not reflect neuronal activity there should be no observable stimulus related changes in fluorescence. The fluorescence changes retrieved through clustering are indeed largely unstructured and importantly
unrelated to the activity extracted from functional imaging experiments (Figure 1E). Also note the difference in scale
between the heat map in Figure 1E and S1E. Color indicates ∆F/F0 .
(F) Comparison of cluster average activity extracted from experimental nuclear GCaMP expressing and RFP expressing control fish. ON clusters green, OFF clusters magenta, RFP clusters red. Averages presented here are
extracted from the whole brain dataset. For RFP the clustering still retrieves cells but since clustering is based on
correlation these will now correspond to small-scale artifacts which are very different in dynamics and amplitude
from stimulus induced GCaMP signals.
(G) Trial average temperature stimulus presented in the heat and tap experiments. The arrow indicates the time the
tap stimulus was delivered in each trial. Note that this stimulus and imaging set served two purposes. On the one
hand the co-representation of taps allowed us to describe uni- versus multimodal cells (Figure 2 and S2) and the
different temperature dynamics allowed us to test our circuit model (Figure 6 and S6).
(H) Behavior induced in heat plus tap experiments. The right subplot shows bout frequencies of swims (blue line)
and (flicks) during the temperature stimulus, and the right sub-plot shows behavior around the time of the tap. Note
the vastly different scale of the y-axis as taps induced behavior in more than 99 % of trials.
(I) Trial average activity of cells that showed significant heat responses during heat and tap experiments sorted into
ON and OFF types. Color indicates ∆F/F0 .
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Figure S2. Related to Figure 2. Heat related activity is widespread across the brain.

(A) Distribution of nearest neighbor distances within and across cell types to visualize clustering. Left pane: Distribution of the average distance from each heat-modulated cell to its two nearest heat-modulated neighbors (blue
line) or two non-heat-modulated cells (orange line). Middle panel: Comparison of nearest neighbor distances between OFF cells (magenta line) and OFF and ON cells (orange line). Right panel: Comparison of nearest neighbor
distances between ON cells (green line) and ON and OFF cells (orange line). In all three cases the shift in peak
and longer tail of the orange distribution indicates that cells of the same type anatomically cluster within the brain.
(B-C) Brain wide distribution of ON (green) and OFF (magenta) cells after shuffling cell identities. Note the even
distribution of cells compared to the clustered appearance in Figue 2 C-D. (B) Top view, anterior left, right side top,
scale bar 100 µm. (C) Side view, anterior left, dorsal top, scale bar 100 µm.
(D) Per region fraction of ON (green) and OFF (magenta) cells after shuffling cell identity. Note the even distribution
and the fact that all regions have nearly the same ratio of ON and OFF cells in contrast to Figure 2 E.
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(E) Left panel: Comparison of nearest neighbor distances from heat modulated to other heat modulated (blue line)
or heat modulated to non-heat modulated cells (orange line) after shuffling cell identities. Right panel: Comparison
of nearest neighbor distances from ON to other ON cells (green line) or ON cells to OFF cells (orange line) after
shuffling cell identities. Note that in comparison to A the lines are tightly juxtaposed indicating that cell-type clustering is not present after shuffling.
(F) Example neuronal response classes when presenting mixed heat and tap stimuli. Average of cells that are only
responsive to heat (red, left panel), average of cells that only respond to taps (blue, middle panel) and average of
multimodal cells (purple, right panel). Shading indicates bootstrap standard error. The double slash indicates a
change in the x-axis scale to increase visibility of the tap responses.
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Figure S3. Related to Figure 3. Motor cells can be separated according to behavior and stimulus conditions.

(A) Bout triggered averages around time of a left flick (left panel) or a right flick (right panel) for ”Flick-left” cells
(purple), ”Flick-right” cells (green) and ”All-motor” cells (orange). Note that while All-motor cells are not modulated
according to flick direction, Flick-left and Flick-right cells are highly direction selective. The first five seconds of each
cell’s bout triggered average served as the baseline for calculating ∆F/F0 . Shading indicates bootstrap standard
error.
(B) Bout triggered averages around time of a bout during stimulation (left panel) or while the stimulus laser is
off (right panel) for ”Evoked-motor” cells (red), ”Spontaneous-motor” cells (blue) and ”All-motor” cells (orange).
Note that while All-motor cells are not modulated by the presence or absence of the heat stimulus, Evoked- and
Spontaneous-motor cells show strong specificity for the presence or absence of the stimulus respectively. The first
five seconds of each cell’s bout triggered average served as the baseline for calculating ∆F/F0 . Shading indicates
bootstrap standard error.
Note that the fact that motor triggered averages rise before time 0 in panels A and B does not necessarily indicate
pre-motor activity since motor events often cluster in head-embedded fish and this activity can hence reflect residual
activity of previous events.
(C) Cell-regressor correlation matrix after shuffling activity data. Note the near equal size of clusters and that there
are only 164 identified cells total compared to 9137 on the real data (1.8 %).
(D) Bout triggered averages of cells identified after shuffling activity data. Top panels shuffled control of S3A, bottom
panels shuffled control of S3B. Shaded area indicates bootstrap standard error which is absent for the orange lines
in the top panel as only one ”All motor” cell could be included in the analysis.
(E-F) Location of all identified motor correlated units of all types (orange) with non-motor cells in grey to better reveal
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the structure of the brain. (E) Top view, anterior left, right side top, scale bar 100 µm. (F) Side view, anterior left,
dorsal top, scale bar 100 µm.
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Figure S4. Related to Figure 4. Diversity of heat responses increases in the hindbrain.

(A) Response types of cerebellar cells extracted via spectral clustering. There are two ON types (red and orange
lines) as well as two OFF types (green and dark blue lines).
(B) Response types of habenular cells extracted via spectral clustering. There are two ON types (blue and orange
lines) as well as three OFF types (red, brown and purple lines).
(C) Response types of cells in the pallium extracted via spectral clustering. Note the orange cell type with a very
transient and the red type with an integrating ON response. Also present are a more canonical ON type (blue line)
as well as two OFF types (brown and purple lines).
(D) Response types of cells in the sub-pallium. Three ON response types (blue, orange and green lines) and two
OFF types (purple and brown lines) were identified.
(E) Response types identified by spectral clustering in the pre-optic area. Two slowly integrating ON types (blue and
orange lines) and one slow integrating OFF type (purple line) were identified.
Shaded areas in A-E reflect bootstrap standard error.
(F) For each region the percentage of cells identified after shuffling activity data relative to the number of cells identified on real data (Trigeminal ganglion grey, Hindbrain regions blue, forebrain regions red). Rh5/6: Rhombomere
5/6 region of the hindbrain, Rh2: Rhombomere 2 region of the hindbrain, POA: preoptic area.
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Figure S5. Related to Figure 5. A dynamic model of sensori-motor transformations during heat perception.

(A) The nonlinearity of the trigeminal ON type. Dots are a scatter plot of the observed activity versus the linear
prediction (linear factors and convolution). Solid black line is the cubic nonlinearity fit to the data.
(B) Same as A) but for trigeminal OFF type.
(C) Same as A) but for slow ON type in Rh5/6
(D) Same as A) but for slow OFF type in Rh5/6
(E) Same as A) but for fast ON type in Rh5/6
(F) Same as A) but for fast OFF type in Rh5/6
(G) Same as A) but for delayed OFF type in Rh5/6
(H) Traces used as the input and output of the filter simulation. The blue trace is the temperature stimulus corrupted
with gaussian noise. The orange trace is the derivative of the temperature trace corrupted with gaussian noise.
(I) Comparison of the true filter used to generate the temperature derivative trace (orange) and the model approxi-
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mated filter (black) when fitting the model on the noisy data in (H).
(J) Comparison of predicted Rh5/6 activity for a basic model without linear filters. In each case the linear factors as
well as the output non-linearity have been re-fit while the convolution filter was omitted. Note that activity of both the
”Slow ON” (first panel, orange) and ”Slow OFF” (second panel, blue) cell types can still be predicted well, while the
activity of ”Fast ON” (third panel, red) and ”Fast OFF” cells (fourth panel green) cannot be re-created. Activity of the
”Delayed OFF” type (last panel, brown) can be adequately predicted as well.
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Figure S6. Related to Figure 6. The model predicts behavioral and neural activity in response to novel
stimuli.

(A) Comparison of the frequency components in the stimulus used for fitting the model and the stimulus used for
testing. Left panel: cumulative proportion of magnitudes at given frequency. The left shift of the orange curve
(test stimulus) compared to the blue curve (stimulus used for fitting) indicates that the test stimulus has more highfrequency components. Right panel: The same plot after filtering both stimuli with the trigeminal input filter of the
model. This demonstrates that even after the initial model stage the frequency composition of the test stimulus is
still different from the stimulus used for fitting.
(B) Clustering of correlations of heat-responsive cells with predicted Rh5/6 hindbrain regressors for the test stimulus. The model was used together with the test-stimulus as input to derive cell-type regressors. Color indicates
correlation of each cell (row) to each regressor (column). Cells were clustered based on the best-fitting regressor.
Fast ON (red circle): 156 cells. Slow ON (orange circle): 125 cells. Fast OFF (green circle): 48 cells. Slow OFF
(blue circle): 14 cells. Delayed OFF (brown circle): 42 cells. Note that the relationship between ON and OFF cell
numbers recovered this way is very similar to the ratio of ON and OFF cells identified in Rh 5/6 via clustering of the
first stimulus set (compare to Figure 2E).
(C) Prediction of swim (top panel) and flick behavior (bottom panel) for the fit stimulus in a model in which no filtering
is performed by cells in Rh5/6 - all other model stages are kept constant. Note that while the prediction of flicks is
nearly identical to the full model, swim prediction is far less accurate (R2 = 0.69 compared to R2 = 0.89 for the full
model, Figure 7B).
(D) Same as C but for test stimulus. Again especially swim prediction is affected with a reduction in R2 from 0.93
for the full model to 0.77.
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(E) For each response type the fraction of cells, compared to the full model, that can be recovered in each cluster
when using the no-filtering model to create regressors for Rh 5/6 activity. Note that the overall recovered fraction
mimics the quality of the prediction when omitting filters for the different response types (Figure S6J). Bar colors
indicate which of the regressors in the reduced model identified the respective cells.
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Supplemental Materials and Methods
Data analysis
Fluorescent imaging and behavioral tail data were acquired under a custom-built 2-photon microscope using custom
software written in C# (Microsoft). Imaging was performed at 2.4 Hz - 3 Hz and all imaging data was interpolated to
a 5 Hz timebase before further analysis. Tail-tracking data was acquired at 100 Hz. All behavioral features such as
calling and classifying bouts were performed at this timebase, however, for all comparison of behavior and imaging,
the behavioral data was downsampled to a 5 Hz timebase.
Image segmentation Cells in each plane were segmented anatomically. To correct for motion artifacts individual
planes in each timeseries were re-aligned based on image cross-correlations (Miri et al., 2011). For nuclear GCaMP
experiments, individual nuclei were subsequently segmented using Cell Profiler (Carpenter et al., 2006). To resolve
merged nuclei in areas of low contrast, objects larger than a typical nuclear size were divided into subregions
based on pixel timeseries correlations. For experiments using cytoplasmic GCaMP custom written software was
used to identify individual cells. Each image was processed using a minimum and a maximum filter tuned to
nuclear size. Points where the differences between the two filtered results crossed a threshold (at least 20 % of
the average region brightness) were considered potential cell centroids. After including seed pixels around the
centroids individual regions were grown in a greedy manner, incorporating pixels that were better correlated to their
own current average activity than to neighboring averages. Resulting correlations masks were intersected with
anatomical masks based on cell size to obtain the final segmentation.
Bout identification and classification

Swim bouts were identified as described previously (Portugues et al.,

2015) based on the windowed standard deviation of the tail cumulative angle trace crossing a threshold. The
mode-centered cumulative angle trace a of each bout was used to assign the following score:
P
a
bias = P a
|a|
a

(S1)

Right flicks were defined as bouts with a bias < −0.8, left flicks as bouts with a bias > 0.8 and all other bouts were
defined as ”swims”. The cutoffs were chosen since the histogram of all bias scores has a minimum in those points.
Brain wide identification of heat modulated cells

To identify heat responses across the whole brain spectral

clustering was performed on a subset of cells since computing a pairwise correlation matrix of all cells and then
performing clustering was not feasible. To arrive at a ”canonical subset” for clustering the following filtering steps
were performed. First for each cell the activity standard deviation during stimulus periods versus the standard
deviation during rest periods was computed. All cells for which the standard deviation during stimulation was not
greater than the standard deviation during rest were excluded, reasoning that those cells are unlikely to be stimulus
modulated. Furthermore, all cells that had a correlation > 0.4 to a motor regressor were removed.This reduced
the original number of cells from 699,840 down to 53,728 cells. For all these cells the pairwise correlations were
computed. Any cells that did not have at least 20 partners across at least 3 fish that each explained 40 % of
the cells variance were discarded. The reasoning behind this step was to enrich the considered set for canonical
stimulus responses at the expense of discarding any rare response types. After this step 19,389 cells or 2.8 % of the
original amount remained. We note however, that asking for merely one additional partner is responsible for 80 %
of the observed reduction. After arriving at the filtered set of cells the trial-average response of each remaining cell
was computed and spectral clustering with pair-wise correlations as similarity matrix asking for 6 total clusters was
performed. Subsequently the cluster averages were used as regressors, probing the entire set of 699,840 cells.
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Each cell that had a correlation ≥ 0.6 was included in the final cell clusters. Across the resulting clusters about half
the cells came from the original ”canonical set” while the other half was made up of previously discarded cells.
Nearest neighbor distance metrics

To compute nearest neighbor distance metrics for all cells we used the

transforms obtained during image registration to map the centroids of all segmented nuclei into a common reference
frame. For each cell of interest we subsequently computed the average distance to its two nearest neighbors of the
same or comparison type. Since nearest neighbor distances are influenced by the amount of cells in each type as
well, when comparing distances we always downsampled the number of cells to the amount present in the smaller
sample used for comparison.
Region specific identification of heat modulated cells

The transformations computed during image registration

of our experimental stacks were used together with our manual segmentation to assign each nuclear centroid to
a brain region. From each brain region again all cells that were correlated > 0.4 to any motor regressor were
discarded. Since the number of cells in each region was much smaller than for the whole brain no further filtering
was necessary and spectral clustering was performed on all the non-motor correlated cells. Overall the aim was
to obtain as many different response types as possible. Setting the number of retrieved clusters to 6 at least one
unstructured cluster was obtained in each region. The averages of remaining clusters were subsequently again
used as regressors to identify responsive cells in the given region via a correlation ≥ 0.6 to the cluster average.
Highly correlated clusters (r > 0.9) were subsequently merged. This simplified display of the data but had no
influence on the further analysis (data not shown) as the highly correlated sister-clusters did not add explanatory
power.
Identification of heat and tap responsive cells

To identify heat responsive, tap responsive or mixed cells in the

heat and tap experiments the timeseries of individual cells were categorized in the following manner. First using
behavioral regressors all cells with a motor correlation > 0.4 were sorted out. Subsequently the period of sinewave
heat stimulation (as this created the largest heat responses overall) as well as the period of the tap was used to
calculate an activation score a averaged across the 25 trials T :
a=

1 X | F̄pre − F̄stim |
25
σpre

(S2)

T

Cells where a > 2 were considered responsive for the given stimulus, cells where a < 0.75 were considered
unresponsive and cells with intermediate scores were discarded. These criteria defined inclusion in the heatresponsive, tap-responsive or mixed categories. We note that these scores are fairly strict and overall identified
fewer cells across Rh5/6 than the regressor based identification used in Figure 7.
Information metrics

To compute the mutual information scores we computed the required entropies and joint

entropies using a jackknife estimate in order to reduce bias on small sample sizes (Zahl, 1977).
Data shuffles Since the stimulus presented on each imaging plane is repeated three times, cell activity that
reflects the stimulus should follow the same repeat structure. The data shuffles used for the analysis of heat
modulated cells in Supplementary Figures 1 D-E and 4 E-F were therefore generated as follows. Each cell’s activity
trace was split into the three repeats and each repeat was independently circularly permuted. This should break the
repeat structure but leave in-repeat timescale structures in tact. The activity generated this way was subsequently
subjected to the same whole-brain or regional clustering approaches detailed above.
Since regression based analysis was used to identify motor-correlated cells a different approach was used to create
the controls in supplemental Figure 3 A-C. In this case the whole activity trace of a cell was circularly permuted with
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respect to the motor regressors again keeping the overall structure of the activity data intact. The shuffled activity
was subsequently probed with the motor regressors as described above.

Circuit model
The circuit model was constructed as a feed-forward model from stimulus to behavioral output. The activation in
each stage (Trigeminal ganglion - Rh5/6 region of the hindbrain - Motor cells - Behavior) was described as a linear
combination of the activations in the previous stage, optionally convolved with a linear filter f (Trigeminal and Rh5/6)
and passed through an output nonlinearity g (Trigeminal and Rh5/6):
Ai = g (Ai−1 β T ) ∗ f



(S3)

The linear filter f was necessary to explain the transformations between different response dynamics. The linear
parts of each model stage (β and f ) were fit via Markov-chain Monte Carlo using PyMC3 (Salvatier et al., 2016).
Since all our likelihoods were differentiable allowing gradient calculation we used the no-uturn sampler in PyMC3
for sample generation (Hoffman and Gelman, 2014). Cubic output nonlinearities were subsequently fit using least
squares optimization in Python. The time-resolution ∆t of all models was set to 0.2 s the same as the time resolution
of our interpolated imaging traces.
Stimulus encoding in the Trigeminal ganglion

To capture the encoding of the heat stimulus in the observed

trigeminal calcium activity the filter was parametrized as an exponential on/off filter akin to a calcium kernel.
f (∆t; τOF F , τON ) = e−∆t/τOF F (1 − e−∆t/τON )

|

−20 s < ∆t ≤ 0

(S4)

To simplify computation, convolution in the model was expressed via piecewise multiplications such that the predicted output activity A(t) of the trigeminal ON and OFF cells at each timepoint t was described in terms of the
temperature stimulus T (t) as
A(t; β, f ) = β

X

T (t − ∆t)f (∆t)

|

−20 s < ∆t ≤ 0

(S5)

∆t

The prior parameter distributions used for the MCMC process were as follows:
β

∼

N (0, 2)

τON

∼

| N (0, 5) |

τOF F

∼

| N (0, 200) |

σ

∼

| N (0, 1) |

The likelihood of the model was subsequently defined in terms of a normal distribution centered according to S5:
L(A(β, f ))

|

A ∼ N (A(t; β, f ), σ)

(S6)

Transformation of Trigeminal activity in Rh5/6 To express the activity in this hindbrain region in terms of the activity of trigeminal cell-types we used a filter-parametrization that would allow for integrating as well as differentiating
filters:
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f (∆t; s, τ1 , τ2 ) = s∆te−∆t/τ0 + (1 − ∆t)e−∆t/τ1

|

−4 s ≤ ∆t ≤ 0

(S7)

To simplify computation, convolution in the model was again expressed via piecewise multiplications such that the
predicted output activity A(t) of a cell type in Rh5/6 was described in terms of the input activities ON (t) and OF F (t)
as:

A(t; βON , βOF F , f ) = βON

X

ON (t − ∆t)f (∆t) + βOF F

∆t

X

OF F (t − ∆t)f (∆t)

|

−4 s ≤ ∆t ≤ 0

(S8)

∆t

Since trigeminal neurons are largely glutamatergic, we enforced all trigeminal inputs to have activating effects in
our models. However, to express the Fast-ON, Fast-OFF and Delayed-OFF types in terms of their inputs required
inhibition. Those Rh 5/6 types were therefore expressed in terms of a strictly activating trigeminal input and a
potentially inhibitory input from either the Slow-ON or Slow-OFF type. The prior distributions of β reflected this
constraint:

Slow-ON, Slow-OFF
βON

∼

| N (0, 2) |

βOF F

∼

| N (0, 2) |

Fast-ON, Fast-OFF
βON

∼

| N (0, 2) |

βOF F

∼

N (0, 2)

Delayed-OFF
βON

∼

N (0, 2)

βOF F

∼

| N (0, 2) |

The priors of the remaining parameters were shared between all models:

τ1

∼

| N (0, 10) |

τ2

∼

| N (0, 10) |

s

∼

| N (0, 5) |

σ

∼

| N (0, 1) |

The likelihood of the model was subsequently defined in terms of a normal distribution centered according to S8:
L(A(βON , βOF F , f ))

Rate coding steps

|

A ∼ N (A(t; βON , βOF F , f ), σ)

(S9)

The last two stages of the model were implemented as simple linear regression steps relating

the weighted sum of input activity to output activity.
Aout (β) = Ain β T
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(S10)

The prior distributions on the parameters β and the error standard deviation σ were defined as:

βi

∼

N (0, 2)

σ

∼

| N (0, 1) |

And the model likelihood was expressed according to:
L(A(β))

Simulation of filter derivation

|

A ∼ N (Aout (β), σ)

(S11)

To test the influence of noise in our data on filtering, a simple simulation was

performed. The temperature stimulus T (t) was used as the input to a sharp highpass filter (Figure S5 I, orange line)
to create the discrete difference trace δT (t) of the temperature stimulus:
δT (t) = T (t) − T (t − 1)
Both the original temperature trace and the difference trace were subsequently corrupted by i.i.d. gaussian noise:
I(t) = T (t) + (t)

|

(t) ∼ N (0, 0.2)

O(t) = δT (T ) + (t)

|

(t) ∼ N (0, 0.2)

These traces were subsequently used as inputs and outputs to derive a model using the same filter parametrization
(S7) and strategy as above for cell types in Rhombomeres 5 and 6. As can be seen in Figure S5I, the derived filter
(black trace) extends over considerably longer timescales than the true differencing filter (orange trace).

Supplemental References
Carpenter, A. E., Jones, T. R., Lamprecht, M. R., Clarke, C., Kang, I. H., Friman, O., Guertin, D. A., Chang, J. H.,
Lindquist, R. A., Moffat, J., Golland, P. and Sabatini, D. M. (2006). CellProfiler: image analysis software for
identifying and quantifying cell phenotypes. Genome biology 7, R100.
Hoffman, M. D. and Gelman, A. (2014). The No-U-turn sampler: adaptively setting path lengths in Hamiltonian
Monte Carlo. Journal of Machine Learning Research 15, 1351–1381.
Miri, A., Daie, K., Burdine, R. D., Aksay, E. and Tank, D. W. (2011). Regression-based identification of behaviorencoding neurons during large-scale optical imaging of neural activity at cellular resolution. Journal of Neurophysiology 105, 964–980.
Portugues, R., Haesemeyer, M., Blum, M. L. and Engert, F. (2015). Whole-field visual motion drives swimming in
larval zebrafish via a stochastic process. The Journal of experimental biology 218, 1433–1443.
Salvatier, J., Wiecki, T. V. and Fonnesbeck, C. (2016). Probabilistic programming in Python using PyMC3. PeerJ
Computer Science 2, e55.
Zahl, S. (1977). Jackknifing an index of diversity. Ecology 2, 907–913.

16

