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Materials and Methods

1.1
1.1.1

Hierarchical generative model (HGM): analysis and numerical experiments
Vision and imagery in an HGM

Our theory of mental imagery generalizes an established theory of vision. Following (1–3) we treat
vision as probabilistic inference in a hierarchical generative model (HGM). Let X = (r0 , . . . , rL ) be the
activity patterns of L+1 functionally distinct areas of the visual system, with the understanding that r0 is
the activity pattern of the retina. The HGM is a joint probability distribution over these activity patterns,
p(r0 , . . . , rL ). Our treatment assumes that visual features encoded by the activity patterns co-occur in
the sensory environment with the same probability as the activity patterns themselves. As a result, the
joint distribution over activity patterns constitutes an implicit model of the sensory environment.

Figure S1: Probabilistic graphs of the hierarchical generative model (HGM). (A) The graph for the joint
distribution p(r0 , r1 , . . . , rL ). (B) The posterior distribution p(r1 , . . . , rL |r0 = s) that governs activity
patterns during vision. (C) The conditional distribution p(r1 , . . . , rk−1 , rk+1 , . . . , rL |r0 = 0, rk = µvis
k )
that governs activity patterns during mental imagery. A high-level node rk is clamped to its expected
activity pattern during vision µvis
k .
The HGM is “hierarchical” because the co-occurrence probabilities are specified by a hierarchy of
causal relationships. This means that the activity pattern at the top of the hierarchy rL encodes features
that, in the sensory environment, cause the features encoded at the stage below. For example, if rL
encodes object categories then lower stages might encode visual features like color or texture that are
2

caused by the presence of an encoded object category. In this example the specific activity pattern in rL
that encodes “sky” would therefore be likely to co-occur with an activity pattern in rl<L that encodes
“blue”. The specific activity pattern in rL that encodes “building” would therefore be likely to co-occur
with an activity pattern in rl<L that encodes vertical edges. As we will show, complete knowledge of
the features encoded at each stage is not necessary to test the major predictions of our theory of mental
imagery.
Formally, the hierarchical relationship between activity patterns is expressed by a set of conditional
independence relationship between the various stages. Given an ordering (0, . . . , L) of activity patterns
the joint distribution can be expressed as a product of conditional distributions that specify the interaction
between one stage and the stage above it:
p(r0 , r1 , . . . rL ) = p(rL )

L−1
Y

p(rl |rl+1 )

l=0

In this hierarchical model, vision is posterior inference. That is, vision is a process that samples activity
patterns in higher processing stages from the posterior distribution p(r1 , . . . rL |r0 = s) that holds when
the activity pattern at the bottom processing stage (i.e., the retina) is clamped to a specific value s.
For most HGM’s it is not possible to explicitly write the posterior, even when the conditionals that
factor the joint distribution are known. However, without making any assumptions about these distributions, we can say that the expected activity pattern during vision of s, µvis
l ≡ Ep(r1 ,...rL |r0 =s) [rl ] would
vis
0
be represented by some (possibly nonlinear) transformation µl = Tl [s] from the bottom stage 0 (the
source of explainable variance), to some higher stage stage l. We refer to any transformation of activity patterns from a lower to higher stage as a forward transform. Note that the assumption of a strict
hierarchy implies the compositionality of the forward transform Tl0 = Tlk ◦ Tk0 where k < l is some
intermediary stage between 0 and l. This means that during vision the activity pattern at stage l behaves
as though stage k is clamped, as stage k prevents direct interaction between stages l and 0.
The most important premise of our theory is that mental imagery corresponds to a different inference
in the same HGM. Imagery is not, like vision, strict posterior inference. Instead, imagery corresponds to
the inference that occurs when an activity pattern above the retinal stage is clamped to some fixed value.
In our theory, a mental image of the stimulus s occurs when the clamped value of the higher stage is the
expected activity state for vision, while the clamped value of the retinal stage is uninformative or blank
(we assume r0 = 0 for simplicity). Thus, mental imagery is a process that samples activity patterns from
the conditional distribution p(r1 , . . . rk−1 , rk+1 . . . rL |r0 = 0, rk = µvis
k ). Note that, in principle, rk
could be one or all of the units within a stage—it makes little difference conceptually. In the following
however, we will always assume that all units in a stage are clamped since it simplifies the analysis.
As with the posterior distribution, the conditional distribution corresponding to imagery will for
many HGMs be impossible to write explicitly. However, for a fixed mental image of s, the expected
img
activity patterns during imagery µl ≡ Ep(r1 ,...rk−1 ,rk+1 ...rL |r0 =0,rk =µvis ) [rl ] can in general be expressed
k

img

k
as µl = T̄lk [µvis
k ] for l < k, where T̄l is a transformation of activity patterns from stage k to stage l, as
long as k is the only source of explainable variance in the hierarchy. We refer to any transformation of
activity patterns from a higher to lower stage as a backward transform. In section 2.6, we give explicit
expressions for the forward and backward transforms in the case of the linear-Gaussian HGM.
Given our treatment of mental imagery as inference, we can express the relationship between an
imagined stimulus s and the corresponding expected activity pattern during mental imagery as a compo-
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sition of forward and backward transforms:
img

µl

= T̄lk ◦ Tkl ◦ Tl0 [s]
| {z } | {z }
Ωl,k ◦

(1)

Elvis [s]

The underbrace notations are useful for interpreting this relationship as an experimentally testable prediction. First, we recognize the rightmost forward transform as a formal encoding model, denoted Elvis [s].
In the context of visual neuroscience, encoding models are transformations of a visual stimulus into a
prediction of evoked brain activity. We refer to Elvis [s] as a visual encoding model as it predicts activity
patterns during vision. Thus we see that the expected activity pattern during mental imagery depends on
the way the stimulus s is encoded during vision. The subsequent composition of forward and backward
transforms, denoted Ωl,k , indicates how the expected activity pattern during imagery will differ from the
expected activity pattern during vision. Ωl,k is a forward transform from stage l to stage k, followed by
a backward transform from stage k back to stage l. It can thus be understood as an echo of the state
of l. The effect of the echo on the expected activity pattern during imagery is dependent on the type of
operations implemented by the forward and backward transformations, but unless their composition is an
identity transformation, the echo will induce a potentially measurable difference between the expected
img
imagery activity pattern µl and the expected visual activity pattern µvis
l .
Importantly, the composition of the echo with the visual encoding model yields an imagery encoding
img
model, El [s], that predicts the activity pattern that will be evoked by imagining s. Since both the visual
and imagery encoding models accept the same input s, it should be possible to explicitly characterize
the differences between the encoding of imagined and seen stimuli by estimating imagery and visual
encoding models from brain activity measured during imagery and vision of the same set of stimuli.
To provide specific illustrations of the differences between mental imagery and visual activity patterns that arise from the “echo” effect, we performed numerical experiments on an HGM with visual
responses that conform to empirically established spatial location and frequency selectivity along its
processing hierarchy. We used this HGM to obtain a large corpus of synthetic activity patterns corresponding to vision and imagery of the same set of stimuli. We used these synthetic activity patterns to
estimate signal-to-noise ratios and visual and imagery encoding models for the units of the HGM. We
then compared the imagery and visual encoding models in terms of their receptive field attributes and
spatial frequency tuning functions. The results of these numerical experiments provide illustrations, presented in Figure 1B and Figure S4, of the signatures of inference in an HGM. The following subsections
describe the construction of the HGM and the details of our numerical experiments.
1.1.2

Inference in a linear-Gaussian HGM

We used a linear-Gaussian HGM in our numerical experiments for simplicity and in order to expose echo
effects that do not depend upon a specific nonlinear interaction between stages. The conditional distribution at each stage p(rl |rl+1 ) is Gaussian and has a mean that is determined by a linear transformation
of the activity pattern in the stage above it, µl|l+1 = Ul+1 rl+1 , where Ul+1 is a set of connection weights
−1 ˆ
between stage l and stage l + 1. The prior p(rL ) is assumed to have diagonal covariance matrix αL
I.
2
ˆ
We present experiments for the case of uniform and diagonal covariance matrices
 Σl = σl I.
 Under
these assumptions, the joint probability distribution is expressed as p(X ) = exp − 12 X T ΛX and we
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can write explicitly the precision matrix as

I
−U1
−U1T
A−1
1

−τ1 U2T
1 
 0
Λ= 2 .
..
σ1  ..
.

 0
0
0
0

0
...
−τ1 U2 . . .
τ1 A−1
...
2
..
..
.
.
0
...
0
...

0
0
0
..
.
τL−2 A−1
L−1
−τL−1 ULT

0
0
0
..
.







,


−τL−1 UL 
τL−1 A−1
L

(2)

2
2 . Well-known methods (e.g., (4))
where A−1
= UlT Ul + (κl + αl )I, κl = σl2 /σl+1
and τl = σ12 /σl+1
l
can be used to determine the mean and covariance of any conditional query on this joint distribution.
Denoting Xs as the set of “clamped” variables and Xr = X −Xs as the remaining variables, the precision
matrix can be reorganized into a block structure


Λrr Λrs
Λ=
(3)
Λsr Λss

and the conditional distribution over the remaining variable given the clamped variables will have mean
and covariance matrix
µr|s = Λ−1
rr Λrs Xs

(4)

Σr|s = Λ−1
rr .

(5)

Note that this formulation is very general and can be used to obtain both the forward and backward
transformations, depending on which processing stages are included in the set of “clamped” variables,
Xs . For example, when Xs = (s) and Xr = (r1 , . . . , rL ), then the forward transformations are given by
T 0 ≡ (T10 , . . . , TL0 )T = Λ−1
rr Λrs
which is a simple linear transformation that is easily partitioned to extract the individual Tl0 ’s at each
level in the hierarchy. The same equalities apply when the clamped set includes rl . See section 2.6 for
explicit expressions and interpretations of these transforms.
1.1.3

Specifying visual receptive fields and spatial frequency tuning for units in an HGM

For our numerical experiments we constructed a linear-Gaussian HGM with visual receptive fields and
spatial frequency tuning profiles that are consistent with experimentally observed visual response properties in the human visual cortex. Specifically, we constructed a model with visual responses that reflect:
1) The denser receptive field coverage near the fovea (5, 6); 2) The varying size/eccentricity relationship
across the visual hierarchy (6–9); 3) The progressive preferential tuning to low spatial frequencies high
in the hierarchy (10, 11), and inverse relation between frequency tuning and eccentricity (11, 12).
We refer to receptive fields with these properties (Figure S2) as desired receptive fields. The desired
parameters are the desired receptive field positions (x̃, ỹ), sizes σ̃, orientations θ̃ and phases φ̃ (for phase
dependent receptive fields) for Gabor-wavelet receptive fields (see subsection S7 for more details). The
receptive field positions were laid out at regular angles with a radius-dependent phase shift on concentric
5

Figure S2: The desired receptive field parameters for the HGM. (A) Examples of desired visual receptive
field locations in the HGM used for our numerical experiments. The density of receptive field locations is
highest at the fovea. The shaded grey points indicate the center of the pixels of the stimulus. (B) Desired
size-eccentricity relations for vision for each stage of the HGM. The receptive field size distribution
is related to the eccentricity but allows for high variance—as observed for the real receptive fields of
voxels (7). Axes are represented with arbitrary units.
circles spaced according to a geometric series in order to provide higher foveal coverage. The size of the
receptive fields were sampled from an eccentricity-dependent distribution p(σ̃|d) = N (ad + b, v(1 +
d/4)) where d is the eccentricity of the receptive field and a and b are the slope and intercept of the
desired size eccentricity relation and v is some variability parameter (Figure S2B illustrates values used
in the numerical experiments). The sampled sizes were clipped to be no lower than 1.0 degree. We
tied the spatial frequency of the wavelet ω̃0 to its size with 0.5 oscillation per radius where the radius is
defined as one standard deviation of the Gaussian envelope. For each position and size, we created 12
receptive fields comprising pairs of orthogonal (90◦ phase-shifted) wavelets oriented in 6 equally spaced
orientations. The orthogonal pairs were used to simulate complex cell-like responses (see section 1.1.5
for details), but similar results were obtained with simple cell-like responses only. The total number of
units in the HGM was capped at 5000 (beyond which numerical matrix inversion became unreliable).
Wavelets specified by the desired parameters were formatted as a block matrix G = (GT1 , . . . , GTL )T
for which each row represents a receptive field image of the same spatial dimensions as those of the
training images, and the number of rows is the total number of wavelets. The indices of the blocks
separate the levels in the hierarchy. Given a set of natural images, R0 , the desired visual responses are
calculated jointly for all stages l = 1 . . . L by taking the matrix product R ≡ (R1 , . . . , RL ) = R0 GT .
Given that this is simply a linear operation, it should be possible to find connection weights Ul between
the stages of an HGM such that the expected activities of the units under the HGM’s vision posterior,
µvis , are matched to the desired visual responses in R.
1.1.4

Learning the connection weights of an HGM that produces desired visual responses

We developed an optimization algorithm to learn connection weights θ = {U1 , U2 , . . . UL } that specify
an HGM with the desired visual responses as described above. It is important to note that connection
weights are optimized to produce desired visual responses only. The training data for the algorithm
6

consists only of visual responses specified by the desired parameters described above. We denote the
distribution over desired visual responses pdes (r|s). There is no desired imagery response, and imagery
responses play no role in the learning of the connection weights.
Solving this problem requires maximizing two potentially distinct objectives. On the one hand, we
want learn the parameters of a generative model over visual stimuli, p(s). This means we must satisfy
an unsupervised objective known as the marginal log-likelihood, ln p(S|θ), that assigns high likelihood
to visual stimuli in a training set S = {s(1) , . . . s(N ) }:
θ∗ = argmax ln p(S|θ).

(6)

θ

On the other hand, we want to find values of θ that minimize the discrepancy between samples of desired
activity in response to the images in S, pdes (r|s), and the posterior of the model, p(r|s). This means
satisfying a supervised objective:
θ∗ = argmin DIV[pdes (r|s)kp(r|s)].

(7)

θ

where DIV[·k·] is some measure of divergence between the desired responses and the posterior distribution of the model.
Optimizing this supervised objective by itself is problematic for two reasons. First, even though the
underlying generative model is linear its posterior is a complicated non-linear function of the connection
weights θ. Minimizing any divergence measure will thus pose a difficult credit-assignment problem.
It is also not clear that minimizing divergence by itself will yield connection weights that increase the
marginal likelihood of the training images over a set of randomly sampled connection weights.
Optimizing the unsupervised objective with respect to the connections by itself is trivial for the
linear generative model we consider here. However, the resulting model is not guaranteed to assign high
posterior probability to our desired, pre-specified visual responses.
One principled and tractable way to balance the supervised and unsupervised objectives would be
to optimize a lower bound on the marginal likelihood that depends on pdes (r|s). One such bound is the
well-known expected complete log-likelihood:
L(s, θ, pdes (r|s)) ≡ Epdes (r|s) [ln p(s, r|θ)] ≤ ln p(s|θ).

(8)

where the expectation is taken with respect to pdes (r|s). Given a sufficiently large set of samples from
pdes (r|s), the expectation can be approximated with an arithmetic average of ln p(s, r|θ) over the samples. Maximizing expectation with respect to θ would thus yield a generative model with a posterior
distribution consistent with the desired visual responses (supervised objective) and with a marginal loglikelihood (unsupervised objective) that would not be less than a known and computable value.
In practice, we optimized the related log posterior over θ:
ln p(θ|S) = ln p(S|θ) + ln p(θ) + const
=

≥

N
X
i=1
N
X

(9)

ln p(s(i) |θ) + ln p(θ) + const

(10)

L(s(i) , θ, pdes (r|s(i) )) + ln p(θ)

(11)

i=1

7

where we use const to indicate −ln p(S) ≥ 0,P
which does not depend on θ. We adopt a Gaussian
2
prior on the parameters θ so that ln p(θ) = −β L
l=1 |Ul | . This choice of prior and the factorization
QL
properties of p(r|θ) = p(rL ) l=1 p(rl−1 |rl ) results in an independent optimization problem for each
stage. Therefore,
ln p(θ|S) ≥ −

≥ −

L X
N
X
1 (i)
(i) 2
2
2 |rl−1 − Ul rl | − βl |Ul |
σ
i=1 l
l=1
L
X
l=1

1
|Rl−1 − Rl UlT |2 − βl |Ul |2
σl2

(12)

(13)

where the last line is an equivalent matrix form in which Rl ’s are the previous samples-by-units matrix
of visual responses. Maximizing the lower bound on ln p(θ|S) with respect to all stages’ parameters Ul
yields L independent linear ridge regression optimizations with explicit solutions
T
∗
Rl (βl I + RlT Rl )−1 .
= Rl−1
Ul,β
l

(14)

The introduction of the prior on θ is important not only because it regularizes the solutions, but because it introduces tunable hyperparamters βl that can themselves be optimized to bring the model into
closer alignment with the desired responses (while still guaranteeing a lower bound on the marginal
log-likelihood). Thus, our solution satisfied the following constrained optimization problem:
θ∗ = argmin
θβ∗

N
X

DIV[pdes (r|s(i) )||p(r|s(i) , θβ∗ )]

s.t.

∗
∗
θβ∗ = (U1,β
, . . . , UL,β
)
1
L

(15)

i=1

We chose simple correlation between the desired responses and the expected activity states under p(r|s(i) , θβ∗ )
as a measure of (negative) divergence. Thus, we calculated explicitly the forward transform Tβ0 (see section 1.1.2) and then optimized the βl in order to maximize the correlation distance between R and the
expectation value of the posterior of the generative model, R0 Tβ0T , on a held-out dataset via greedy
stage-wise line search. Our specific instantiation of the general optimization problem of Eq. 15 was thus
θ∗ = argmax Tr ρ(R, R0 Tβ0T )

s.t.

θβ∗

∗
∗
θβ∗ = (U1,β
, . . . , UL,β
)
1
L

(16)

where ρ(·, ·) is the Pearson correlation coefficient function.
We find that in practice this simple objective–which requires only line search and linear regression to
optimize–works quite well. The resulting generative model bounds the marginal log-likelihood from below, while the expected visual responses under the posterior exhibit near-perfect cross-validated Pearson
correlation ρ with the desired visual responses.
For the numerical experiment reported here, the training data consisted of the 60000 desaturated
(black-and-white) images of the cifar-10 low-resolution image dataset (13) (low-resolution images facilitated explicit modeling of the joint distribution of the input and latent variables). The dataset was
separated into training, hold-out and validation sets in 4-1-1 proportions, respectively.
To cross-validate the performance of the trained model we calculated the expected activity patterns at
each stage during vision by running the 10000 images in the validation set through the forward transform
8

(Eq. 18). We then compared the responses of these variables to the desired visual responses for the same
set of input stimuli. The correlation between the outputs of the HGM forward transform and the desired
visual responses was 0.992 on average. Thus we confirmed that the previous procedure resulted in
connection weights that endowed the HGM with the desired visual properties.
1.1.5

Constructing synthetic activities from units in the HGM

BOLD responses to natural scenes in individual voxels in early visual cortex (and to some extent in
higher areas) are well-predicted by a contrast energy Gabor model that characterizes responses as insensitive to the phase of the Gabor wavelet (14, 15). In order to obtain synthetic activities with phase
invariant responses we constructed a pair of phase-shifted desired receptive fields for each position and
size combinations. Each pair correspond to two feature indices i− andqi+ . Then, the response of each
of these pairs under the linear model solution are merged under ai = µ2i− + µ2i+ to produce the synthetic activities ai . It is for these synthetic activities that we calculate signal-to-noise characteristics and
estimate “unit”-wise encoding models. (Alternatively, we can skip this step and apply a linear (simple
cell) variant of the encoding model directly to a = µ. This variant results in consistent model behaviour
predictions).
1.1.6

Signal-to-noise (SNR) characteristics of imagery and visual activities in the HGM

Signal in the model is defined as the variance of the expected value of the activity across a given dataset
(i.e. “conditions”). The noise level in the model is estimated from the average of the variance of the
activity across that same dataset. Thus, the signal-to-noise ratio per unit is
SNRmodel =

var[µ]conditions
,
avg[diag[Σ]]conditions

where µ and Σ are the expected value and the covariance matrix of the activity in a given condition.
This parallels the way that SNR was estimated experimentally (Figure 3C) through bootstrapping the
activation amplitudes over separate runs with the same condition. In this case, the SNR is defined as
SNRexp =

var[avg[β]trial ]conditions
,
avg[var[β]trial ]conditions

where β is the measured activation amplitude (beta value) and the subscript “trial” (bootstrap iteration)
and “conditions” stands for the dimension with which the average (variance) is taken over.
1.1.7

Visual and imagery encoding models for units in the HGM

To reveal the differences between the encoding of seen and imagined stimuli in the HGM, we generated
synthetic activity patterns corresponding to seeing and imagining 10000 natural scenes (the validation
set of the cifar-10 dataset). Visual activity patterns were generated by running the stimuli through the
forward transform (Eq. 18) at each stage. Imagery activity patterns were generated by applying the echo
transform (Eq. 1, using the expression for the backward transform given in Eq. 19) to the visual activity
patterns. In both cases we applied the phase-insensitive nonlinearity described above to the outputs of
the forward and echo transformations.
9

Figure S3: SNR characteristics of imagery and visual activities in the HGM. (A) Typical SNR change
for three clamping positions. (B) Associated signal (whole curves) and noise (dashed curves) change for
these three clamping positions. Simulations reveal the ubiquitous expectation in reduction of signal and
noise during imagery relative to vision levels. Signal dropoff tends to be faster such that SNR is generally
lower far from the clamped layer. However, imagery SNR may be higher than during vision close to the
clamped layer (under the assumption that clamping is noiseless). The values shown are averages over
the “unit”-wise quantities in each stages. The SNR is undefined at the clamped layer since the clamping
is assumed to be perfect (i.e. no noise).

These first 8000 synthetic activities were used to estimate visual and imagery encoding models.
The encoding model design and estimation procedure were identical to methods applied to the brain
responses measured during the actual experiment (sections S7 below). In this case, however, we built a
Gabor feature space with 4 orientations and 12 log-spaced spatial frequencies ranging from 1.33 to 20.0
cycle-per-stimulus to account for the very low resolution of the images. Receptive field candidates were
spaced regularly on a 15 × 15 grid with 12 log-spaced size candidates ranging from 3.5 to 40% of the
stimulus size (i.e. the radius of the Gaussian receptive field spans 40% of the total span of the stimulus).
The encoding models yielded, for each unit in the HGM, a receptive field position (x, y), size σ and
spatial frequency tuning f (ω) function (for details see Figure S7). Visual and imagery encoding models
were completely independent and thus yielded distinct receptive fields and tuning functions. Results of
this analysis are shown in the main text (Figure 1B) and, in greater detail, below in Figure S4.
As expected, visual receptive fields (Figure S4A, top row) and spatial frequency tuning functions
(Figure S4D, blue) were consistent with the desired parameters. Receptive field sizes increased with
ascension of the processing hierarchy, consequently increasing the number of units with receptive field’s
that overlap the fovea. Peak spatial frequency decreased with ascension of the processing hierarchy,
consequently reducing the sensitivity of units in higher processing stages to visual detail.
Imagery receptive field locations and sizes (Figure S4A, bottom row) showed clear and intuitive
effects of the echo transform. Imagery receptive field size increased for all stages below the clamped
layer Figure S4B). Imagery receptive field location tended to be attracted toward the population averages
of the source of the activity (Figure S4C). This tendency is also reflected in the shift in spatial frequency
tuning as shown in Figure S4D.
The results of these numerical experiments with a simple linear-Gaussian HGM illustrate the effects
of the echo transformation that characterizes how imagery activity patterns differ from visual activity
patterns. These experiments also demonstrate that the effects of the echo can in principle be revealed by
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fitting and analyzing the parameters of separate visual and imagery encoding models. As the echo is a
“signature” of the kind of inference we are equating with mental imagery, these numerical experiments
define both a specific set of predictions (Figs. S3 and S4) and a methodological approach to testing them.

1.2
1.2.1

Data acquisition and pre-processing
Subjects

Two healthy adult females and one male with normal or corrected-to normal vision participated in the
study. Two participants were authors. All subjects gave written, informed consent approved by the
Institutional Review Boards at the University of Minnesota before participating in the study.
1.2.2

Experimental design and stimuli

The experimental scans were organized into separate 10-minute runs, each an uninterrupted succession
of trials during which whole-brain BOLD activity was measured. Runs were of two types: vision runs
and imagery runs. Each subject completed both vision and imagery runs. During vision runs stimuli
were presented on a viewing screen and viewed by the subjects. During imagery runs stimuli were
not presented (only a cue was shown) on the viewing screen but were imagined by subjects (Figure 1).
Stimuli were presented by a NEC NP4000 projector (1024 × 768 resolution, 60Hz framerate) onto a rear
projection screen. During all runs, subjects fixated on a 6-letter cue (filling a 1.5◦ by 0.4◦ rectangle) at the
center of a grey stimulus field (16◦ × 16◦ ). Eight framing brackets with 8 distinct colors were displayed
throughout each run. Each bracket bounded a different but overlapping portion of the stimulus field
(8◦ × 8◦ ) that framed a seen (vision runs) or imagined (imagery runs) object picture. Framing brackets
were visible at all times during all runs and conditions. Cues were 6-letter descriptive abbreviations (e.g.,
‘firtrk’ cued a picture of a fire truck, ‘ababie’ cued a picture of a baby) and always appeared at the same
location and with the same dimensions (Figure S5).
During vision runs (Figure 1C, left panel and Figure S5, top), the central cue and an object picture
were displayed simultaneously. Subjects were instructed to fixate the cue and passively view the object
pictures. The picture-cue pair was presented for a duration of 2 seconds and was followed by an interstimulus interval (ISI) during which no picture was shown and the 6-letter cue at center changed to a
dummy cue (“XXXXXX”). The duration of the ISI varied randomly from 1 TR (2 seconds) to j × T R
where j was sampled from a Poisson distribution (λ = 0.4; ≈ 2 to 6s).
During imagery runs (Figure 1C right panel and Figure S5, bottom), subjects viewed the same display
as during the vision runs (i.e., the same cues, background, and framing brackets) except that the object
picture itself was absent. Subjects were instructed to fixate on the cue and mentally project the cued
object onto the portion of the visual field framed by the bracket whose color matched the color of the
cue. For example, the cue ‘firtrk’ written in yellow cued the subject to imagine the firetruck picture in
the upper left corner within the yellow framing brackets. Subjects were instructed to imagine the object
for the duration of the 2s trial and to stop imagining it when the object cue reverted to the dummy cue.
Objects (Figure S6A) were selected from the SUN labeled image collection (16) and were selected
to span the 19 object categories specified in (17). Each object was extracted from its background using
the object mask provided by the SUN database. Masks were dilated by 10 pixels.
Eight unique object pictures were displayed during each run. Each object picture was displayed at
each of the 8 framed locations (Figure S6B), for a total of 64 unique stimuli per run. Each object was
11

Figure S4: Visual and imagery receptive fields and tuning functions in the HGM. (A) Receptive fields
(RFs) in each stage of the HGM. The top row shows visual RFs (circle radius is one s.d. of Gaussian RF;
circle color scales with radius) for units in each stage. The bottom row shows imagery receptive fields
for the same set of units when the highest stage is clamped (dashed box). (B) Average change in RF size
and (C) eccentricity from vision to imagery for different clamped stages. (D) Spatial frequency tuning
shift (log-scaled) in stages below the clamped stage (dashed box).
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Figure S5: Stimulus presentation and timing. Top: The stimulus displayed on the viewing screen during
vision runs. Second from top: Enlargements of the cues visible during both vision and imagery runs.
Third from top: The display during imagery runs. Bottom: Timing of stimulus on- and offset and
interstimulus interval (∆tisi ).
viewed or imagined in each of the 8 positions twice, for a total 128 stimulus presentations per run. There
were 8 vision runs, for a total of 512 unique stimuli and 1024 stimulus presentations. There were also 8
imagery runs for a total of 512 unique imagined stimuli, and 1024 unique acts of mental imagery.
Prior to each run subjects familiarized themselves with the experimental stimuli using a self-paced
version of the imagery experiment. Familiarization sessions halted when subjects felt confident that the 8
object pictures and associated 6-letter cues were committed to memory. These sessions varied in duration
from 10-20 minutes per run.
1.2.3

MR Acquisition parameters

7T MRI data was acquired at the Center for Magnetic Resonance Research (CMRR) at the University
of Minnesota. The experimental fMRI runs were collected using a 7T Siemens Magnetom scanner and
a Nova Medical head coil (CP Transmit / 32 channel receive coil). Whole-brain functional data was
acquired with a gradient-echo EPI sequence at a resolution of 1.6mm3 : TR 2000 ms, TE 22.8 ms, FOV
130 × 130, Partial Fourier 7/8, 70 slices, GRAPPA R=2, multiband acceleration factor 2, anteriorposterior phase encode, transverse slice orientation.
Prior to experimental runs we collected a 1-mm T1-weighted whole-brain anatomical volume at 7T
for all subjects. We also collected whole-brain fieldmap phase and magnitude volumes for the correction
of EPI spatial distortions (18).
1.2.4

Surface reconstructions

Structural T1 volumes were skull-stripped and used to obtain surface reconstructions (Freesurfer). Flatmaps used for displaying results and drawing retinotopic ROIs (see 1.2.7) were prepared with pycor13
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Figure S6: Details of the stimuli. (A) All 64 individual object pictures viewed and imagined during the
experiment. (B) An object picture displayed in each of the 8 positions bounded by the framing brackets.
(C) A superposition of all 64 objects pictures showing the visual field coverage of the stimuli.
tex (19). Briefly, T1-weighted volumes were passed to Freesurfer’s recon-all (version 6) for cortical
reconstruction and segmentation, pial and white-matter surface rendering, and cortical inflation. We
then made manual edits to the segmentations to ensure optimal surface quality. Digital cuts were made
into the inflated surface using Blender (v2.78) and then processed by pycortex for flattening and rendering. Functional data to be displayed on surfaces were rigidly aligned to the above processed structural
volumes using FSL FLIRT.
1.2.5

Functional image correction and alignment

Functional scans were corrected and aligned within subject only. For each run, time series motion correction was performed through rigid alignment of all volumes to the middle volume (FSL MCFLIRT).
Acquired fieldmaps were then used for spatial B0 distortion correction (FSL FUGUE). Functional volumes were temporally resampled to correct for slice timing differences (FSL slicetimer). Spatial trans14

formations up to this pre-processing stage were then concatenated and applied to un-corrected and unregistered volumes to minimize spatial resampling. An average of the time series from the run with the
least amount of absolute movement was selected as the reference image for rigid alignment between runs
(FSL FLIRT). Any residual misalignment was reduced via non-linear registration of all functional volumes to the same reference image (FSL FNIRT). Transforms for last two registrations were concatenated
and applied to the within-scan corrected images.
1.2.6

Time-series modeling, denoising, and activation estimation

BOLD time-series modeling for each voxel in the corrected and registered functional volumes was performed using GLMdenoise (20) (Canonical HRF, visual cortex mask for PC-selecting voxels, noise-pool
threshold defined as 99th percentile of R2 values, minimum of 700 voxels with highest R2 selected
from visual cortex used to select number of principal components, 100 bootstrapping iterations). For
each voxel this procedure output an estimate of activation amplitude per unique seen stimulus and an
independent estimate of activation amplitude per unique imagined stimulus. Activation estimates were
bootstrapped to obtain confidence intervals.
1.2.7

Region of interest (ROI) identification

We conducted independent retinotopic mapping experiments to identify visual areas V1, V2, V3, V3ab,
V4, and LO. We utilized the mapping stimuli and population receptive field estimation (analyzePRF)
technique from Kay et al. (7, 8) to construct angle and eccentricity maps for subjects 1 and 3. Similar
retinotopic maps were constructed using a standard traveling wave approach for subject 2 (21). These
maps were overlaid onto flattened cortical surfaces and imported into Inkscape where phase reversals
and eccentricity patterns were used to hand-draw continuous ROI boundaries as described by Hansen
et al. (22). Ventral and dorsal regions were delineated for V1, V2, and V3. Surface-defined ROIs were
then transformed back to functional 3D volumetric space using pycortex (get roi masks function with
gm sampler = ’thick’). A cortical ribbon mask (adopted from Freesurfer’s earlier segmentation) was
prepared for each ROI.
To identify cortex within the intraparietal sulcus (IPS) functional volumes were registered to MNI
1mm3 standard space (FSL FNIRT, 3mm warp resolution). ROI’s were then defined using published
probabilistic maps of ROIs in volumetric standard space (23).These probabilistic maps were thresholded
at 10%; any voxel belonging to multiple ROIs under this threshold was assigned to the ROI for which it
had the highest probability of membership. The registration transform was then inverted to bring these
ROIs from standard space back into individual subjects’ native spaces.

1.3
1.3.1

Voxel-wise encoding model design, estimation, and analyses of parameters
The feature-weighted receptive field (fwRF) encoding model

Imagery encoding models and visual encoding models were estimated using the feature-weighted receptive field (fwRF) approach (24) summarized in Figure S7A. The fwRF is a voxel-wise encoding model,
meaning that it can be used to predict activation in response to arbitrary stimuli for each voxel in a
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functional volume. The predictions are generated according to the following separable linear model:
r̂t =

K
X
k=1

Z

D/2

Z

D/2

wk
−D/2

−D/2

g(x, y; µx , µy , σf.p.f. )φki(x)j(y) (st )dxdy

(17)

where r̂t is the predicted activity in response to image st and D is the total visual angle sustained by
the image st . The discretization depends on the resolution of the feature map under consideration such
that i(x) = b(2x + D)/2∆c (likewise for j(y)) where ∆ = D/nk is the visual angle sustained by one
pixel of a feature map with resolution nk × nk . The size, σf.p.f , of the Gaussian pooling field g(·) is
2
2
2 where σ
tied to the size of receptive field, σRF , through σf.p.f
+ σp.f.
= σRF
p.f. is the size of Gabor
wavelet envelope for the feature being pooled over (a graphical representation of these terms is shown
in Figure S7B). The fwRF model is an estimate, for each voxel, of a spatial receptive field’s parameters
and a separable visual feature tuning weight vector w = (w1 , . . . , wK ). The receptive field location
(µx , µy ) and size σRF are estimated using a brute-force search over a grid of locations and sizes, while
the parameters of the tuning function are learned via gradient descent. See Figure S11a for details.
In this study visual features were constructed by Gabor wavelet transform of the visual stimuli across
a range orientations and scales. For practical reasons, two versions of the fwRF were estimated for each
subject: one “fine” model fit was performed on the voxels within labeled ROIs only (V ≈ 50K) while a
“coarse” model was fit on whole-brain (all voxels available i.e. V ≈ 300K). The coarse fits were used to
provide a brain-wide view of the model’s prediction accuracy. The fine model fits offered more precision
in model parameter estimates and slightly better prediction accuracy. Note that both models produced
consistent results for the voxels to which they were both applied.
For the “fine” models the visual feature set consisted of Gabor wavelets at 4 uniformly distributed
orientations times 12 spatial frequencies (log-spaced between ω = 0.35 and ω = 11.0 deg−1 ) for a total
of 48 features. Gabor wavelets spanned 4 s.d. of the Gaussian envelope and were designed to have one
cycle per s.d. The fine model utilized a uniform grid of 21 × 21 receptive locations times 12 receptive
field sizes (log-spaced between 0.22 and 8.75 degrees of visual angle).
For the “coarse” models, visual feature set consisted of Gabor wavelets at 4 different uniformly
distributed orientations times 8 spatial frequencies (log-spaced between ω = 0.96 and ω = 8.23 deg−1 )
for a total of 32 features. The coarse model utilized a uniform grid of 10 × 10 receptive locations times
6 receptive field sizes (log-spaced between 0.73 and 4.37 degrees of visual angle).
1.3.2

Training and cross-validation

The fwRF was applied to vision and imagery datasets independently. Data from the visual runs were
used to estimate the visual encoding models, while data from the the imagery runs were used to estimate
the imagery encoding models. In both cases, the input of the encoding models st during training is the
exact visual stimulus that was presented during the visual experiment (including the cue). All of the
following details therefore apply to both instances of fwRF training.
Feature weights and receptive field parameters were estimated using a k-fold cross-validation procedure. For each fold validation subsets (Nval = 32) were sampled from the Ntotal = 512 samples
of activation per voxel. Each validation subset contained activation in response to randomly sampled
picture-locations that did not overlap across folds. For each fold, activation samples outside of the validation subset were treated as training data used to estimate a fwRF model for each voxel. This process
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Figure S7: The fwRF model. (A) Schematic illustration of fwRF model training. Training was performed
independently for vision and imagery using completely independent datasets. First, the visual stimuli
were convolved with complex Gabor wavelets of various spatial frequencies, orientations, and sizes. The
visual stimuli used for both the imagery and visual encoding models was the same. Feature maps were
constructed by taking the magnitude of each complex convolution. A feature pooling field (f.p.f) is then
applied to each feature map. The f.p.f is a Gaussian function of space that is projected onto each feature
map to obtain a scalar output per feature map. These outputs are then weighted by feature weights
(ω1 , . . . , ωn ) that are, collectively, a visual feature tuning function. The sum of these feature-weighted
outputs is the fwRF model’s predicted activation in response to a stimulus. For each voxel, the sum
of squared errors between the model’s predictions and the measured activations in a training set was
minimized using stochastic gradient descent over the feature map weights and a brute-force search over
a grid of receptive field sizes (σRF ) and locations (µx , µy ). For the imagery runs, measured activations
correspond to imagined stimuli; for the vision runs, measured activation correspond to seen stimuli. (B)
The feature pooling field size σf.p.f. is constrained by the selected receptive field size σRF and the pooling
field size σp.f. of the feature being pooled over. As a consequence, feature maps with σp.f. ≥ σRF have
zero weights.
was repeated k = 16 times for the “fine” model, resulting in 16 distinct fwRF models for each voxel.
For the “coarse” model the process was repeated k = 8 times.
Estimation of the feature weights for each model was performed using stochastic gradient descent
with a learning rate of 5 × 10−3 and with a batch size of 96 for a maximum of 100 epochs. For the
“fine” model 40% of the training data was held-out as an early stopping set; for the “coarse” model the
hold-out was 50%. Parameter updating halted early if the held-out loss began to increase. Estimation
of the receptive field location and size was performed by brute-force search over the minimum hold-out
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S2

iEM accuracy

loss reached by all possible candidates on a grid (see Figure S7).
To estimate model prediction accuracy, predictions from the 16 distinct models for each activations
in the corresponding validation subsets were concatenated. A Pearson correlation coefficient between the
model predictions and measured activations was calculated for each voxel. Model prediction accuracy
for the “coarse” models are shown in Figure 2 main text. Prediction accuracy for the “fine” models are
shown in Figure 3. Error estimates on prediction accuracy values were obtained by sampling 100 times
with replacement the k = 16 models for each voxel and recalculating the correlation coefficient for each
sample.
A significance threshold on prediction accuracy (dashed grey lines in Figs. 2, 3 and S8) was defined
as three standard deviations (p < 0.01) from the mean of a null distribution over prediction accuracy that
assumed no relationship between the model predictions and measured activities. This null distribution
was built through 500 iterations of shuffling the model’s predicted activity over conditions for each
voxel and then measuring the correlation coefficient between this shuffled predicted activity and the
corresponding measured activity for that voxel. Unless otherwise specified, analyses of receptive field
attributes and spatial frequency tuning were applied only to voxels with a visual or imagery encoding
model above this accuracy threshold (Pearson correlation coefficient ≥ 0.16).

S3

iEM accuracy

vEM accuracy

vEM accuracy

Figure S8: Imagery and visual encoding model prediction accuracy by ROI for subjects 2 and 3. Format
as in Figure 3A, main text.

1.3.3

Voxel selection

To ensure that our results did not reflect any response to the slight changes in hue and shape of the
cue with condition, the following procedure was used to identify and discard any voxel that showed
sensitivity to the 6-letter cues during either the imagery or the visual runs.
The visual stimuli used to estimate each fwRF model included both the object picture and its associated cue. To test for sensitivity to the cue, we calculated cross-validated prediction accuracy using input
stimuli that contained either the cues or the object pictures only. Voxels for which the cue-only stimuli resulted in above-threshold prediction accuracy for either the imagery or the vision encoding model
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S1
S2
S3

V1

V2

V3

V4

LO

V3a/b

IPS

3567
1387 113
87
3168
1136 214
110
3249
959 106
97

4371
1758 187
162
3282
1060 358
216
3278
929 224
150

4527
1826 450
431
2695
849 595
393
3414
972 250
184

3305
1283 404
388
1768
358 274
154
2201
506 83
63

3610
1112 318
283
1964
716 433
370
1439
277 123
94

1970
891 565
507
1459
616 432
366
1707
443 147
119

15172
847 496
306
15242
954 1030
536
15090
219 190
40

Table S1: Number of selected voxels per ROI per subject. Each cell contains three rows of numbers.
The top row gives the total number of voxels in the specified ROI. The middle row gives the number of
voxels with a visual encoding model that exceeds the prediction accuracy threshold (left, blue) and the
number of voxels with an imagery encoding model that exceeds threshold (right, orange). The bottom
row (dark green) gives the number of voxels with a visual and imagery encoding model that both exceed
the prediction accuracy threshold.
were discarded from any analysis of receptive field attributes of feature tuning. Only voxels for which
the picture-only stimuli resulted in above-threshold prediction accuracy were retained for receptive field
and feature tuning analyses. Table S1 enumerates the number of voxels per ROI and subject that satisfied
these conditions. In figure 4B of the main text, we retain voxels for which either the visual (top) or the
imagery (bottom) encoding models had above-threshold predication accuracy. In figure 4C–E we retain only voxels for which both the visual and imagery encoding models had above-threshold prediction
accuracy.
Figure S9 shows receptive fields of the discarded cue-responsive voxels. As expected, receptive fields
tend be small and are concentrated at the center of the visual field where the cue was displayed.
1.3.4

Receptive field size and location

As described above, for each voxel we fit k = 16 independent visual encoding models, and k = 16
independent imagery encoding models, each corresponding to a different training/validation split of the
data. Thus, for each voxel we obtain 16 different estimates of receptive field size and location. Results
on differences in the location (Figure 4G,H) and size (Figure 4I) between imagery and visual receptive
fields were obtained by repeatedly sampling these estimates.
To construct the plots in Figure 4G,H we sampled 1000 pairs of imagery and visual receptive field
parameters at random from the k = 16 “fine” encoding models available for each voxel. Lines in Figure
4G show the average shift (over all samples) in receptive field location of individual voxels from vision
to imagery. Curves in Figure 4H show the average over all sampled pairs and voxels in each ROI, and the
shaded areas around the curves indicate one standard deviation of the sampling distribution. Similarly,
figure 4I shows the mean and one standard deviation of the differences between imagery and visual
receptive field sizes. Illustrations of receptive fields in Figures 1D and 4F show average receptive field
locations and sizes over samples for individual voxels.
To obtain the significance estimates displayed for all receptive field size and location results in Figure
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Figure S9: Receptive fields of voxels with cue responsivity. Circle radius is one s.d. of the corresponding
Gaussian envelopes. Circle color scales with radius.
4 we tested the hypothesis of a non-zero mean difference between imagery and visual receptive field
parameters against the null hypothesis of no mean difference. To construct the null distribution we
performed the same sampling process as above with the addition of randomly assigning the “imagery” or
“vision” designation to each sampled value for each voxel in the indicated ROI. We then calculated the
mean difference between the receptive field parameters between each group. This process was repeated
1000 times, resulting in a histogram of differences in mean receptive field parameters for each ROI.
The region outside the red shaded area in Figure 4 indicates values at significance level p < 0.01 for
combined subject data. For each subject individually, the observed values with p < 0.01 are highlighted
by an additional white star on the mean observed value.
1.3.5

Spatial frequency tuning

All spatial frequency tuning shown and analyzed in this study were determined using a feature weight
dropout procedure (24). To determine the spatial frequency tuning for a given voxel, we first calculated
the Pearson correlation coefficient (ρ) obtained by using feature weights associated with Gabor wavelets
of a single spatial frequency alone (i.e. setting all weights to 0 except those belonging to feature maps
generated using Gabor wavelets of a specific frequency). The value of ρ was calculated for each spatial
frequency and can be interpreted as a percentage of variance explained (14) by that frequency. In order
to compare voxels to each other normalized these frequency tuning curves to make them independent of
the total variance explained. Thus, the tuning function was defined as the square of ρ for each specific
frequency divided by the sum of the square of these ρ’s over all frequencies (Figure 4A top 3 plots
show examples for individual voxels). Thus, two voxels that show the same tuning profile but different
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maximum explained variance would have the same tuning curve. A tuning value of 0 for a given spatial
frequency means that the associated feature maps explained none of the variance in activation across
stimuli; a tuning value of 1 means it uniquely explained all of the variance.
Averaging the tuning distributions of all voxels within a ROI produces a tuning distribution at the
level of ROI. Averages (dots in Figures 4A–C) and error estimates were obtained by sampling with
replacement 100 times the 16 validation subsets and associated encoding models for each voxel and then
averaging across all iterations and voxels in a single ROI.
Consistent with previous studies (10, 11) ROI-level tuning curves were found to empirically obey
a log-gaussian relationship. We thus performed nonlinear regressions to fit curves of this form to each
tuning curve (curves Figures 4A–C). This fit was used to estimate the peak frequency values of the tuning
curves (Figure 4D). The error estimate on the difference in peak frequency between imagery and vision
tuning curves takes into account the uncertainty in the fitting procedure as well as the uncertainty in the
ROI tuning points.
To obtain significance estimates for Figure 4E we tested the hypothesis of a non-zero difference
between imagery and visual peak spatial frequencies against the null hypothesis of no difference between
peak frequencies. To construct the null distribution of peak frequency shift, we randomly shuffled the
“vision” or “imagery” designation of voxel-wise tuning and calculated the mean frequency shift 1000
times. The region outside the shaded area in Figure 4 indicates values with p < 0.01 for combined
subject data. For each subject individually, the points with p < 0.01 are displayed with a white star.
Figure S10 shows the spatial frequency tuning functions for all subjects and ROIs during vision and
imagery (shown together for S1 in Figure 4B). Figure S11A, bottom panel, demonstrates the cortical
layout of peak spatial frequency during vision and imagery.

1.4

Stimulus identification

An important measure of the validity of an encoding model is how well it can discriminate target stimuli
that correspond to the measured activity from other “lure” stimuli (25). Here we used pairwise “hits” as
a measure of identification accuracy. A “hit” occurs when the voxel activity pattern associated with a
seen or imagined target stimulus is more correlated with the predicted activity pattern associated with the
target stimulus than the predicted activity pattern associated with a lure stimulus. Identification accuracy
for a given target stimulus is the percentage of hits accumulated across all lure images.
We performed two distinct types of identification. Position identification was used to determine if the
encoding models successfully captured the way that object position was encoded in population activity.
Similarly, object identification was used to determine if the encoding models successfully captured the
way that specific objects, independent of position, were encoded in population activity. For both types of
identification, the cue was not included as part of either the target or lure stimuli. Thus, model predictions
did not include any information about the cue (and we again emphasize that cue-responsive voxels were
not included in this analysis, see section 1.3.3).
Both identification of locations and of objects is performed in two parts. First, half of the activation
samples (256) for each voxel were randomly selected (but balanced such that all locations (objects) are
represented in each set) to estimate a cross-validated prediction accuracy score (Pearson correlation coefficient) for each voxel. We then ranked these voxels and selected a population of 500 voxels to calculate
identification accuracy on the remaining 256 samples. To perform location (object) identification, the
measured and predicted activity patterns that corresponded to a single location (object) were concate21
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Figure S10: Spatial frequency tuning curves for all ROIs and subjects. Plots show the average tuning
curves in each ROI in S1–3 for vision (blue) and imagery (orange). Solid lines represent the tuning
of all voxels with a prediction accuracy above threshold while dotted lines represent the tuning curves
of all voxels below threshold (i.e., voxels for which either the imagery or vision encoding model gave
poor predictions). This demonstrates that our modeling procedure does not induce a bias toward low
frequency preferences for voxels with substantial unexplained variance. Rather, for such voxels the
modeling procedure produces flat spatial frequency “tuning”.
nated across all 8 locations (64 objects) and across the selected voxels. This produced 8 (64) series of
concatenated predictions and measured values for location (object) identification. We then evaluated the
correlation matrix between all prediction series and measured series. The percentage of identification
“hits” is then simply the fraction of entries for which the diagonal elements have a greater value than the
other entries in the row corresponding to the “lure” preditions.
To produce the curves shown in Figure 2D–E, the previous procedure is repeated 100 times for
overlapping brackets of decreasing voxel validation accuracy (i.e., the top bracket contains the 500 voxels
with the most accurate encoding model predictions, the second bracket contains the voxels with the
251st –750th most accurate, etc.). Values on the x-axes of plots in Figures 2D-E give the largest (over
the 100 repeats) of the smallest validation accuracy within each bracket. The standard error captures the
variation of the identification “hits” percentage within each bracket.
To estimate the level of identification due to chance, the real identities of the locations (objects)
underwent 5 shuffling per each of the 100 repeats discussed above and a common histogram was built
from these 500 values for each bracket. Chance level for hits, the center of the null distribution, is
always 50%. The region outside the grey shading near the bottom of plots in Figure 2D–E correspond to
identification score with significance level p < 0.01.
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2
2.1

Results and discussion
Spatial organization of encoding model parameters

Cortical maps of receptive field size, receptive field location and peak spatial frequency derived from
visual encoding models (Figure S11A, left) are consistent with maps observed in many previous studies,
e.g., (6, 7, 24), and reproduce expected size-eccentricity relationships (Figure S11C). Plots of visual
receptive field locations show expected relationships between visual field quadrants and ventral/dorsal
left and right cortical hemispheres (Figure S11B). Interestingly, for every subject, the imagery encoding
models exhibit reversals at the boundaries of visual ROIs (Figure S11A, top right) that are consistent
with visual organization. Shown here are the maps for S1 (this subject’s cortical maps exhibited the
most consistency between visual and imagery receptive field attributes). Eccentricity and peak spatial
frequency maps derived from imagery encoding models (Figure S11A, bottom two maps at right) are
consistent with the differences in visual and imagery encoding models described in the main text.

2.2

Potential confounds related to cues

As described above (see section 1.3.3: Voxel selection) voxels sensitive to the cue during either imagery
or vision were discarded from all analyses (see section 1.3.3). Furthermore, cues were removed from
the target and lure stimuli for the image identification analysis. This control allows us to conclusively
reject any residual sensitivity to the cues as an explanation for the prediction accuracy of the imagery
encoding models.

2.3

Potential confounds related to low SNR

As we show in Figure 3 imagery SNR decreases relative to vision SNR with descent toward V1. Might
the relatively low SNR in low-level visual areas during imagery induce biases in the modeling procedure
that explain the low spatial frequency preferences and larger, more foveal receptive fields we observe
during imagery?
We can reject this hypothesis for two reasons. First, all voxels analyzed for tuning or receptive
field changes during imagery had imagery encoding models with above-threshold prediction accuracy.
This selection threshold effectively homogenizes relative SNR levels across the ROIs, replacing the SNR
gradient seen in Figure 3B with random variation in SNR across ROI’s. Consequently, we found no systematic relationships between relative SNR and peak frequency, receptive field location or size changes.
Second, our modeling procedure does not induce any systematic biases when applied to voxels with
low SNR. Because we obtain receptive field size and location through grid search, when applied to very
noisy voxels our modeling procedure randomly samples receptive field size and location from the search
grid. As for spatial frequency tuning, our modeling procedure produces flat “tuning” functions with no
peak when applied to noisy voxels (see Figure S10).

2.4

Potential confounds related to boundary effects

Might the shift of imagery receptive field locations toward the fovea (relative to visual receptive field
location) be a result of adding random displacements to the visual receptive field locations? Random
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Figure S11: Spatial and anatomical layout of encoding model attributes. (A) Visual angle (top row), average eccentricity (middle row), and spatial frequency tuning (bottom row) during vision (first column)
and imagery (second column) shown on a flattened cortical surface for subject 1, displaying the retinotopic organization recovered by the encoding models. (B) Circle plots show the average raw receptive
fields (locations and relative sizes) corresponding to a subset of voxels from each area during vision.
Each ROI (row) is partitioned by hemisphere (“L” = left and “R” =right), and dorsal (“d”) and ventral
(“v”) position in order to demonstrate specificity of model receptive field properties by quadrant of visual
field. The dashed lines delineate the four quadrants of the visual field and the black hatched areas fill in
the quadrant or side one would expect to see a concentration of receptive field locations (given known
retinotopic organization). (C) Receptive field size as a function of receptive field eccentricity for voxels
from each ROI.
displacements might replicate observed shifts in receptive field location if, for example, all visual receptive field locations were at or near the boundary of the visual field. We tested this null hypotheses for
all subjects by adding random displacements to visual receptive field locations. The null hypothesis was
rejected for all subjects and areas.

2.5

Potential confounds related to eye movements

Subjects were instructed to maintain fixation during both vision and imagery. All three subjects are
trained psychophysical observers with excellent fixation. Might imagery encoding model prediction
accuracy nonetheless be related in some way to subtle eye movements, or signals related to suppressed
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eye movement plans?
Signals related to eye movements are a potential confound only when considering purely positiondependent aspects of visual or imagery activity. But accurate object identification (Figure 2E) requires
brain activity patterns that encode visual features sufficient to discriminate objects in a position-invariant
manner. Thus, signals related to eye movements cannot explain the prediction accuracy of imagery
encoding models. Relatedly, spatial frequency tuning has been shown to be critical for accurate object
identification (see Figure S8a in (15)). We unable to formulate a coherent null hypothesis under which
signals related to eye movements could produce the observed spatial frequency tuning functions under
vision or imagery.
Subtle eye movement could induce spurious shifts in receptive field locations across two different
conditions by misaligning model training stimuli presented during each condition. This potential confound can be rejected for this particular experiment because the visual stimulus onscreen during vision
and imagery run were not the same and so could be not be misaligned. Moreover, during imagery runs
the visual stimulus was—at most visual field locations—a blank screen and therefore invariant with respect to small eye movements. It is therefore unclear how eye movements might produce the observed
difference in imagery and visual receptive field locations.
We could formulate no coherent null hypothesis under which systematically different patterns of eye
movements during vision and imagery could produce the observed differences in visual and imagery
receptive field size.

2.6

Feedforward and feedback activity in HGMs

Explicit derivations of the forward and backward transforms of Eq. 1 shed some light on the operations
that are involved in performing inference in the HGM we used in our numerical experiments.
Our goal here is to express the expected value of the activity at every layer during both vision and
imagery. For the linear-Gaussian HGM the activity at any layer is a linear transformation of the input,
which takes the form of a complex expression in terms of the connection weights Ul ’s and variance
parameters σl that can be found using the return loop method from flow-graph theory (26) and inductive
reasoning. The expression for the forward, T , and backward T̄ transformations are:
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UlT Ul + (κl + αl )I and κl = σl2 /σl+1
for all l < L and zero otherwise.
Given known connection weights and variance parameters, these expressions for the forward and
backward transforms of the system can be used to compute expected visual and imagery activity patterns
given clamped activity at any stage. These expressions can easily be tested by computing the expected
value explicitly using standard techniques for deriving the expected value of a conditional Gaussian
distribution from a joint Gaussian distribution (e.g., see (4)). However, the explicit analytical expressions
in eqs. 18 and 19 have the advantage that they are more easily evaluated for large networks.
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Furthermore, these explicit expressions illustrate a very important point, which is that every transformation T depends on the connection and feedback parameters at multiple layers. This is because
the solutions for mean activity patterns correspond to an equilibrium point of the system and clamping
perturbs and forces the system to move to a new equilibrium point. Thus we must recognize that both
forward and backward transforms involve innumerable feedforward and feedback signaling along the
connections weighted by the U ’s.
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